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Welcome to pyfarm.agent’s documentation!

This package contains PyFarm’s agent and job types which
are responsible for the execution of tasks allocated to
a host by the master.
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Commands


Note

The default values provided are based on the configuration at
the time this page was generated.  They may not be the same
defaults you will see.




Standard Commands


pyfarm-agent

usage: pyfarm-agent [status|start|stop]

positional arguments:
  {start,stop,status}   individual operations pyfarm-agent can run
    start               starts the agent
    stop                stops the agent
    status              query the 'running' state of the agent

optional arguments:
  -h, --help            show this help message and exit

Agent Network Service:
  Main flags which control the network services running on the agent.

  --port PORT           The port number which the agent is either running on
                        or will run on when started. This port is also
                        reported the master when an agent starts. [default:
                        None]
  --host HOST           The host to communicate with or hostname to present to
                        the master when starting. Defaults to the fully
                        qualified hostname.
  --agent-api-username AGENT_API_USERNAME
                        The username required to access or manipulate the
                        agent using REST. [default: agent]
  --agent-api-password AGENT_API_PASSWORD
                        The password required to access manipulate the agent
                        using REST. [default: agent]
  --agent-id AGENT_ID   The UUID used to identify this agent to the master. By
                        default the agent will attempt to load a cached value
                        however a specific UUID could be provided with this
                        flag.
  --agent-id-file AGENT_ID_FILE
                        The location to store the agent's id. By default the
                        path is platform specific and defined by the
                        `agent_id_file_platform_defaults` key in the
                        configuration. [default: /etc/pyfarm/agent/uuid.dat]

Network Resources:
  Resources which the agent will be communicating with.

  --master MASTER       This is a convenience flag which will allow you to set
                        the hostname for the master. By default this value
                        will be substituted in --master-api
  --master-api MASTER_API
                        The location where the master's REST api is located.
                        [default: None]
  --master-api-version MASTER_API_VERSION
                        Sets the version of the master's REST api the agent
                        shoulduse [default: None]

Process Control:
  These settings apply to the parent process of the agent and contribute to
  allowing the process to run as other users or remain isolated in an
  environment. They also assist in maintaining the 'running state' via a
  process id file.

  --pidfile PIDFILE     The file to store the process id in. [default: None]
  -n, --no-daemon       If provided then do not run the process in the
                        background.
  --chdir CHDIR         The working directory to change the agent into upon
                        launch
  --uid UID             The user id to run the agent as. *This setting is
                        ignored on Windows.*
  --gid GID             The group id to run the agent as. *This setting is
                        ignored on Windows.*
  --pdb-on-unhandled    When set pdb.set_trace() will be called if an
                        unhandled error is caught in the logger

pyfarm-agent is a command line client for working with a local agent. You can
use it to stop, start, and report the general status of a running agent
process.





usage: pyfarm-agent [status|start|stop] status [-h]

optional arguments:
  -h, --help  show this help message and exit





usage: pyfarm-agent [status|start|stop] start [-h] [--state STATE]
                                              [--time-offset TIME_OFFSET]
                                              [--ntp-server NTP_SERVER]
                                              [--ntp-server-version NTP_SERVER_VERSION]
                                              [--no-pretty-json]
                                              [--shutdown-timeout SHUTDOWN_TIMEOUT]
                                              [--updates-drop-dir UPDATES_DROP_DIR]
                                              [--run-control-file RUN_CONTROL_FILE]
                                              [--cpus CPUS] [--ram RAM]
                                              [--ram-check-interval RAM_CHECK_INTERVAL]
                                              [--ram-max-report-frequency RAM_MAX_REPORT_FREQUENCY]
                                              [--ram-report-delta RAM_REPORT_DELTA]
                                              [--master-reannounce MASTER_REANNOUNCE]
                                              [--log LOG]
                                              [--capture-process-output]
                                              [--task-log-dir TASK_LOG_DIR]
                                              [--ip-remote IP_REMOTE]
                                              [--enable-manhole]
                                              [--manhole-port MANHOLE_PORT]
                                              [--manhole-username MANHOLE_USERNAME]
                                              [--manhole-password MANHOLE_PASSWORD]
                                              [--html-templates-reload]
                                              [--static-files STATIC_FILES]
                                              [--http-retry-delay-offset HTTP_RETRY_DELAY_OFFSET]
                                              [--http-retry-delay-factor HTTP_RETRY_DELAY_FACTOR]
                                              [--jobtype-no-cache]

optional arguments:
  -h, --help            show this help message and exit

General Configuration:
  These flags configure parts of the agent related to hardware, state, and
  certain timing and scheduling attributes.

  --state STATE         The current agent state, valid values are ['disabled',
                        'offline', 'running', 'online']. [default: online]
  --time-offset TIME_OFFSET
                        If provided then don't talk to the NTP server at all
                        to calculate the time offset. If you know for a fact
                        that this host's time is always up to date then
                        setting this to 0 is probably a safe bet.
  --ntp-server NTP_SERVER
                        The default network time server this agent should
                        query to retrieve the real time. This will be used to
                        help determine the agent's clock skew if any. Setting
                        this value to '' will effectively disable this query.
                        [default: None]
  --ntp-server-version NTP_SERVER_VERSION
                        The version of the NTP server in case it's running an
                        olderor newer version. [default: None]
  --no-pretty-json      If provided do not dump human readable json via the
                        agent's REST api
  --shutdown-timeout SHUTDOWN_TIMEOUT
                        How many seconds the agent should spend attempting to
                        inform the master that it's shutting down.
  --updates-drop-dir UPDATES_DROP_DIR
                        The directory to drop downloaded updates in. This
                        should be the same directory pyfarm-supervisor will
                        look for updates in. [default: None]
  --run-control-file RUN_CONTROL_FILE
                        The path to a file that will signal to the supervisor
                        that agent is supposed to be restarted if it stops for
                        whatever reason.[default:
                        /tmp/pyfarm/agent/should_be_running]

Physical Hardware:
  Command line flags which describe the hardware of the agent.

  --cpus CPUS           The total amount of cpus installed on the system.
                        Defaults to the number of cpus installed on the
                        system.
  --ram RAM             The total amount of ram installed on the system in
                        megabytes. Defaults to the amount of ram the system
                        has installed.

Interval Controls:
  Controls which dictate when certain internal intervals should occur.

  --ram-check-interval RAM_CHECK_INTERVAL
                        How often ram resources should be checked for changes.
                        The amount of memory currently being consumed on the
                        system is checked after certain events occur such as a
                        process but this flag specifically controls how often
                        we should check when no such events are occurring.
                        [default: None]
  --ram-max-report-frequency RAM_MAX_REPORT_FREQUENCY
                        This is a limiter that prevents the agent from
                        reporting memory changes to the master more often than
                        a specific time interval. This is done in order to
                        ensure that when 100s of events fire in a short period
                        of time cause changes in ram usage only one or two
                        will be reported to the master. [default: None]
  --ram-report-delta RAM_REPORT_DELTA
                        Only report a change in ram if the value has changed
                        at least this many megabytes. [default: None]
  --master-reannounce MASTER_REANNOUNCE
                        Controls how often the agent should reannounce itself
                        to the master. The agent may be in contact with the
                        master more often than this however during long period
                        of inactivity this is how often the agent will
                        'inform' the master the agent is still online.

Logging Options:
  Settings which control logging of the agent's parent process and/or any
  subprocess it runs.

  --log LOG             If provided log all output from the agent to this
                        path. This will append to any existing log data.
                        [default: None]
  --capture-process-output
                        If provided then all log output from each process
                        launched by the agent will be sent through agent's
                        loggers.
  --task-log-dir TASK_LOG_DIR
                        The directory tasks should log to.

Network Service:
  Controls how the agent is seen or interacted with by external services
  such as the master.

  --ip-remote IP_REMOTE
                        The remote IPv4 address to report. In situation where
                        the agent is behind a firewall this value will
                        typically be different.

Manhole Service:
  Controls the manhole service which allows a telnet connection to be made
  directly into the agent as it's running.

  --enable-manhole      When provided the manhole service will be started once
                        the reactor is running.
  --manhole-port MANHOLE_PORT
                        The port the manhole service should run on if enabled.
  --manhole-username MANHOLE_USERNAME
                        The telnet username that's allowed to connect to the
                        manhole service running on the agent.
  --manhole-password MANHOLE_PASSWORD
                        The telnet password to use when connecting to the
                        manhole service running on the agent.

HTTP Configuration:
  Options for how the agent will interact with the master's REST api and how
  it should run it's own REST api.

  --html-templates-reload
                        If provided then force Jinja2, the html template
                        system, to check the file system for changes with
                        every request. This flag should not be used in
                        production but is useful for development and debugging
                        purposes.
  --static-files STATIC_FILES
                        The default location where the agent's http server
                        should find static files to serve.
  --http-retry-delay-offset HTTP_RETRY_DELAY_OFFSET
                        If a http request to the master has failed, wait at
                        least this amount of time before resending the
                        request.
  --http-retry-delay-factor HTTP_RETRY_DELAY_FACTOR
                        The value provided here is used in combination with
                        --http-retry-delay-offset to calculate the retry
                        delay. This is used as a multiplier against random()
                        before being added to the offset.

Job Types:
  --jobtype-no-cache    If provided then do not cache job types, always
                        directly retrieve them. This is beneficial if you're
                        testing the agent or a new job type class.





usage: pyfarm-agent [status|start|stop] stop [-h] [--no-wait]

optional arguments:
  -h, --help  show this help message and exit

optional flags:
  Flags that control how the agent is stopped

  --no-wait   If provided then don't wait on the agent to shut itself down. By
              default we would want to wait on each task to stop so we can
              catch any errors and then finally wait on the agent to shutdown
              too. If you're in a hurry or stopping a bunch of agents at once
              then setting this flag will let the agent continue to stop
              itself without waiting for each agent





usage: pyfarm-supervisor [-h] [--updates-drop-dir UPDATES_DROP_DIR]
                         [--agent-package-dir AGENT_PACKAGE_DIR]
                         [--pidfile PIDFILE] [-n] [--chdir CHDIR] [--uid UID]
                         [--gid GID]

Start and monitor the agent process

optional arguments:
  -h, --help            show this help message and exit
  --updates-drop-dir UPDATES_DROP_DIR
                        Where to look for agent updates
  --agent-package-dir AGENT_PACKAGE_DIR
                        Path to the actual agent code
  --pidfile PIDFILE     The file to store the process id in. [default: None]
  -n, --no-daemon       If provided then do not run the process in the
                        background.
  --chdir CHDIR         The directory to chdir to upon launch.
  --uid UID             The user id to run the supervisor as. *This setting is
                        ignored on Windows.*
  --gid GID             The group id to run the supervisor as. *This setting
                        is ignored on Windows.*










Development Commands


pyfarm-dev-fakerender

usage: pyfarm-dev-fakerender [-h] [--ram RAM] [--duration DURATION]
                             [--return-code RETURN_CODE]
                             [--duration-jitter DURATION_JITTER]
                             [--ram-jitter RAM_JITTER] -s START [-e END]
                             [-b BY] [--spew] [--segfault]

Very basic command line tool which vaguely simulates a render.

optional arguments:
  -h, --help            show this help message and exit
  --ram RAM             How much ram in megabytes the fake command should
                        consume
  --duration DURATION   How many seconds it should take to run this command
  --return-code RETURN_CODE
                        The return code to return, declaring this flag
                        multiple times will result in a random return code.
                        [default: [0]]
  --duration-jitter DURATION_JITTER
                        Randomly add or subtract this amount to the total
                        duration
  --ram-jitter RAM_JITTER
                        Randomly add or subtract this amount to the ram
  -s START, --start START
                        The start frame. If no other flags are provided this
                        will also be the end frame.
  -e END, --end END     The end frame
  -b BY, --by BY        The by frame
  --spew                Spews lots of random output to stdout which is
                        generally a decent stress test for log processing
                        issues. Do note however that this will disable the
                        code which is consuming extra CPU cycles. Also, use
                        this option with care as it can generate several
                        gigabytes of data per frame.
  --segfault            If provided then there's a 25% chance of causing a
                        segmentation fault.








pyfarm-dev-fakework

usage: pyfarm-dev-fakework [-h] [--master-api MASTER_API]
                           [--agent-api AGENT_API] [--jobtype JOBTYPE]
                           [--job JOB]

Quick and dirty script to create a job type, a job, and some tasks which are
then posted directly to the agent. The primary purpose of this script is to
test the internal of the job types

optional arguments:
  -h, --help            show this help message and exit
  --master-api MASTER_API
                        The url to the master's api [default:
                        http://127.0.0.1/api/v1]
  --agent-api AGENT_API
                        The url to the agent's api [default:
                        http://127.0.0.1:50000/api/v1]
  --jobtype JOBTYPE     The job type to use [default: FakeRender]
  --job JOB             If provided then this will be the job we pull tasks
                        from and assign to the agent. Please note we'll only
                        be pulling tasks that aren't running or assigned.
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Environment Variables

PyFarm’s agent has several environment variables which can be used to
change the operation at runtime.  For more information see the individual
sections below.


	
PYFARM_JOBTYPE_ALLOW_CODE_EXECUTION_IN_MODULE_ROOT

	If True, then function calls in the root of a job types’s source code
will result in an error when the work is assigned.  By default, this value
is set to True.






	
PYFARM_JOBTYPE_SUBCLASSES_BASE_CLASS

	If True then job types which do not subclass from
pyfarm.jobtypes.core.jobtype.JobType will raise an exception
when work is assigned.  By default, this value is set to True.
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Configuration Files

Below are the configuration files for this subproject.  These files are
installed along side the source code when the package is installed.  These are
only the defaults however, you can always override these values in your own
environment.  See the Configuration [https://pyfarm.readthedocs.org/projects/pyfarm-core/en/latest/modules/pyfarm.core.config.html#pyfarm.core.config.Configuration] object documentation for more detailed
information.


Agent

The below is the current configuration file for the agent.  This
file lives at pyfarm/agent/etc/agent.yml in the source tree.

	  1
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	# The platform specific locations where the agent uuid
# file is default.  This can be overridden with --agent-id-file flag.
agent_id_file_platform_defaults:
  linux: /etc/pyfarm/agent/uuid.dat
  mac: /Library/pyfarm/agent/uuid.dat
  bsd: /etc/pyfarm/agent/uuid.dat
  windows: $LOCALAPPDATA/pyfarm/agent/uuid.dat

# The platform specific locations where the run control file is looked for
run_control_file_by_platform:
  linux: /tmp/pyfarm/agent/should_be_running
  mac: /tmp/pyfarm/agent/should_be_running
  bsd: /tmp/pyfarm/agent/should_be_running
  windows: $TEMP/pyfarm/agent/should_be_running

# The default location to store data.  $temp will expand to
# whatever pyfarm's data root is plus the application
# name (agent).  For example on Linux this would expand to
# /tmp/pyfarm/agent
agent_data_root: $temp

# Defines the number of seconds between iterations of pyfarm-supervisor's
# agent status check.
supervisor_interval: 5

# The location where the agent should change directories
# into upon starting.  If this value is not set then no
# changes will be made.
agent_chdir:

# The location where static web files should be served from.  This
# will default to using PyFarm's installation root.
agent_static_root: auto

# The default location where lock files should be stored.  By
# default these will be stored alone side other data
# inside the `agent_data_root` value above.
lock_file_root: $agent_data_root/lock

# Locations of specific lock files
agent_lock_file: $lock_file_root/agent.pid
supervisor_lock_file: $lock_file_root/supervisor.pid

# Where user data for the agent is stored.  ~ will be expanded
# to the current users's home directory.
agent_user_data: ~/.pyfarm/agent

# The default location where the agent should save logs to.  This
# includes both logs from processes and the agent log itself.
agent_logs_root: $agent_data_root/logs

# The location where agent updates should be stored.
agent_updates_dir: $agent_data_root/updates

# The default port which the agent should use to serve the
# REST api.
agent_api_port: 50000

# The location where the the agent should save its own
# logging output to.
agent_log: $agent_logs_root/agent.log
supervisor_log: $agent_logs_root/supervisor.log

# The user agent the master will use when connecting to the agent's
# REST api.  This value should only be changed if the master's code
# is updated with a new user agent.  Change this value has not effect
# on the master.
master_user_agent: PyFarm/1.0 (master)

# Configuration values which control how the url
# for the master is constructed.  If 'master' is not set
# the --master flag will be required to start the agent.
master:
master_api_version: 1
master_api: http://$master/api/v$master_api_version

# The user agent the master uses to talke to the agent's
# REST api.  This value should not be modified unless
# there's a specific reason to do so.
master_user_agent: PyFarm/1.0 (master)

# Controls how often the agent should reannounce itself
# to the master.  The agent may be in contact with the master
# more often than this however during long period of
# inactivity this is how often the agent will 'inform' the
# master the agent is still online.
agent_master_reannounce: 120

# How many seconds the agent should spend attempting to inform
# the master that it's shutting down.
agent_shutdown_timeout: 15

# Number of seconds to offset from zero when calculating the
# http retry delay.
agent_http_retry_delay_offset: 1

# If an http request fails, use this as the base value
# to help determine how long we should wait before retrying.  This
# value is then used to calculate the final delay:
#   agent_http_retry_delay_offset + (random() * agent_http_retry_delay_factor)
agent_http_retry_delay_factor: 5

# Controls if the http client connection should be persistent or
# not.  Generally this should always be True because the connection
# self-terminates after a short period of time anyway.  For higher
# latency situations or with larger deployments this value should
# be False.
agent_http_persistent_connections: True

# If True then html templates will be reloaded with
# every request instead of cached.
agent_html_template_reload: False

# If True then reformat json output to be more human
# readable.
agent_pretty_json: True

# How often the agent should check for changes in ram.  This value
# is used to ensure ram usage is checked at least this often though
# it may be checked more often due to other events (such as jobs
# running)
agent_ram_check_interval: 30

# If the ram has changed this may megabytes since the last
# check then report the change to the master.
agent_ram_report_delta: 100

# How much the agent should wait, in seconds, between
# each report about a change in ram.
agent_ram_max_report_frequency: 10

# The default network time server and version the agent
# should use to calcuate its clock skew.
agent_ntp_server: pool.ntp.org
agent_ntp_server_version: 2

# The amount of time this agent is offset from what
# would be considered correct based on an atomic
# clock.  If this value is set to auto the time will
# be calculated using NTP.
agent_time_offset: auto

# Physical and network information about the host the agent
# is running on.  Setting these values to 'auto' will cause
# them to be initilized to the system's current
# configuration values.
agent_ram: auto
agent_cpus: auto
agent_hostname: auto

# When True this will enable a telnet connection
# to the agent which will present a Python interpreter
# upon connection.  This is mainly used for debugging
# and direct manipulation of the agent.  You can use
# the show() function once connected to see what
# objects are available.
agent_manhole: False
agent_manhole_port: 50001
agent_manhole_username: admin
agent_manhole_password: admin

# NOTE: The following values are used by the unittests and should be
# generally ignored for anything other than development.
agent_unittest:
  dns_test_hostname: example.com
  client_redirect_target: http://example.com
  client_api_test_url_https: https://httpbin.pyfarm.net
  client_api_test_url_http: http://httpbin.pyfarm.net

# A list of paths or names where the `lspci` command can
# be called from on Linux.  This is used to retrieve information
# about graphics cards installed on the system in
# `pyfarm.agent.sysinfo.graphics.graphics_cards`.
# If you need run the command with sudo you may also specify an entry
# like this:
#  - sudo lspci
sysinfo_command_lspci:
  - lspci
  - /bin/lspci
  - /sbin/lspci
  - /usr/sbin/lspci
  - /usr/bin/lspci










Job Types

The below is the current configuration file for job types.  This
file lives at pyfarm/jobtypes/etc/jobtypes.yml in the source tree.
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	# When set to True caching of job types will be enabled.  When set to
# False caching is disabled and every job type will retrieved from
# the master directly.
jobtype_enable_cache: True

# If True then output from all processes will be sent directly to
# the agent's logger(s) instead of to the log file assoicated
# with each process.
jobtype_capture_process_output: False

# The location where tasks should be logged
jobtype_task_logs: $agent_logs_root/tasks

# The filename to an individual log file.  This filename supports several
# internal variables:
#
#   $YEAR - The current year
#   $MONTH - The current month
#   $DAY - The current day
#   $HOUR - The current hour
#   $MINUTE - The current hour
#   $JOB - The id of the job this log is for
#   $PROCESS - The uuid of the process object responsible for creating the log
#
# In addition to the above you can, as with any configuration variable,
# also use environment variables in the filename.
# Path separators ("/" and "\") are not allowed.
jobtype_task_log_filename:
    $YEAR-$MONTH-$DAY_$HOUR-$MINUTE-$SECOND_$JOB_$PROCESS.csv

# store cached source code from the master.  Note
# that $temp will be expanded to the local system's
# temp directory.  If this directory does not exist
# it will be created.  Leaving this value blank will
# disable job type caching.
jobtype_cache_directory: $temp/jobtype_cache

# The root directory that the default implementation of JobType.tempdir()
# will create a path using tempfile.mkdtemp.
jobtype_tempdir_root: $temp/tempdir/$JOBTYPE_UUID

# If True then expand environment variables in file paths.
jobtype_expandvars: True

# If True, then ignore any errors produced when tring
# to map users and groups to IDs.  This will cause the
# underlying methods in the job type to instead run
# as the job type's owner instead, ignoring what the
# incoming job requests.
# NOTE: This value is not used on Windows.
jobtype_ignore_id_mapping_errors: False

# Any additional key/value pairs to include
# in the environment of a process launched
# by a job type.
jobtype_default_environment: {}


# Configures the thread pool used by job types
# for logging.
jobtype_logging_threadpool:
  # Setting this value to something smaller than `1` will result
  # in an exception being raised.  This value also cannot be larger
  # than `max_threads` below.
  min_threads: 3

  # This value must be greater than or equal to `min_threads`
  # above.  You may also set this value to 'auto' meaning the
  # number of processors times 1.5 or 20 (whichever is lower).
  max_threads: auto

  # As log messages are sent from processes they are stored
  # in an in memory queue.  When the number of messages is higher
  # than this number a thread will be spawned to consume the
  # data and flush it into a file object.
  max_queue_size: 10

  # Most often the operating system will control how often data
  # is written to disk from a file object.  This value overrides
  # that behavior and forces the file object to flush to disk
  # after this many messages have been processed.
  flush_lines: 100
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pyfarm.agent package


Subpackages



	pyfarm.agent.entrypoints package
	Submodules
	pyfarm.agent.entrypoints.development module
	Development





	pyfarm.agent.entrypoints.main module
	Main





	pyfarm.agent.entrypoints.parser module
	Parser





	pyfarm.agent.entrypoints.supervisor module

	pyfarm.agent.entrypoints.utility module
	Utility









	Module contents
	Entry Points









	pyfarm.agent.http package
	Subpackages
	pyfarm.agent.http.api package
	Submodules
	pyfarm.agent.http.api.assign module

	pyfarm.agent.http.api.base module
	Base





	pyfarm.agent.http.api.config module
	Config





	pyfarm.agent.http.api.state module

	pyfarm.agent.http.api.tasklogs module

	pyfarm.agent.http.api.tasks module

	pyfarm.agent.http.api.update module
	Update Endpoint









	Module contents
	API









	pyfarm.agent.http.core package
	Submodules
	pyfarm.agent.http.core.client module
	HTTP Client





	pyfarm.agent.http.core.resource module
	Resource





	pyfarm.agent.http.core.server module
	HTTP Server





	pyfarm.agent.http.core.template module
	Template









	Module contents
	Core













	Submodules
	pyfarm.agent.http.system module





	Module contents
	HTTP Components









	pyfarm.agent.sysinfo package
	Submodules
	pyfarm.agent.sysinfo.cpu module
	CPU





	pyfarm.agent.sysinfo.graphics module
	Graphics





	pyfarm.agent.sysinfo.memory module
	Memory





	pyfarm.agent.sysinfo.network module
	Network





	pyfarm.agent.sysinfo.system module
	System





	pyfarm.agent.sysinfo.user module
	User









	Module contents












Submodules



	pyfarm.agent.config module
	Configuration





	pyfarm.agent.manhole module
	Manhole





	pyfarm.agent.service module
	Manager Service





	pyfarm.agent.testutil module

	pyfarm.agent.utility module
	Utilities












Module contents


PyFarm Agent

Core module containing code to run PyFarm’s agent.
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pyfarm.agent.entrypoints package


Submodules



	pyfarm.agent.entrypoints.development module
	Development





	pyfarm.agent.entrypoints.main module
	Main





	pyfarm.agent.entrypoints.parser module
	Parser





	pyfarm.agent.entrypoints.supervisor module

	pyfarm.agent.entrypoints.utility module
	Utility












Module contents


Entry Points

This module contains several subpackages which serve
as the basis for the command line tools for the agent.
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pyfarm.agent.entrypoints.development module


Development

Contains entry points which constructs the command line tools
used for development such as pyfarm-dev-fakerender and
pyfarm-dev-fakework.


	
pyfarm.agent.entrypoints.development.fake_render()[source]

	




	
pyfarm.agent.entrypoints.development.fake_work()[source]

	




	
pyfarm.agent.entrypoints.development.random()  x in the interval [0, 1).
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pyfarm.agent.entrypoints.main module


Main

The main module which constructs the entrypoint for the
pyfarm-agent command line tool.


	
class pyfarm.agent.entrypoints.main.AgentEntryPoint[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Main object for parsing command line options


	
agent_api[source]

	




	
start()[source]

	




	
stop()[source]

	




	
status()[source]
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pyfarm.agent.entrypoints.parser module


Parser

Module which forms the basis of a custom argparse [https://docs.python.org/3.4/library/argparse.html#module-argparse] based
command line parser which handles setting configuration values
automatically.


	
pyfarm.agent.entrypoints.parser.assert_parser(func)[source]

	ensures that the instance argument passed along to the validation
function contains data we expect






	
pyfarm.agent.entrypoints.parser.ip(*args, **kwargs)[source]

	make sure the ip address provided is valid






	
pyfarm.agent.entrypoints.parser.port(*args, **kwargs)[source]

	convert and check to make sure the provided port is valid






	
pyfarm.agent.entrypoints.parser.uuid_type(*args, **kwargs)[source]

	validates that a string is a valid UUID type






	
pyfarm.agent.entrypoints.parser.uidgid(*args, **kwargs)[source]

	Retrieves and validates the user or group id for a command line flag






	
pyfarm.agent.entrypoints.parser.direxists(*args, **kwargs)[source]

	checks to make sure the directory exists






	
pyfarm.agent.entrypoints.parser.fileexists(*args, **kwargs)[source]

	checks to make sure the provided file exists






	
pyfarm.agent.entrypoints.parser.number(*args, **kwargs)[source]

	convert the given value to a number






	
pyfarm.agent.entrypoints.parser.enum(*args, **kwargs)[source]

	ensures that value is a valid entry in enum






	
class pyfarm.agent.entrypoints.parser.ActionMixin(*args, **kwargs)[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

A mixin which overrides the __init__ and __call__
methods on an action so we can:



	Setup attributes to manipulate the config object when the
arguments are parsed

	Ensure we all required arguments are present

	Convert the type keyword into an internal representation
so we don’t require as much work when we add arguments to
the parser







	
TYPE_MAPPING = {<function isdir at 0x7f3ef78da0c8>: <function direxists at 0x7f3ef02105f0>, <function isfile at 0x7f3ef78da050>: <function fileexists at 0x7f3ef02106e0>, <type 'int'>: <functools.partial object at 0x7f3ef0209ba8>}

	








	
pyfarm.agent.entrypoints.parser.mix_action(class_)

	




	
pyfarm.agent.entrypoints.parser.StoreAction

	alias of _StoreAction






	
pyfarm.agent.entrypoints.parser.SubParsersAction

	alias of _SubParsersAction






	
pyfarm.agent.entrypoints.parser.StoreConstAction

	alias of _StoreConstAction






	
pyfarm.agent.entrypoints.parser.StoreTrueAction

	alias of _StoreTrueAction






	
pyfarm.agent.entrypoints.parser.StoreFalseAction

	alias of _StoreFalseAction






	
pyfarm.agent.entrypoints.parser.AppendAction

	alias of _AppendAction






	
pyfarm.agent.entrypoints.parser.AppendConstAction

	alias of _AppendConstAction






	
class pyfarm.agent.entrypoints.parser.AgentArgumentParser(*args, **kwargs)[source]

	Bases: argparse.ArgumentParser [https://docs.python.org/3.4/library/argparse.html#argparse.ArgumentParser]

A modified ArgumentParser which interfaces with
the agent’s configuration.
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pyfarm.agent.entrypoints.supervisor module


	
pyfarm.agent.entrypoints.supervisor.supervisor()[source]
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pyfarm.agent.entrypoints.utility module


Utility

Small objects and functions which facilitate operations
on the main entry point class.


	
pyfarm.agent.entrypoints.utility.start_daemon_posix(log, chdir, uid, gid)[source]

	Runs the agent process via a double fork.  This basically a duplicate
of Marcechal’s original code with some adjustments:


http://www.jejik.com/articles/2007/02/
a_simple_unix_linux_daemon_in_python/



	Source files from his post are here:

	http://www.jejik.com/files/examples/daemon.py
http://www.jejik.com/files/examples/daemon3x.py
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pyfarm.agent.http package


Subpackages



	pyfarm.agent.http.api package
	Submodules
	pyfarm.agent.http.api.assign module

	pyfarm.agent.http.api.base module
	Base





	pyfarm.agent.http.api.config module
	Config





	pyfarm.agent.http.api.state module

	pyfarm.agent.http.api.tasklogs module

	pyfarm.agent.http.api.tasks module

	pyfarm.agent.http.api.update module
	Update Endpoint









	Module contents
	API









	pyfarm.agent.http.core package
	Submodules
	pyfarm.agent.http.core.client module
	HTTP Client





	pyfarm.agent.http.core.resource module
	Resource





	pyfarm.agent.http.core.server module
	HTTP Server





	pyfarm.agent.http.core.template module
	Template









	Module contents
	Core
















Submodules



	pyfarm.agent.http.system module








Module contents


HTTP Components

This sub-module contains all the code necessary to interact via HTTP
from both a client and a server perspective.
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pyfarm.agent.http.api package


Submodules



	pyfarm.agent.http.api.assign module

	pyfarm.agent.http.api.base module
	Base





	pyfarm.agent.http.api.config module
	Config





	pyfarm.agent.http.api.state module

	pyfarm.agent.http.api.tasklogs module

	pyfarm.agent.http.api.tasks module

	pyfarm.agent.http.api.update module
	Update Endpoint












Module contents


API

This package contains the components that form the agent’s api.  The objects
contained in this section act as an interface layer between an incoming
http request and the agent’s internals.
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pyfarm.agent.http.api.assign module


	
class pyfarm.agent.http.api.assign.Assign(agent)[source]

	Bases: pyfarm.agent.http.api.base.APIResource


	
isLeaf = False

	




	
SCHEMAS = {'POST': <voluptuous.Schema object at 0x7f3eefaea650>}

	




	
post(**kwargs)[source]
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pyfarm.agent.http.api.base module


Base

Contains the base resources used for building up the root
of the agent’s api.


	
class pyfarm.agent.http.api.base.APIResource[source]

	Bases: pyfarm.agent.http.core.resource.Resource

Base class for all api resources


	
isLeaf = True

	




	
CONTENT_TYPES = set(['application/json'])

	








	
class pyfarm.agent.http.api.base.APIRoot[source]

	Bases: pyfarm.agent.http.api.base.APIResource


	
isLeaf = False

	








	
class pyfarm.agent.http.api.base.Versions[source]

	Bases: pyfarm.agent.http.api.base.APIResource

Returns a list of api versions which this agent will support


	
GET /api/v1/versions/ HTTP/1.1

	Request

GET /api/v1/versions/HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "versions": [1]
}










	
isLeaf = True

	




	
get(**kwargs)[source]
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pyfarm.agent.http.api.config module


Config

Contains the endpoint for viewing and working with the configuration
on the agent.


	
class pyfarm.agent.http.api.config.Config[source]

	Bases: pyfarm.agent.http.api.base.APIResource


	
isLeaf = False

	




	
get(**kwargs)[source]
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pyfarm.agent.http.api.state module


	
class pyfarm.agent.http.api.state.Stop[source]

	Bases: pyfarm.agent.http.api.base.APIResource


	
isLeaf = False

	




	
SCHEMAS = {'POST': <voluptuous.Schema object at 0x7f3eef917810>}

	




	
post(**kwargs)[source]

	








	
class pyfarm.agent.http.api.state.Restart[source]

	Bases: pyfarm.agent.http.api.base.APIResource


	
isLeaf = False

	




	
post(**kwargs)[source]

	








	
class pyfarm.agent.http.api.state.Status[source]

	Bases: pyfarm.agent.http.api.base.APIResource


	
isLeaf = False

	




	
get(**_)[source]
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pyfarm.agent.http.api.tasklogs module


	
class pyfarm.agent.http.api.tasklogs.TaskLogs[source]

	Bases: pyfarm.agent.http.api.base.APIResource


	
get(**kwargs)[source]

	Get the contents of the specified task log
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pyfarm.agent.http.api.tasks module


	
class pyfarm.agent.http.api.tasks.Tasks[source]

	Bases: pyfarm.agent.http.api.base.APIResource


	
get(**kwargs)[source]

	




	
delete(**kwargs)[source]

	HTTP endpoint for stopping and deleting an individual task from this
agent.
... warning::
If the specified task is part of a multi-task assignment, all
tasks in this assignment will be stopped, not just the specified one.

This will try to asynchronously stop the assignment by killing all its
child processes. If that isn’t successful, this will have no effect.
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pyfarm.agent.http.api.update module


Update Endpoint

This endpoint is used to instruct the agent to download and apply an update.


	
class pyfarm.agent.http.api.update.Update[source]

	Bases: pyfarm.agent.http.api.base.APIResource

Requests the agent to download and apply the specified version of itself.
Will make the agent restart at the next opportunity.


	
POST /api/v1/update HTTP/1.1

	Request

POST /api/v1/update HTTP/1.1
Accept: application/json

{
    "version": 1.2.3
}





Response

HTTP/1.1 200 ACCEPTED
Content-Type: application/json










	
SCHEMAS = {'POST': <voluptuous.Schema object at 0x7f3eef917250>}

	




	
isLeaf = False

	




	
post(**kwargs)[source]
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pyfarm.agent.http.core package


Submodules



	pyfarm.agent.http.core.client module
	HTTP Client





	pyfarm.agent.http.core.resource module
	Resource





	pyfarm.agent.http.core.server module
	HTTP Server





	pyfarm.agent.http.core.template module
	Template












Module contents


Core

This module contains the core libraries necessary for
working with HTTP requests and responses.
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pyfarm.agent.http.core.client module


HTTP Client

The client library the manager uses to communicate with
the master server.


	
class pyfarm.agent.http.core.client.HTTPLog[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Provides a wrapper around the http logger so requests
and responses can be logged in a standardized fashion.


	
static queue(method, url, uid=None)[source]

	Logs the request we’re asking treq to queue






	
static response(response, uid=None)[source]

	Logs the return code of a request that treq completed






	
static error(failure, uid=None, method=None, url=None)[source]

	Called when the treq request experiences an error and
calls the errback method.










	
pyfarm.agent.http.core.client.build_url(url, params=None)[source]

	Builds the full url when provided the base url and some
url parameters:

>>> build_url("/foobar", {"first": "foo", "second": "bar"})
'/foobar?first=foo&second=bar'
>>> build_url("/foobar bar/")
''/foobar%20bar/'









	Parameters:	
	url (str [https://docs.python.org/3.4/library/stdtypes.html#str]) – The url to build off of.

	params (dict [https://docs.python.org/3.4/library/stdtypes.html#dict]) – A dictionary of parameters that should be added on to url.  If
this value is not provided url will be returned by itself.
Arguments to a url are unordered by default however they will be
sorted alphabetically so the results are repeatable from call to call.














	
pyfarm.agent.http.core.client.http_retry_delay(offset=None, factor=None, rand=None)[source]

	Returns a floating point value that can be used to delay
an http request.  The main purpose of this is to ensure that not all
requests are run with the same interval between them.

The basic formula for the retry delay is:

offset * (random() * factor)









	Parameters:	
	factor (int or float) – The factor to multiply the output from random() by.

This defaults to the agent_http_retry_delay_factor configuration
variable.



	offset – The initial offset to start the calculation at.

This defaults to the agent_http_retry_delay_offset configuration
variable.



	rand – A callable to determine randomness, defaulting to random().  This
is mainly used for testing purposes.














	
class pyfarm.agent.http.core.client.Request[source]

	Bases: pyfarm.agent.http.core.client.Request

Contains all the information used to perform a request such as the
method, url, and original keyword arguments (kwargs).  These
values contain the basic information necessary in order to retry()
a request.


	
retry(**kwargs)[source]

	When called this will rerun the original request with all
of the original arguments to request()





	Parameters:	kwargs – Additional keyword arguments which should override the original
keyword argument(s).














	
class pyfarm.agent.http.core.client.Response(deferred, response, request)[source]

	Bases: twisted.internet.protocol.Protocol

This class receives the incoming response body from a request
constructs some convenience methods and attributes around the data.





	Parameters:	
	deferred (Deferred) – The deferred object which contains the target callback
and errback.

	response – The initial response object which will be passed along
to the target deferred.

	request (Request) – Named tuple object containing the method name, url, headers, and data.










	
data()[source]

	Returns the data currently contained in the buffer.





	Raises RuntimeError [https://docs.python.org/3.4/library/exceptions.html#RuntimeError]:

		Raised if this method id called before all data
has been received.










	
json(loader=<function loads at 0x7f3ef420c488>)[source]

	Returns the json data from the incoming request





	Raises:	
	RuntimeError [https://docs.python.org/3.4/library/exceptions.html#RuntimeError] – Raised if this method id called before all data
has been received.

	ValueError [https://docs.python.org/3.4/library/exceptions.html#ValueError] – Raised if the content type for this request is not
application/json.














	
dataReceived(data)[source]

	Overrides Protocol.dataReceived() and appends data
to _body.






	
connectionLost(reason=<twisted.python.failure.Failure <class 'twisted.internet.error.ConnectionDone'>>)[source]

	Overrides Protocol.connectionLost() and sets the _done
when complete.  When called with ResponseDone for reason
this method will call the callback on _deferred










	
pyfarm.agent.http.core.client.request(method, url, **kwargs)[source]

	Wrapper around treq.request() with some added arguments
and validation.





	Parameters:	
	method (str [https://docs.python.org/3.4/library/stdtypes.html#str]) – The HTTP method to use when making the request.

	url (str [https://docs.python.org/3.4/library/stdtypes.html#str]) – The url this request will be made to.

	data (str, list, tuple, set, dict) – The data to send along with some types of requests
such as POST or PUT

	headers (dict [https://docs.python.org/3.4/library/stdtypes.html#dict]) – The headers to send along with the request to
url.  Currently only single values per header
are supported.

	callback (function) – The function to deliver an instance of Response
once we receive and unpack a response.

	errback (function) – The function to deliver an error message to.  By default
this will use log.err().

	response_class (class) – The class to use to unpack the internal response.  This is mainly
used by the unittests but could be used elsewhere to add some
custom behavior to the unpack process for the incoming response.






	Raises NotImplementedError [https://docs.python.org/3.4/library/exceptions.html#NotImplementedError]:

		Raised whenever a request is made of this function that we can’t
implement such as an invalid http scheme, request method or a problem
constructing data to an api.












	
pyfarm.agent.http.core.client.random()  x in the interval [0, 1).
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pyfarm.agent.http.core.resource module


Resource

Base resources which can be used to build top leve
documents, pages, or other types of data for the web.


	
class pyfarm.agent.http.core.resource.Resource[source]

	Bases: twisted.web.resource.Resource

Basic subclass of _Resource for passing requests to
specific methods.  Unlike _Resource however this will
will also handle:



	rewriting of request objects

	templating

	content type discovery and validation

	unpacking of request data

	rerouting of request to specific internal methods







	
TEMPLATE = NotImplemented

	




	
CONTENT_TYPES = set(['application/json', 'text/html'])

	




	
LOAD_DATA_FOR_METHODS = set(['PUT', 'POST'])

	




	
SCHEMAS = {}

	




	
template[source]

	Loads the template provided but the partial path in TEMPLATE on
the class.






	
methods[source]

	A set containing all the methods this resource implements.






	
content_types(request, default=None)[source]

	Returns the content type(s) present in the request






	
putChild(path, child)[source]

	Overrides the builtin putChild() so we can return the results for
each call and use them externally






	
error(request, code, message)[source]

	Writes the proper out an error response message depending on the
content type in the request






	
render(request)[source]
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pyfarm.agent.http.core.server module


HTTP Server

HTTP server responsible for serving requests that
control or query the running agent.  This file produces
a service that the  pyfarm.agent.manager.service.ManagerServiceMaker
class can consume on start.


	
class pyfarm.agent.http.core.server.RewriteRequest(*args, **kw)[source]

	Bases: twisted.web.server.Request

A custom implementation of _Request that will allow us
to modify an incoming request before it reaches the HTTP server..


	
REPLACE_REPEATED_DELIMITER = <_sre.SRE_Pattern object at 0x7f3eef941ed0>

	




	
requestReceived(command, path, version)[source]

	Override the built in _Request.requestReceived() so we
can rewrite portions of the request, such as the url, before it’s
passed along to the internal server.






	
write(data)[source]

	Override the built in _Request.write() so that any data
that’s not a string will be dumped to json using dumps()










	
class pyfarm.agent.http.core.server.Site(resource, *args, **kwargs)[source]

	Bases: twisted.web.server.Site

Site object similar to Twisted’s except it also carries along
some of the internal agent data.


	
displayTracebacks = True

	




	
requestFactory

	alias of RewriteRequest










	
class pyfarm.agent.http.core.server.StaticPath(*args, **kwargs)[source]

	Bases: twisted.web.static.File

More secure version of File that does not list
directories.  In addition this will also sending along a
response header asking clients to cache to data.


	
EXPIRES = 604800

	




	
ALLOW_DIRECTORY_LISTING = False

	




	
render(request)[source]

	Overrides File.render() and sets the expires header






	
directoryListing()[source]

	Override which ensures directories cannot be listed
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pyfarm.agent.http.core.template module


Template

Interface methods for working with the Jinja template
engine.


	
class pyfarm.agent.http.core.template.InMemoryCache[source]

	Bases: jinja2.bccache.BytecodeCache

Caches Jinja templates into memory after they have been loaded
and compiled.


	
cache = {}

	




	
clear()[source]

	




	
load_bytecode(bucket)[source]

	




	
dump_bytecode(bucket)[source]

	








	
class pyfarm.agent.http.core.template.DeferredTemplate[source]

	Bases: jinja2.environment.Template

Overrides the default PackageLoader so we
can produced the rendered result as a deferred call.


	
render(*args, **kwargs)[source]

	








	
class pyfarm.agent.http.core.template.Environment(**kwargs)[source]

	Bases: jinja2.environment.Environment

Implementation of Jinja’s _Environment class which
reads from our configuration object and establishes the
default functions we can use in a template.


	
template_class

	alias of DeferredTemplate










	
class pyfarm.agent.http.core.template.Loader[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Namespace class used to simply keep track of the global environment
and load templates.

>>> from pyfarm.agent.http.core import template
>>> template.load("index.html")






	
environment = None

	




	
classmethod load(name)[source]
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pyfarm.agent.http.system module


	
pyfarm.agent.http.system.mb(value)[source]

	




	
pyfarm.agent.http.system.seconds(value)[source]

	




	
class pyfarm.agent.http.system.Index[source]

	Bases: pyfarm.agent.http.core.resource.Resource

serves request for the root, ‘/’, target


	
TEMPLATE = 'index.html'

	




	
get(**kwargs)[source]

	








	
class pyfarm.agent.http.system.Configuration[source]

	Bases: pyfarm.agent.http.core.resource.Resource


	
TEMPLATE = 'configuration.html'

	




	
HIDDEN_FIELDS = ('agent', 'agent_pretty_json')

	




	
EDITABLE_FIELDS = ('agent_cpus', 'agent_hostname', 'master_api', 'master', 'agent_ram_check_interval', 'agent_ram', 'agent_ram_report_delta', 'agent_time_offset', 'state', 'agent_http_retry_delay_factor', 'agent_http_retry_delay_offset')

	




	
get(**kwargs)[source]

	











          

      

      

    


    
         Copyright 2014, Oliver Palmer, Guido Winkelmann.
      Created using Sphinx 1.2.2.
    

  

    
      Navigation

      
        	
          index

        	
          routing table |

        	
          modules |

        	
          next |

        	
          previous |

        	pyfarm.agent 0.8.3 documentation 

          	pyfarm.agent package 
 
      

    


    
      
          
            
  
pyfarm.agent.sysinfo package


Submodules



	pyfarm.agent.sysinfo.cpu module
	CPU





	pyfarm.agent.sysinfo.graphics module
	Graphics





	pyfarm.agent.sysinfo.memory module
	Memory





	pyfarm.agent.sysinfo.network module
	Network





	pyfarm.agent.sysinfo.system module
	System





	pyfarm.agent.sysinfo.user module
	User












Module contents

Top level module which provides information about the operating system,
system memory, network, and processor related information







          

      

      

    


    
         Copyright 2014, Oliver Palmer, Guido Winkelmann.
      Created using Sphinx 1.2.2.
    

  

    
      Navigation

      
        	
          index

        	
          routing table |

        	
          modules |

        	
          next |

        	
          previous |

        	pyfarm.agent 0.8.3 documentation 

          	pyfarm.agent package 

          	pyfarm.agent.sysinfo package 
 
      

    


    
      
          
            
  
pyfarm.agent.sysinfo.cpu module


CPU

Contains information about the cpu and its relation to the operating
system such as load, processing times, etc.


	
pyfarm.agent.sysinfo.cpu.cpu_name()[source]

	Returns the full name of the CPU installed in the system.






	
pyfarm.agent.sysinfo.cpu.total_cpus(logical=True)[source]

	Returns the total number of cpus installed on the system.





	Parameters:	logical (bool [https://docs.python.org/3.4/library/functions.html#bool]) – If True the return the number of cores the system has.  Setting
this value to False will instead return the number of physical
cpus present on the system.










	
pyfarm.agent.sysinfo.cpu.load(interval=1)[source]

	Returns the load across all cpus value from zero to one.  A value
of 1.0 means the average load across all cpus is 100%.






	
pyfarm.agent.sysinfo.cpu.user_time()[source]

	Returns the amount of time spent by the cpu in user
space






	
pyfarm.agent.sysinfo.cpu.system_time()[source]

	Returns the amount of time spent by the cpu in system
space






	
pyfarm.agent.sysinfo.cpu.idle_time()[source]

	Returns the amount of time spent by the cpu in idle
space






	
pyfarm.agent.sysinfo.cpu.iowait()[source]

	Returns the amount of time spent by the cpu waiting
on io


Note

on platforms other than linux this will return None
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pyfarm.agent.sysinfo.graphics module


Graphics

Contains information about the installed graphics cards


	
exception pyfarm.agent.sysinfo.graphics.GPULookupError(value)[source]

	Bases: exceptions.Exception






	
pyfarm.agent.sysinfo.graphics.graphics_cards()[source]

	Returns a list of the full names of GPUs installed in this system
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pyfarm.agent.sysinfo.memory module


Memory

Provides information about memory including swap usage, system memory usage,
and general capacity information.


	
pyfarm.agent.sysinfo.memory.used_ram()[source]

	Amount of physical memory currently in use by applications






	
pyfarm.agent.sysinfo.memory.free_ram()[source]

	Amount of physical memory free for application use






	
pyfarm.agent.sysinfo.memory.total_ram()[source]

	Total physical memory installed on the system






	
pyfarm.agent.sysinfo.memory.process_memory()[source]

	Total amount of memory in use by this process






	
pyfarm.agent.sysinfo.memory.total_consumption()[source]

	Total amount of memory consumed by this process and any
child process spawned by the parent process.  This includes
any grandchild processes.
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pyfarm.agent.sysinfo.network module


Network

Returns information about the network including ip address, dns, data
sent/received, and some error information.





	const IP_PRIVATE:

		set of private class A, B, and C network ranges


See also

RFC 1918 [http://tools.ietf.org/html/rfc1918.html]






	const IP_NONNETWORK:

		set of non-network address ranges including all of the
above constants except the IP_PRIVATE








	
pyfarm.agent.sysinfo.network.mac_addresses(long_addresses=False, as_integers=False)[source]

	Returns a tuple of all mac addresses on the system.





	Parameters:	
	long_addresses (bool [https://docs.python.org/3.4/library/functions.html#bool]) – Some adapters will specify a mac address which is longer
than the standard value of six pairs.  Setting this value
to True will allow these to be displayed.

	as_integers (bool [https://docs.python.org/3.4/library/functions.html#bool]) – When True convert all mac addresses to integers.














	
pyfarm.agent.sysinfo.network.hostname(trust_name_from_ips=True)[source]

	Returns the hostname which the agent should send to the master.





	Parameters:	trust_resolved_name (bool [https://docs.python.org/3.4/library/functions.html#bool]) – If True and all addresses provided by addresses() resolve
to a single hostname then just return that name as it’s the most
likely hostname to be accessible by the rest of the network.










	
pyfarm.agent.sysinfo.network.addresses(private_only=True)[source]

	Returns a tuple of all non-local ip addresses.






	
pyfarm.agent.sysinfo.network.interfaces()[source]

	Returns the names of all valid network interface names
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pyfarm.agent.sysinfo.system module


System

Information about the operating system including type, filesystem information,
and other relevant information.  This module may also contain os specific
information such as the Linux distribution, Windows version, bitness, etc.


	
pyfarm.agent.sysinfo.system.filesystem_is_case_sensitive()[source]

	returns True if the file system is case sensitive






	
pyfarm.agent.sysinfo.system.environment_is_case_sensitive()[source]

	returns True if the environment is case sensitive






	
pyfarm.agent.sysinfo.system.machine_architecture(arch='x86_64')[source]

	returns the architecture of the host itself






	
pyfarm.agent.sysinfo.system.interpreter_architecture()[source]

	returns the architecture of the interpreter itself (32 or 64)






	
pyfarm.agent.sysinfo.system.uptime()[source]

	Returns the amount of time the system has been running in
seconds.






	
pyfarm.agent.sysinfo.system.operating_system(plat='linux2')[source]

	Returns the operating system for the given platform.  Please
note that while you can call this function directly you’re more
likely better off using values in pyfarm.core.enums [http://pyfarm.readthedocs.org/projects/pyfarm-core/en/latest/modules/pyfarm.core.enums.html#module-pyfarm.core.enums] instead.
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pyfarm.agent.sysinfo.user module


User

Returns information about the current user such as the user name, admin
access, or other related information.


	
pyfarm.agent.sysinfo.user.username()[source]

	Returns the current user name using the most native api
we can import. On Linux for example this will use the pwd [https://docs.python.org/3.4/library/pwd.html#module-pwd]
module but on Windows we try to use win32api.






	
pyfarm.agent.sysinfo.user.is_administrator()[source]

	Return True if the current user is root (Linux) or running as an
Administrator (Windows).
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pyfarm.agent.config module


Configuration

Central module for storing and working with a live configuration objects.  This
module instances ConfigurationWithCallbacks onto config.
Attempting to reload this module will not reinstance the config
object.

The config object should be directly imported from this
module to be used:

>>> from pyfarm.agent.config import config






	
class pyfarm.agent.config.LoggingConfiguration(data=None, environment=None, load=True)[source]

	Bases: pyfarm.core.config.Configuration [http://pyfarm.readthedocs.org/projects/pyfarm-core/en/latest/modules/pyfarm.core.config.html#pyfarm.core.config.Configuration]

Special configuration object which logs when a key is changed in
a dictionary.  If the reactor is not running then log messages will
be queued until they can be emitted so they are not lost.


	
_expandvars(value)

	Performs variable expansion for value. This method is run when
a string value is returned from get() or __getitem__().
The default behavior of this method is to recursively expand
variables using sources in the following order:



	The environment, os.environ

	The environment (from the configuration), env

	Other values in the configuration

	~ to the user’s home directory






For example, the following configuration:

foo: foo
bar: bar
foobar: $foo/$bar
path: ~/$foobar/$TEST





Would result in the following assuming $TEST is an
environment variable set to somevalue and the current
user’s name is user:

{
    "foo": "foo",
    "bar": "bar",
    "foobar": "foo/bar",
    "path": "/home/user/foo/bar/somevalue"
}










	
MODIFIED = 'modified'

	




	
CREATED = 'created'

	




	
DELETED = 'deleted'

	




	
pop(key, *args)[source]

	Deletes the provided key and triggers a delete event
using changed().






	
clear()[source]

	Deletes all keys in this object and triggers a delete event
using changed() for each one.






	
update(data=None, **kwargs)[source]

	Updates the data held within this object and triggers the
appropriate events with changed().






	
changed(change_type, key, new_value=<object object at 0x7f3ef7868480>, old_value=<object object at 0x7f3ef7868480>)[source]

	This method is run whenever one of the keys in this object
changes.






	
master_contacted(update=True, announcement=False)[source]

	Simple method that will update the last_master_contact and then
return the result.





	Parameters:	update (bool [https://docs.python.org/3.4/library/functions.html#bool]) – Setting this value to False will just return the current value
instead of updating the value too.














	
class pyfarm.agent.config.ConfigurationWithCallbacks(data=None, environment=None, load=True)[source]

	Bases: pyfarm.agent.config.LoggingConfiguration

Subclass of LoggingDictionary that provides the ability to
run a function when a value is changed.


	
callbacks = {}

	




	
classmethod register_callback(key, callback, append=False)[source]

	Register a function as a callback for key.  When key
is set the given callback will be run by changed()





	Parameters:	
	key (string [https://docs.python.org/3.4/library/string.html#module-string]) – the key which when changed in any way will execute
callback

	callback (callable [https://docs.python.org/3.4/library/functions.html#callable]) – the function or method to register

	append (boolean) – by default attempting to register a callback which has
already been registered will do nothing, setting this
to True overrides this behavior.














	
classmethod deregister_callback(key, callback)[source]

	Removes any callback(s) that are registered with the provided key






	
clear(callbacks=False)[source]

	Performs the same operations as dict.clear() [https://docs.python.org/3.4/library/stdtypes.html#dict.clear] except
this method can also clear any registered callbacks if
requested.






	
changed(change_type, key, new_value=<object object at 0x7f3ef7868480>, old_value=<object object at 0x7f3ef7868480>)[source]

	This method is called internally whenever a given key
changes which in turn will pass off the change to any
registered callback(s).
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pyfarm.agent.manhole module


Manhole

Provides a way to access the internals of the agent via
the telnet protocol.


	
class pyfarm.agent.manhole.LoggingManhole(namespace=None)[source]

	Bases: twisted.conch.manhole.ColoredManhole

A slightly modified implementation of ColoredManhole
which logs information to the logger so we can track activity in
the agent’s log.


	
connectionMade()[source]

	




	
connectionLost(reason)[source]

	




	
lineReceived(line)[source]

	








	
class pyfarm.agent.manhole.TransportProtocolFactory(portal)[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Glues together a portal along with the TelnetTransport and
AuthenticatingTelnetProtocol objects.  This class is instanced
onto the protocol attribute of the ServerFactory class
in build_manhole().






	
class pyfarm.agent.manhole.TelnetRealm[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Wraps together ITelnetProtocol,
TelnetBootstrapProtocol, ServerProtocol and
ColoredManhole in requestAvatar() which will provide
the interface to the manhole.


	
NAMESPACE = None

	




	
requestAvatar(_, *interfaces)[source]

	








	
pyfarm.agent.manhole.show(x=<object object at 0x7f3ef7868480>)[source]

	Display the data attributes of an object in a readable format






	
pyfarm.agent.manhole.manhole_factory(namespace, username, password)[source]

	Produces a factory object which can be used to listen for telnet
connections to the manhole.
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pyfarm.agent.service module


Manager Service

Sends and receives information from the master and performs systems level tasks
such as log reading, system information gathering, and management of processes.


	
class pyfarm.agent.service.Agent[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Main class associated with getting getting the internals of the
agent’s operations up and running including adding or updating
itself with the master, starting the periodic task manager,
and handling shutdown conditions.


	
classmethod agent_api()[source]

	Return the API url for this agent or None if agent_id has not
been set






	
classmethod agents_endpoint()[source]

	Returns the API endpoint for used for updating or creating
agents on the master






	
shutting_down[source]

	




	
repeating_call(delay, function, function_args=None, function_kwargs=None, now=True, repeat_max=None, function_id=None)[source]

	Causes function to be called repeatedly up until repeat_max
or until stopped.





	Parameters:	
	delay (int [https://docs.python.org/3.4/library/functions.html#int]) – Number of seconds to delay between calls of function.


Note

delay is an approximate interval between when one call ends
and the next one begins.  The exact time can vary due
to how the Twisted reactor runs, how long it takes
function to run and what else may be going on in the
agent at the time.





	function – A callable function to run

	function_args (tuple, list) – Arguments to pass into function

	function_kwargs (dict [https://docs.python.org/3.4/library/stdtypes.html#dict]) – Keywords to pass into function

	now (bool [https://docs.python.org/3.4/library/functions.html#bool]) – If True then run function right now in addition
to scheduling it.

	repeat_max (int [https://docs.python.org/3.4/library/functions.html#int]) – Repeat calling function this may times.  If not provided
then we’ll continue to repeat calling function until
the agent shuts down.

	function_id (uuid.UUID [https://docs.python.org/3.4/library/uuid.html#uuid.UUID]) – Used internally to track a function’s execution count.  This
keyword exists so if you call repeating_call() multiple
times on the same function or method it will handle repeat_max
properly.














	
should_reannounce()[source]

	Small method which acts as a trigger for reannounce()






	
reannounce(force=False)[source]

	Method which is used to periodically contact the master.  This
method is generally called as part of a scheduled task.






	
system_data(requery_timeoffset=False)[source]

	Returns a dictionary of data containing information about the
agent.  This is the information that is also passed along to
the master.






	
build_http_resource()[source]

	




	
start(shutdown_events=True, http_server=True)[source]

	Internal code which starts the agent, registers it with the master,
and performs the other steps necessary to get things running.





	Parameters:	
	shutdown_events (bool [https://docs.python.org/3.4/library/functions.html#bool]) – If True register all shutdown events so certain actions, such as
information the master we’re going offline, can take place.

	http_server (bool [https://docs.python.org/3.4/library/functions.html#bool]) – If True then construct and serve the externally facing http
server.














	
stop(*args, **kwargs)[source]

	Internal code which stops the agent.  This will terminate any running
processes, inform the master of the terminated tasks, update the
state of the agent on the master.






	
sigint_handler(*_)[source]

	




	
post_shutdown_to_master(*args, **kwargs)[source]

	This method is called before the reactor shuts down and lets the
master know that the agent’s state is now offline






	
post_agent_to_master(*args, **kwargs)[source]

	Runs the POST request to contact the master.  Running this method
multiple times should be considered safe but is generally something
that should be avoided.






	
callback_agent_id_set(change_type, key, new_value, old_value, shutdown_events=True)[source]

	When agent_id is created we need to:



	Register a shutdown event so that when the agent is told to
shutdown it will notify the master of a state change.

	Star the scheduled task manager











	
callback_shutting_down_changed(change_type, key, new_value, old_value)[source]

	When shutting_down is changed in the configuration, set or
reset self.shutdown_timeout
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pyfarm.agent.testutil module


	
class pyfarm.agent.testutil.skipIf(should_skip, reason)[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Wrapping a test with this class will allow the test to
be skipped if should_skip evals as True.






	
pyfarm.agent.testutil.random_port(bind='127.0.0.1')[source]

	Returns a random port which is not in use






	
pyfarm.agent.testutil.requires_master(function)[source]

	Any test decorated with this function will fail if the master could
not be contacted or returned a response other than 200 OK for “/”






	
pyfarm.agent.testutil.create_jobtype(classname=None, sourcecode=None)[source]

	Creates a job type on the master and fires a deferred when finished






	
class pyfarm.agent.testutil.FakeRequestHeaders(test, headers)[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]


	
getRawHeaders(header)[source]

	








	
class pyfarm.agent.testutil.FakeRequest(test, method, uri, headers=None, data=None)[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]


	
getHeader(header)[source]

	




	
setResponseCode(code)[source]

	




	
write(data)[source]

	




	
finish()[source]

	




	
response()[source]

	








	
class pyfarm.agent.testutil.FakeAgent(stopped=None)[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]


	
stop()[source]

	








	
class pyfarm.agent.testutil.ErrorCapturingParser(*args, **kwargs)[source]

	Bases: pyfarm.agent.entrypoints.parser.AgentArgumentParser


	
error(message)[source]

	








	
class pyfarm.agent.testutil.TestCase(methodName='runTest')[source]

	Bases: twisted.trial._asynctest.TestCase


	
longMessage = True

	




	
POP_CONFIG_KEYS = []

	




	
RAND_LENGTH = 8

	




	
timeout = 15

	




	
assertRaises(excClass, callableObj=None, *args, **kwargs)[source]

	




	
assertRaisesRegexp(expected_exception, expected_regexp, callable_obj=None, *args, **kwargs)[source]

	




	
assertDateAlmostEqual(date1, date2, second_deviation=0, microsecond_deviation=500000)[source]

	




	
setUp()[source]

	




	
prepare_config()[source]

	




	
create_file(content=None, dir=None, suffix='')[source]

	Creates a test file on disk using tempfile.mkstemp() [https://docs.python.org/3.4/library/tempfile.html#tempfile.mkstemp]
and uses the lower level file interfaces to manage it.  This
is done to ensure we have more control of the file descriptor
itself so on platforms such as Windows we don’t have to worry
about running out of file handles.






	
create_directory(count=10)[source]

	








	
class pyfarm.agent.testutil.BaseRequestTestCase(methodName='runTest')[source]

	Bases: pyfarm.agent.testutil.TestCase


	
HTTP_SCHEME = 'http'

	




	
DNS_HOSTNAME = 'example.com'

	




	
TEST_URL = 'http://httpbin.pyfarm.net'

	




	
REDIRECT_TARGET = 'http://example.com'

	




	
RESOLVED_DNS_NAME = True

	




	
HTTP_REQUEST_SUCCESS = True

	




	
setUp()[source]

	








	
class pyfarm.agent.testutil.BaseHTTPTestCase(methodName='runTest')[source]

	Bases: pyfarm.agent.testutil.TestCase


	
URI = NotImplemented

	




	
CLASS = NotImplemented

	




	
CLASS_FACTORY = NotImplemented

	




	
CONTENT_TYPES = NotImplemented

	




	
setUp()[source]

	




	
instance_class()[source]

	




	
test_instance()[source]

	




	
test_leaf()[source]

	




	
test_implements_methods()[source]

	




	
test_content_types()[source]

	




	
test_methods_exist_for_schema()[source]

	




	
test_missing_schemas()[source]

	








	
class pyfarm.agent.testutil.BaseAPITestCase(methodName='runTest')[source]

	Bases: pyfarm.agent.testutil.BaseHTTPTestCase


	
CONTENT_TYPES = ['application/json']

	




	
setUp()[source]

	




	
test_parent()[source]

	








	
class pyfarm.agent.testutil.BaseHTMLTestCase(methodName='runTest')[source]

	Bases: pyfarm.agent.testutil.BaseHTTPTestCase


	
CONTENT_TYPES = ['text/html', 'application/json']

	




	
setUp()[source]

	




	
test_template_set()[source]

	




	
test_template_loaded()[source]
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pyfarm.agent.utility module


Utilities

Top level utilities for the agent to use internally.  Many of these
are copied over from the master (which we can’t import here).


	
pyfarm.agent.utility.validate_environment(values)[source]

	Ensures that values is a dictionary and that it only
contains string keys and values.






	
pyfarm.agent.utility.validate_uuid(value)[source]

	Ensures that value can be converted to or is a UUID object.






	
pyfarm.agent.utility.TASKS_SCHEMA(values)

	




	
pyfarm.agent.utility.default_json_encoder(obj, return_obj=False)[source]

	




	
pyfarm.agent.utility.json_safe(source)[source]

	Recursively converts source into something that should be safe for
json.dumps() [https://docs.python.org/3.4/library/json.html#json.dumps] to handle.  This is used in conjunction with
default_json_encoder() to also convert keys to something the json
encoder can understand.






	
pyfarm.agent.utility.quote_url(source_url)[source]

	This function serves as a wrapper around urlsplit()
and quote() and a url that has the path quoted.






	
pyfarm.agent.utility.dumps(*args, **kwargs)[source]

	Agent’s implementation of json.dumps() [https://docs.python.org/3.4/library/json.html#json.dumps] or
pyfarm.master.utility.jsonify()






	
pyfarm.agent.utility.request_from_master(request)[source]

	Returns True if the request appears to be coming from the master






	
class pyfarm.agent.utility.UTF8Recoder(f, encoding)[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Iterator that reads an encoded stream and reencodes the input to UTF-8


	
next()[source]

	








	
class pyfarm.agent.utility.UnicodeCSVReader(f, dialect=<class csv.excel at 0x7f3ef180c050>, encoding='utf-8', **kwds)[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

A CSV reader which will iterate over lines in the CSV file “f”,
which is encoded in the given encoding.


	
next()[source]

	








	
class pyfarm.agent.utility.UnicodeCSVWriter(f, dialect=<class csv.excel at 0x7f3ef180c050>, **kwds)[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

A CSV writer which will write rows to CSV file “f”,
which is encoded in the given encoding.


	
writerow(row)[source]

	




	
writerows(rows)[source]

	








	
pyfarm.agent.utility.total_seconds(td)[source]

	Returns the total number of seconds in the time delta
object.  This function is provided for backwards
comparability with Python 2.6.






	
class pyfarm.agent.utility.AgentUUID[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

This class wraps all the functionality required to load, cache and retrieve
an Agent’s UUID.


	
log = <pyfarm.agent.logger.python.Logger object at 0x7f3ef15e5650>

	




	
classmethod load(path)[source]

	A classmethod to load a UUID object from a path.  If the provided
path does not exist or does not contain data which can be converted
into a UUID object None will be returned.






	
classmethod save(agent_uuid, path)[source]

	Saves agent_uuid to path.  This classmethod will
also create the necessary parent directories and handle
conversion from the input type uuid.UUID [https://docs.python.org/3.4/library/uuid.html#uuid.UUID].






	
classmethod generate()[source]

	Generates a UUID object.  This simply wraps uuid.uuid4() [https://docs.python.org/3.4/library/uuid.html#uuid.uuid4] and
logs a warning.










	
pyfarm.agent.utility.remove_file(path, retry_on_exit=False, raise_=True, ignored_errnos=(2, ))[source]

	Simple function to remove the provided file or retry on exit
if requested.  This function standardizes the log output, ensures
it’s only called once per path on exit and handles platform
specific exceptions (ie. WindowsError).





	Parameters:	
	retry_on_exit (bool [https://docs.python.org/3.4/library/functions.html#bool]) – If True, retry removal of the file when Python exists.

	raise (bool [https://docs.python.org/3.4/library/functions.html#bool]) – If True, raise an exceptions produced.  This will always be
False if remove_file() is being executed by :module:`atexit`

	ignored_errnos (tuple [https://docs.python.org/3.4/library/stdtypes.html#tuple]) – A tuple of ignored error numbers.  By default this function
only ignores ENOENT.














	
pyfarm.agent.utility.remove_directory(path, retry_on_exit=False, raise_=True, ignored_errnos=(2, ))[source]

	Simple function to recursively remove the provided directory or retry on
exit if requested.  This function standardizes the log output, ensures
it’s only called once per path on exit and handles platform
specific exceptions (ie. WindowsError).





	Parameters:	
	retry_on_exit (bool [https://docs.python.org/3.4/library/functions.html#bool]) – If True, retry removal of the file when Python exists.

	raise (bool [https://docs.python.org/3.4/library/functions.html#bool]) – If True, raise an exceptions produced.  This will always be
False if remove_directory() is being executed by :module:`atexit`

	ignored_errnos (tuple [https://docs.python.org/3.4/library/stdtypes.html#tuple]) – A tuple of ignored error numbers.  By default this function
only ignores ENOENT.
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pyfarm.jobtypes package


Subpackages



	pyfarm.jobtypes.core package
	Submodules
	pyfarm.jobtypes.core.internals module
	Job Type Internals





	pyfarm.jobtypes.core.jobtype module
	Job Type Core





	pyfarm.jobtypes.core.process module
	Process









	Module contents












Submodules



	pyfarm.jobtypes.examples module








Module contents


Job Types

This package, pyfarm.jobtypes, contains the code which
executes a task on an agent.
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pyfarm.jobtypes.core package


Submodules



	pyfarm.jobtypes.core.internals module
	Job Type Internals





	pyfarm.jobtypes.core.jobtype module
	Job Type Core





	pyfarm.jobtypes.core.process module
	Process












Module contents
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pyfarm.jobtypes.core.internals module


Job Type Internals

Contains classes which contain internal methods for
the pyfarm.jobtypes.core.jobtype.JobType class.


	
class pyfarm.jobtypes.core.internals.ProcessData

	Bases: tuple [https://docs.python.org/3.4/library/stdtypes.html#tuple]

ProcessData(protocol, started, stopped)


	
protocol

	Alias for field number 0






	
started

	Alias for field number 1






	
stopped

	Alias for field number 2










	
exception pyfarm.jobtypes.core.internals.InsufficientSpaceError[source]

	Bases: exceptions.Exception






	
class pyfarm.jobtypes.core.internals.Cache[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Internal methods for caching job types


	
cache = {}

	




	
JOBTYPE_VERSION_URL = '%(master_api)s/jobtypes/%(name)s/versions/%(version)s'

	




	
CACHE_DIRECTORY = '/tmp/pyfarm/agent/jobtype_cache'

	




	
e = OSError(17, 'File exists')

	








	
class pyfarm.jobtypes.core.internals.Process[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Methods related to process control and management


	
logging = {}

	




	
stopped_deferred[source]

	




	
start_deferred[source]

	








	
class pyfarm.jobtypes.core.internals.System[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]






	
class pyfarm.jobtypes.core.internals.TypeChecks[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]
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pyfarm.jobtypes.core.jobtype module


Job Type Core

This module contains the core job type from which all
other job types are built.  All other job types must
inherit from the JobType class in this modle.


	
class pyfarm.jobtypes.core.jobtype.CommandData(command, *arguments, **kwargs)[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Stores data to be returned by JobType.get_command_data().  Instances
of this class are alosed used by JobType.spawn_process_inputs() at
execution time.


Note

This class does not perform any key of path resolution by default.  It
is assumed this has already been done using something like
JobType.map_path()







	Parameters:	
	command (string [https://docs.python.org/3.4/library/string.html#module-string]) – The command that will be executed when the process runs.

	arguments – Any additional arguments to be passed along to the command being
launched.

	env (dict [https://docs.python.org/3.4/library/stdtypes.html#dict]) – If provided, this will be the environment to launch the command
with.  If this value is not provided then a default environment
will be setup using set_default_environment() when
JobType.start() is called.  JobType.start() itself will
use JobType.set_default_environment() to generate the default
environment.

	cwd (string [https://docs.python.org/3.4/library/string.html#module-string]) – The working directory the process should execute in.  If not provided
the process will execute in whatever the directory the agent is
running inside of.

	user (string or integer) – The username or user id that the process should run as.  On Windows
this keyword is ignored and on Linux this requires the agent to be
executing as root.  The value provided here will be run through
JobType.get_uid_gid() to map the incoming value to an integer.

	group (string or integer) – Same as user above except this sets the group the process will
execute.

	id – An arbitrary id to associate with the resulting process protocol.  This
can help identify










	
validate()[source]

	Validates that the attributes on an instance of this class contain
values we expect.  This method is called externally by the job type in
JobType.start() and may correct some instance attributes.






	
set_default_environment(value)[source]

	Sets the environment to value if the internal env attribute
is None.  By default this method is called by the job type and passed
in the results from pyfarm.jobtype.core.JobType.get_environment()










	
class pyfarm.jobtypes.core.jobtype.JobType(assignment)[source]

	Bases: pyfarm.jobtypes.core.internals.Cache, pyfarm.jobtypes.core.internals.System, pyfarm.jobtypes.core.internals.Process, pyfarm.jobtypes.core.internals.TypeChecks

Base class for all other job types.  This class is intended
to abstract away many of the asynchronous necessary to run
a job type on an agent.





	Variables:	
	PERSISTENT_JOB_DATA (set [https://docs.python.org/3.4/library/stdtypes.html#set]) – A dictionary of job ids and data that prepare_for_job() has
produced.  This is used during __init__() to set
persistent_job_data.

	COMMAND_DATA_CLASS (CommandData) – If you need to provide your own class to represent command data you
should override this attribute.  This attribute is used by by methods
within this class to do type checking.

	PROCESS_PROTOCOL (ProcessProtocol) – The protocol object used to communicate with each process
spawned

	ASSIGNMENT_SCHEMA (voluptuous.Schema) – The schema of an assignment.  This object helps to validate the
incoming assignment to ensure it’s not missing any data.

	uuid [https://docs.python.org/3.4/library/uuid.html#module-uuid] (UUID) – This is the unique identifier for the job type instance and is
automatically set when the class is instanced.  This is used by the
agent to track assignments and job type instances.

	finished_tasks (set [https://docs.python.org/3.4/library/stdtypes.html#set]) – A set of tasks that have had their state changed to finished through
set_task_state().  At the start of the assignment, this list is
empty.

	failed_tasks (set [https://docs.python.org/3.4/library/stdtypes.html#set]) – This is analogous to finished_tasks except it contains failed
tasks only.






	Parameters:	assignment (dict [https://docs.python.org/3.4/library/stdtypes.html#dict]) – This attribute is a dictionary the keys “job”, “jobtype” and “tasks”.
self.assignment[“job”] is itself a dict with keys “id”, “title”,
“data”, “environ” and “by”.  The most important of those is usually
“data”, which is the dict specified when submitting the job and
contains jobtype specific data. self.assignment[“tasks”] is a list of
dicts representing the tasks in the current assignment.  Each of
these dicts has the keys “id” and “frame”.  The
list is ordered by frame number.








	
PERSISTENT_JOB_DATA = {}

	




	
COMMAND_DATA

	alias of CommandData






	
PROCESS_PROTOCOL

	alias of ProcessProtocol






	
ASSIGNMENT_SCHEMA = <voluptuous.Schema object at 0x7f3eefaea290>

	




	
classmethod load(assignment)[source]

	Given an assignment this class method will load the job type either
from cache or from the master.





	Parameters:	assignment (dict [https://docs.python.org/3.4/library/stdtypes.html#dict]) – The dictionary containing the assignment.  This will be
passed into an instance of ASSIGNMENT_SCHEMA to validate
that the internal data is correct.










	
classmethod prepare_for_job(job)[source]

	
Note

This method is not yet implemented



Called before a job executes on the agent first the first time.
Whatever this classmethod returns will be available as
persistent_job_data on the job type instance.





	Parameters:	job (int [https://docs.python.org/3.4/library/functions.html#int]) – The job id which prepare_for_job is being run for





By default this method does nothing.






	
classmethod cleanup_after_job(persistent_data)[source]

	
Note

This method is not yet implemented



This classmethod will be called after the last assignment
from a given job has finished on this node.





	Parameters:	persistent_data – The persistent data that prepare_for_job() produced.  The
value for this data may be None if prepare_for_job()
returned None or was not implemented.










	
classmethod spawn_persistent_process(job, command_data)[source]

	
Note

This method is not yet implemented



Starts one child process using an instance of CommandData or
similiar input.  This process is intended to keep running until the
last task from this job has been processed, potentially spanning more
than one assignment.  If the spawned process is still running then
we’ll cleanup the process after cleanup_after_job()






	
node()[source]

	Returns live information about this host, the operating system,
hardware, and several other pieces of global data which is useful
inside of the job type.  Currently data from this method includes:



	master_api - The base url the agent is using to
communicate with the master.

	hostname - The hostname as reported to the master.

	agent_id - The unique identifier used to identify.
this agent to the master.

	id - The database id of the agent as given to us by
the master on startup of the agent.

	cpus - The number of CPUs reported to the master

	ram - The amount of ram reported to the master.

	total_ram - The amount of ram, in megabytes,
that’s installed on the system regardless of what
was reported to the master.

	free_ram - How much ram, in megabytes, is free
for the entire system.

	consumed_ram - How much ram, in megabytes, is
being consumed by the agent and any processes it has
launched.

	admin - Set to True if the current user is an
administrator or ‘root’.

	user - The username of the current user.

	case_sensitive_files - True if the file system is
case sensitive.

	case_sensitive_env - True if environment variables
are case sensitive.

	machine_architecture - The architecture of the machine
the agent is running on.  This will return 32 or 64.

	operating_system - The operating system the agent
is executing on.  This value will be ‘linux’, ‘mac’ or
‘windows’.  In rare circumstances this could also
be ‘other’.










	Raises KeyError [https://docs.python.org/3.4/library/exceptions.html#KeyError]:

		Raised if one or more keys are not present in
the global configuration object.This should rarely if ever be a problem under normal
circumstances.  The exception to this rule is in
unittests or standalone libraries with the global
config object may not be populated.












	
assignments()[source]

	Short cut method to access tasks






	
tempdir(new=False, remove_on_finish=True)[source]

	Returns a temporary directory to be used within a job type.
By default once called the directory will be created on disk
and returned from this method.

Calling this method multiple times will return the same directory
instead of creating a new directory unless new is set to True.





	Parameters:	
	new (bool [https://docs.python.org/3.4/library/functions.html#bool]) – If set to True then return a new directory when called.  This
however will not replace the ‘default’ temp directory.

	remove_on_finish (bool [https://docs.python.org/3.4/library/functions.html#bool]) – If True then keep track of the directory returned so it
can be removed when the job type finishes.














	
get_uid_gid(user, group)[source]

	Overridable.  This method to convert a named user and group
into their respective user and group ids.






	
get_environment()[source]

	Constructs an environment dictionary that can be used
when a process is spawned by a job type.






	
get_command_list(cmdlist)[source]

	Return a list of command to be used when running the process
as a read-only tuple.






	
get_csvlog_path(protocol_uuid, create_time=None)[source]

	Returns the path to the comma separated value (csv) log file.
The agent stores logs from processes in a csv format so we can store
additional information such as a timestamp, line number, stdout/stderr
identification and the the log message itself.


Note

This method should not attempt to create the parent directories
of the resulting path.  This is already handled by the logger
pool in a non-blocking fashion.








	
get_command_data()[source]

	Overridable.  This method returns the arguments necessary for
executing a command.  For job types which execute a single process
per assignment, this is the most important method to implement.


Warning

This method should not be used when this jobtype requires more
than one process for one assignment and may not get called at all
if start() was overridden.



The default implementation does nothing.  When overriding this method
you should return an instance of COMMAND_DATA_CLASS:

return self.COMMAND_DATA(
    "/usr/bin/python", "-c", "print 'hello world'",
    env={"FOO": "bar"}, user="bob")





See CommandData‘s class documentation for a full description
of possible arguments.

Please note however the default command data class, CommandData
does not perform path expansion.  So instead you have to handle this
yourself with map_path().






	
map_path(path)[source]

	Takes a string argument.  Translates a given path for any OS to
what it should be on this particular node.  This does not communicate
with the master.






	
expandvars(value, environment=None, expand=None)[source]

	Expands variables inside of a string using an environment.  Exp





	Parameters:	
	value (string [https://docs.python.org/3.4/library/string.html#module-string]) – The path to expand

	environment (dict [https://docs.python.org/3.4/library/stdtypes.html#dict]) – The environment to use for expanding value.  If this
value is None (the default) then we’ll use get_environment()
to build this value.

	expand (bool [https://docs.python.org/3.4/library/functions.html#bool]) – When not provided we use the jobtype_expandvars configuration
value to set the default.  When this value is True we’ll
perform environment variable expansion otherwise we return
value untouched.














	
start()[source]

	This method is called when the job type should start
working.  Depending on the job type’s implementation this will
prepare and start one more more processes.






	
stop(assignment_failed=False, error=None, signal='KILL')[source]

	This method is called when the job type should stop
running.  This will terminate any processes associated with
this job type and also inform the master of any state changes
to an associated task or tasks.





	Parameters:	
	assignment_failed (boolean) – Whether this means the assignment has genuinely failed.  By default,
we assume that stopping this assignment was the result of deliberate
user action (like stopping the job or shutting down the agent), and
won’t treat it as a failed assignment.

	error (string [https://docs.python.org/3.4/library/string.html#module-string]) – If the assignment has failed, this string is upload as last_error
for the failed tasks.

	signal (string [https://docs.python.org/3.4/library/string.html#module-string]) – The signal to send the any running processes.  Valid options
are KILL, TERM or INT.














	
format_error(error)[source]

	Takes some kind of object, typically an instance of
Exception [https://docs.python.org/3.4/library/exceptions.html#Exception] or :class`.Failure` and produces a human readable
string.  If we don’t know how to format the request object an error
will be logged and nothing will be returned






	
set_states(tasks, state, error=None)[source]

	Wrapper around set_state() that that allows you to
the state on the master for multiple tasks at once.






	
set_task_state(task, state, error=None, dissociate_agent=False)[source]

	Sets the state of the given task





	Parameters:	
	task (dict [https://docs.python.org/3.4/library/stdtypes.html#dict]) – The dictionary containing the task we’re changing the state
for.

	state (string [https://docs.python.org/3.4/library/string.html#module-string]) – The state to change task to

	error (string, Exception [https://docs.python.org/3.4/library/exceptions.html#Exception]) – If the state is changing to ‘error’ then also set the
last_error column.  Any exception instance that is
passed to this keyword will be passed through
format_exception() first to format it.














	
get_local_task_state(task_id)[source]

	Returns None if the state of this task has not been changed
locally since this assignment has started.  This method does
not communicate with the master.






	
is_successful(reason)[source]

	Overridable.  This method that determines whether the process
referred to by a protocol instance has exited successfully.

The default implementation returns True if the process’s return
code was 0 and False` in all other cases. If you need to
modify this behavior please be aware that ``reason may be an
integer or an instance of
twisted.internet.error.ProcessTerminated if the process
terminated without errors or an instance of
twisted.python.failure.Failure if there were problems.





	Raises NotImplementedError [https://docs.python.org/3.4/library/exceptions.html#NotImplementedError]:

		Raised if we encounter a condition that the base implementation
is unable to handle.










	
before_start()[source]

	Overridable.  This method called directly before start()
itself is called.

The default implementation does nothing and values returned from
this method are ignored.






	
before_spawn_process(command, protocol)[source]

	Overridable.  This method called directly before a process is
spawned.

By default this method does nothing except log information about
the command we’re about to launch both the the agent’s log and to
the log file on disk.





	Parameters:	
	command (CommandData) – An instance of CommandData which contains the
environment to use, command and arguments.  Modifications to
this object will be applied to the process being spawned.

	protocol (ProcessProtocol) – An instance of pyfarm.jobtypes.core.process.ProcessProtocol
which contains the protocol used to communicate between the
process and this job type.














	
process_stopped(protocol, reason)[source]

	Overridable.  This method called when a child process stopped
running.

The default implementation will mark all tasks in the current
assignment as done or failed of there was at least one failed process.






	
process_started(protocol)[source]

	Overridable.  This method is called when a child process started
running.

The default implementation will mark all tasks in the current
assignment as running.






	
process_output(protocol, output, line_fragments, line_handler)[source]

	This is a mid-level method which takes output from a process protocol
then splits and processes it to ensure we pass complete output lines
to the other methods.

Implementors who wish to process the output line by line should
override preprocess_stdout_line(), preprocess_stdout_line(),
process_stdout_line() or process_stderr_line() instead.
This method is a glue method between other parts of the job type and
should only be overridden if there’s a problem or you want to change
how lines are split.





	Parameters:	
	protocol (ProcessProtocol) – The protocol instance which produced output

	output (string [https://docs.python.org/3.4/library/string.html#module-string]) – The blob of text or line produced

	line_fragments (dict [https://docs.python.org/3.4/library/stdtypes.html#dict]) – The line fragment dictionary containing individual line
fragments.  This will be either self._stdout_line_fragments or
self._stderr_line_fragments.

	line_handler (callable [https://docs.python.org/3.4/library/functions.html#callable]) – The function to handle any lines produced.  This will be either
handle_stdout_line() or handle_stderr_line()






	Returns:	This method returns nothing by default and any return value
produced by this method will not be consumed by other methods.












	
handle_stdout_line(protocol, stdout)[source]

	Takes a ProcessProtocol instance and stdout
line produced by process_output() and runs it through all
the steps necessary to preprocess, format, log and handle the line.

The default implementation will run stdout through several methods
in order:



	preprocess_stdout_line()

	format_stdout_line()

	log_stdout_line()

	process_stdout_line()







Warning

This method is not private however it’s advisable to override
the methods above instead of this one.  Unlike this method,
which is more generalized and invokes several other methods,
the above provide more targeted functionality.







	Parameters:	
	protocol (ProcessProtocol) – The protocol instance which produced stdout

	stderr (string [https://docs.python.org/3.4/library/string.html#module-string]) – A complete line to stderr being emitted by the process






	Returns:	This method returns nothing by default and any return value
produced by this method will not be consumed by other methods.












	
handle_stderr_line(protocol, stderr)[source]

	Overridable.  Takes a ProcessProtocol instance and
stderr produced by process_output() and runs it through all
the steps necessary to preprocess, format, log and handle the line.

The default implementation will run stderr through several methods
in order:



	preprocess_stderr_line()

	format_stderr_line()

	log_stderr_line()

	process_stderr_line()







Warning

This method is overridable however it’s advisable to override
the methods above instead.  Unlike this method, which is more
generalized and invokes several other methods, the above provide
more targeted functionality.







	Parameters:	
	protocol (ProcessProtocol) – The protocol instance which produced stdout

	stderr (string [https://docs.python.org/3.4/library/string.html#module-string]) – A complete line to stderr being emitted by the process






	Returns:	This method returns nothing by default and any return value
produced by this method will not be consumed by other methods.












	
preprocess_stdout_line(protocol, stdout)[source]

	Overridable.  Provides the ability to manipulate stdout or
protocol before it’s passed into any other line handling methods.

The default implementation does nothing.





	Parameters:	
	protocol (ProcessProtocol) – The protocol instance which produced stdout

	stderr (string [https://docs.python.org/3.4/library/string.html#module-string]) – A complete line to stdout before any formatting or logging
has occurred.






	Return type:	string




	Returns:	This method returns nothing by default but when overridden should
return a string which will be used in line handling methods such
as format_stdout_line(), log_stdout_line() and
process_stdout_line().












	
preprocess_stderr_line(protocol, stderr)[source]

	Overridable.  Formats a line from stdout before it’s passed onto
methods such as log_stdout_line() and process_stdout_line().

The default implementation does nothing.





	Parameters:	
	protocol (ProcessProtocol) – The protocol instance which produced stderr

	stderr (string [https://docs.python.org/3.4/library/string.html#module-string]) – A complete line to stderr before any formatting or logging
has occurred.






	Return type:	string




	Returns:	This method returns nothing by default but when overridden should
return a string which will be used in line handling methods such
as format_stderr_line(), log_stderr_line() and
process_stderr_line().












	
format_stdout_line(protocol, stdout)[source]

	Overridable.  Formats a line from stdout before it’s passed onto
methods such as log_stdout_line() and process_stdout_line().

The default implementation does nothing.





	Parameters:	
	protocol (ProcessProtocol) – The protocol instance which produced stdout

	stdout (string [https://docs.python.org/3.4/library/string.html#module-string]) – A complete line from process to format and return.






	Return type:	string




	Returns:	This method returns nothing by default but when overridden should
return a string which will be used in log_stdout_line() and
process_stdout_line()












	
format_stderr_line(protocol, stderr)[source]

	Overridable.  Formats a line from stderr before it’s passed onto
methods such as log_stderr_line() and process_stderr_line().

The default implementation does nothing.





	Parameters:	
	protocol (ProcessProtocol) – The protocol instance which produced stderr

	stderr (string [https://docs.python.org/3.4/library/string.html#module-string]) – A complete line from the process to format and return.






	Return type:	string




	Returns:	This method returns nothing by default but when overridden should
return a string which will be used in log_stderr_line() and
process_stderr_line()












	
log_stdout_line(protocol, stdout)[source]

	Overridable.  Called when we receive a complete line on stdout from
the process.

The default implementation will use the global logging pool to
log stdout to a file.





	Parameters:	
	protocol (ProcessProtocol) – The protocol instance which produced stdout

	stderr (string [https://docs.python.org/3.4/library/string.html#module-string]) – A complete line to stdout that has been formatted and is ready
to log to a file.






	Returns:	This method returns nothing by default and any return value
produced by this method will not be consumed by other methods.












	
log_stderr_line(protocol, stderr)[source]

	Overridable.  Called when we receive a complete line on stderr from
the process.

The default implementation will use the global logging pool to
log stderr to a file.





	Parameters:	
	protocol (ProcessProtocol) – The protocol instance which produced stderr

	stderr (string [https://docs.python.org/3.4/library/string.html#module-string]) – A complete line to stderr that has been formatted and is ready
to log to a file.






	Returns:	This method returns nothing by default and any return value
produced by this method will not be consumed by other methods.












	
process_stderr_line(protocol, stderr)[source]

	Overridable.  This method is called when we receive a complete
line to stderr.  The line will be preformatted and will already
have been sent for logging.

The default implementation sends ``stderr`` and ``protocol`` to
:meth:`process_stdout_line`.





	Parameters:	
	protocol (ProcessProtocol) – The protocol instance which produced stderr

	stderr (string [https://docs.python.org/3.4/library/string.html#module-string]) – A complete line to stderr after it has been formatted and
logged.






	Returns:	This method returns nothing by default and any return value
produced by this method will not be consumed by other methods.












	
process_stdout_line(protocol, stdout)[source]

	Overridable.  This method is called when we receive a complete
line to stdout.  The line will be preformatted and will already
have been sent for logging.

The default implementation does nothing.





	Parameters:	
	protocol (ProcessProtocol) – The protocol instance which produced stderr

	stdout (string [https://docs.python.org/3.4/library/string.html#module-string]) – A complete line to stdout after it has been formatted and
logged.






	Returns:	This method returns nothing by default and any return value
produced by this method will not be consumed by other methods.
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pyfarm.jobtypes.core.process module


Process

Module responsible for connecting a Twisted process object and
a job type.  Additionally this module contains other classes which
are useful in starting or managing a process.


	
class pyfarm.jobtypes.core.process.ReplaceEnvironment(frozen_environment, environment=None)[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

A context manager which will replace os.environ‘s, or dictionary of
your choosing, for a short period of time.  After exiting the
context manager the original environment will be restored.

This is useful if you have something like a process that’s using
global environment and you want to ensure that global environment is
always consistent.





	Parameters:	environment (dict [https://docs.python.org/3.4/library/stdtypes.html#dict]) – If provided, use this as the environment dictionary instead
of os.environ










	
class pyfarm.jobtypes.core.process.ProcessProtocol(jobtype)[source]

	Bases: twisted.internet.protocol.ProcessProtocol

Subclass of Protocol which hooks into the various systems
necessary to run and manage a process.  More specifically, this helps
to act as plumbing between the process being run and the job type.


	
uuid[source]

	




	
pid[source]

	




	
process[source]

	The underlying Twisted process object






	
psutil_process[source]

	Returns a psutil.Process object for the running process






	
connectionMade()[source]

	Called when the process first starts and the file descriptors
have opened.






	
processEnded(reason)[source]

	Called when the process has terminated and all file descriptors
have been closed.  processExited() is called, too, however we
only want to notify the parent job type once the process has freed
up the last bit of resources.






	
outReceived(data)[source]

	Called when the process emits on stdout






	
errReceived(data)[source]

	Called when the process emits on stderr






	
kill()[source]

	Kills the underlying process, if running.






	
terminate()[source]

	Terminates the underlying process, if running.






	
interrupt()[source]

	Interrupts the underlying process, if running.






	
running()[source]

	Method to determine whether the child process is currently running
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pyfarm.jobtypes.examples module


	
class pyfarm.jobtypes.examples.PythonHelloWorld(assignment)[source]

	Bases: pyfarm.jobtypes.core.jobtype.JobType


	
get_command_data()[source]
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   HTTP Routing Table


   
   /api
   


   
     			

     		
       /api	

     
       	
       	
       GET /api/v1/versions/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/update HTTP/1.1	
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# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Utilities
---------

Top level utilities for the agent to use internally.  Many of these
are copied over from the master (which we can't import here).
"""

import atexit
import csv
import codecs
import os
import shutil
from decimal import Decimal
from datetime import datetime, timedelta
from errno import EEXIST, ENOENT, errorcode
from json import dumps as _dumps
from os.path import dirname
from UserDict import UserDict
from uuid import UUID, uuid4

try:
    from urlparse import urlsplit
    from urllib import quote
except ImportError:  # pragma: no cover
    from http.client import urlsplit
    from urllib.parse import quote

try:
    from httplib import OK
except ImportError:  # pragma: no cover
    from http.client import OK

try:
    WindowsError
except NameError:  # pragma: no cover
    WindowsError = OSError

from voluptuous import Schema, Any, Required, Optional, Invalid

from pyfarm.core.enums import STRING_TYPES
from pyfarm.agent.config import config
from pyfarm.agent.logger import getLogger

logger = getLogger("agent.util")
STRINGS = Any(*STRING_TYPES)
try:
    WHOLE_NUMBERS = Any(*(int, long))
    NUMBERS = Any(*(int, long, float, Decimal))
except NameError:  # pragma: no cover
    WHOLE_NUMBERS = int
    NUMBERS = Any(*(int, float, Decimal))


[docs]def validate_environment(values):
    """
    Ensures that ``values`` is a dictionary and that it only
    contains string keys and values.
    """
    if not isinstance(values, dict):
        raise Invalid("Expected a dictionary")

    for key, value in values.items():
        if not isinstance(key, STRING_TYPES):
            raise Invalid("Key %r must be a string" % key)

        if not isinstance(value, STRING_TYPES):
            raise Invalid("Value %r for key %r must be a string" % (key, value))



[docs]def validate_uuid(value):
    """
    Ensures that ``value`` can be converted to or is a UUID object.
    """
    if isinstance(value, UUID):
        return value
    elif isinstance(value, STRING_TYPES):
        try:
            return UUID(hex=value)
        except ValueError:
            raise Invalid("%s cannot be converted to a UUID" % value)
    else:
        raise Invalid("Expected string or UUID instance for `value`")


# Shared schema declarations

JOBTYPE_SCHEMA = Schema({
    Required("name"): STRINGS,
    Required("version"): WHOLE_NUMBERS})
TASK_SCHEMA = Schema({
    Required("id"): WHOLE_NUMBERS,
    Required("frame"): NUMBERS,
    Required("attempt", default=0): WHOLE_NUMBERS})
TASKS_SCHEMA = lambda values: map(TASK_SCHEMA, values)
JOB_SCHEMA = Schema({
    Required("id"): WHOLE_NUMBERS,
    Required("by"): NUMBERS,
    Optional("batch"): WHOLE_NUMBERS,
    Optional("user"): STRINGS,
    Optional("ram"): WHOLE_NUMBERS,
    Optional("ram_warning"): Any(WHOLE_NUMBERS, type(None)),
    Optional("ram_max"): Any(WHOLE_NUMBERS, type(None)),
    Optional("cpus"): WHOLE_NUMBERS,
    Optional("data"): dict,
    Optional("environ"): validate_environment,
    Optional("title"): STRINGS})


[docs]def default_json_encoder(obj, return_obj=False):
    if isinstance(obj, Decimal):
        return float(obj)
    elif isinstance(obj, datetime):
        return obj.isoformat()
    elif isinstance(obj, UUID):
        return str(obj)
    elif return_obj:
        return obj



[docs]def json_safe(source):
    """
    Recursively converts ``source`` into something that should be safe for
    :func:`json.dumps` to handle.  This is used in conjunction with
    :func:`default_json_encoder` to also convert keys to something the json
    encoder can understand.
    """
    if not isinstance(source, dict):
        return source

    result = {}

    try:
        items = source.iteritems
    except AttributeError:  # pragma: no cover
        items = source.items

    for k, v in items():
        result[default_json_encoder(k, return_obj=True)] = \
            default_json_encoder(json_safe(v), return_obj=True)

    return result



[docs]def quote_url(source_url):
    """
    This function serves as a wrapper around :func:`.urlsplit`
    and :func:`.quote` and a url that has the path quoted.
    """
    url = urlsplit(source_url)

    # If a url is just "/" then we don't want to add ://
    # since a scheme was not included.
    if url.scheme:
        result = "{scheme}://".format(scheme=url.scheme)
    else:
        result = ""

    result += url.netloc + quote(url.path, safe="/?&=")

    if url.query:
        result += "?" + url.query

    if url.fragment:
        result += "#" + url.fragment

    return result



[docs]def dumps(*args, **kwargs):
    """
    Agent's implementation of :func:`json.dumps` or
    :func:`pyfarm.master.utility.jsonify`
    """
    indent = None
    if config["agent_pretty_json"]:
        indent = 2

    if len(args) == 1 and not isinstance(args[0], (dict, UserDict)):
        obj = args[0]
    else:
        obj = dict(*args, **kwargs)

    return _dumps(obj, default=default_json_encoder, indent=indent)



[docs]def request_from_master(request):
    """Returns True if the request appears to be coming from the master"""
    return request.getHeader("User-Agent") == config["master_user_agent"]


# Unicode CSV reader/writers from the standard library docs:
#   https://docs.python.org/2/library/csv.html


[docs]class UTF8Recoder(object):
    """
    Iterator that reads an encoded stream and reencodes the input to UTF-8
    """
    def __init__(self, f, encoding):
        self.reader = codecs.getreader(encoding)(f)

    def __iter__(self):
        return self

[docs]    def next(self):
        return self.reader.next().encode("utf-8")




[docs]class UnicodeCSVReader(object):
    """
    A CSV reader which will iterate over lines in the CSV file "f",
    which is encoded in the given encoding.
    """
    def __init__(self, f, dialect=csv.excel, encoding="utf-8", **kwds):
        f = UTF8Recoder(f, encoding)
        self.reader = csv.reader(f, dialect=dialect, **kwds)

[docs]    def next(self):
        row = self.reader.next()
        return [unicode(s, "utf-8") for s in row]


    def __iter__(self):
        return self



[docs]class UnicodeCSVWriter(object):
    """
    A CSV writer which will write rows to CSV file "f",
    which is encoded in the given encoding.
    """
    def __init__(self, f, dialect=csv.excel, **kwds):
        self.writer = csv.writer(f, dialect=dialect, **kwds)

[docs]    def writerow(self, row):
        self.writer.writerow([s.encode("utf-8") for s in row])


[docs]    def writerows(self, rows):
        for row in rows:
            self.writerow(row)




[docs]def total_seconds(td):
    """
    Returns the total number of seconds in the time delta
    object.  This function is provided for backwards
    comparability with Python 2.6.
    """
    assert isinstance(td, timedelta)
    try:
        return td.total_seconds()
    except AttributeError:  # pragma: no cover
        return (
           td.microseconds + (td.seconds + td.days * 24 * 3600) * 1e6) / 1e6



[docs]class AgentUUID(object):
    """
    This class wraps all the functionality required to load, cache and retrieve
    an Agent's UUID.
    """
    log = getLogger("agent.uuid")

    @classmethod
[docs]    def load(cls, path):
        """
        A classmethod to load a UUID object from a path.  If the provided
        ``path`` does not exist or does not contain data which can be converted
        into a UUID object ``None`` will be returned.
        """
        assert isinstance(path, STRING_TYPES), path
        cls.log.debug("Attempting to load agent UUID from %r", path)

        try:
            with open(path, "r") as loaded_file:
                data = loaded_file.read().strip()

            return UUID(data)

        except (WindowsError, OSError, IOError) as e:
            if e.errno == ENOENT:
                cls.log.warning("UUID file %s does not exist.", path)
                return None

            cls.log.error("Failed to load uuid from %s: %s", path, e)
            raise

        except ValueError:  # pragma: no cover
            cls.log.error("%r does not contain valid data for a UUID", path)
            raise


    @classmethod
[docs]    def save(cls, agent_uuid, path):
        """
        Saves ``agent_uuid`` to ``path``.  This classmethod will
        also create the necessary parent directories and handle
        conversion from the input type :class:`uuid.UUID`.
        """
        assert isinstance(agent_uuid, UUID)
        assert isinstance(path, STRING_TYPES)
        cls.log.debug("Saving %r to %r", agent_uuid, path)

        # Create directory if it does not exist
        parent_dir = dirname(path)
        if parent_dir.strip():
            try:
                os.makedirs(parent_dir)

            except (OSError, IOError) as e:  # pragma: no cover
                if e.errno != EEXIST:
                    cls.log.warning("Failed to create %s, %s", parent_dir, e)
                    raise

        # Write uuid to disk
        try:
            with open(path, "w") as output:
                output.write(str(agent_uuid))

            cls.log.debug("Cached %s to %r", agent_uuid, path)

        except (WindowsError, OSError, IOError) as e:  # pragma: no cover
            cls.log.error("Failed to write %s, %s", path, e)
            raise


    @classmethod
[docs]    def generate(cls):
        """
        Generates a UUID object.  This simply wraps :func:`uuid.uuid4` and
        logs a warning.
        """
        agent_uuid = uuid4()
        cls.log.warning("Generated agent UUID: %s", agent_uuid)
        return agent_uuid




[docs]def remove_file(
        path, retry_on_exit=False, raise_=True, ignored_errnos=(ENOENT, )):
    """
    Simple function to remove the provided file or retry on exit
    if requested.  This function standardizes the log output, ensures
    it's only called once per path on exit and handles platform
    specific exceptions (ie. ``WindowsError``).

    :param bool retry_on_exit:
        If True, retry removal of the file when Python exists.

    :param bool raise_:
        If True, raise an exceptions produced.  This will always be
        False if :func:`remove_file` is being executed by :module:`atexit`

    :param tuple ignored_errnos:
        A tuple of ignored error numbers.  By default this function
        only ignores ENOENT.
    """
    try:
        os.remove(path)
    except (WindowsError, OSError, IOError) as error:
        if error.errno in ignored_errnos:
            return

        if retry_on_exit:
            logger.warning(
                "Failed to remove %s (%s), will retry on exit",
                path, errorcode[error.errno])

            # Make sure we're not added multiple times
            keywords = dict(retry_on_exit=False, raise_=False)
            signature = (remove_file, (path, ), keywords)
            if signature not in atexit._exithandlers:
                atexit.register(remove_file, path, **keywords)
        else:
            logger.error(
                "Failed to remove %s (%s)",
                path, errorcode[error.errno])

        if raise_:
            raise
    else:
        logger.info("Removed %s", path)



[docs]def remove_directory(
        path, retry_on_exit=False, raise_=True, ignored_errnos=(ENOENT, )):
    """
    Simple function to **recursively** remove the provided directory or retry on
    exit if requested.  This function standardizes the log output, ensures
    it's only called once per path on exit and handles platform
    specific exceptions (ie. ``WindowsError``).

    :param bool retry_on_exit:
        If True, retry removal of the file when Python exists.

    :param bool raise_:
        If True, raise an exceptions produced.  This will always be
        False if :func:`remove_directory` is being executed by :module:`atexit`

    :param tuple ignored_errnos:
        A tuple of ignored error numbers.  By default this function
        only ignores ENOENT.
    """
    try:
        shutil.rmtree(path)
    except (WindowsError, OSError, IOError) as error:
        if error.errno in ignored_errnos:
            return

        if retry_on_exit:
            logger.warning(
                "Failed to remove %s (%s), will retry on exit",
                path, errorcode[error.errno])

            # Make sure we're not added multiple times
            keywords = dict(retry_on_exit=False, raise_=False)
            signature = (remove_directory, (path, ), keywords)
            if signature not in atexit._exithandlers:
                atexit.register(remove_directory, path, **keywords)
        else:
            logger.error(
                "Failed to remove %s (%s)",
                path, errorcode[error.errno])

        if raise_:
            raise
    else:
        logger.info("Removed %s", path)
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  Source code for pyfarm.agent.config

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.


"""
Configuration
-------------

Central module for storing and working with a live configuration objects.  This
module instances :class:`.ConfigurationWithCallbacks` onto :const:`.config`.
Attempting to reload this module will not reinstance the :const:`.config`
object.

The :const:`.config` object should be directly imported from this
module to be used:

    >>> from pyfarm.agent.config import config
"""

import os
from datetime import datetime
from os.path import join, abspath, dirname

from pyfarm.core.enums import NOTSET
from pyfarm.core.config import Configuration
from pyfarm.agent.logger import getLogger
from pyfarm.agent.sysinfo import memory, cpu, network

logger = getLogger("agent.config")


[docs]class LoggingConfiguration(Configuration):
    """
    Special configuration object which logs when a key is changed in
    a dictionary.  If the reactor is not running then log messages will
    be queued until they can be emitted so they are not lost.

    .. automethod:: _expandvars
    """
    MODIFIED = "modified"
    CREATED = "created"
    DELETED = "deleted"

    def __init__(self, data=None, environment=None, load=True):
        super(LoggingConfiguration, self).__init__("pyfarm.agent")
        assert data is None or isinstance(data, dict)
        assert environment is None or isinstance(environment, dict)

        if environment is None:
            environment = os.environ

        if load:
            self.load(environment=environment)
            self.update(
                # A mapping of UUIDs to job type instances.
                jobtypes={},

                # A mapping of tasks to job type instances.
                current_assignments={},

                # The last time we were in touch with the master,
                # or the last time it was in touch with us.
                last_master_contact=None,

                # The last time we announced ourselves to the master.  This
                # may be longer than --master-reannounce if
                # `last_master_contact` caused us to skip an announcement.
                last_announce=None)

        if data is not None:
            self.update(data)

        # Load configuration file(s) for jobtypes and then
        # update the local instance
        if load:
            jobtypes_config = Configuration(
                "pyfarm.jobtypes", version=self.version)
            jobtypes_config.load(environment=environment)
            self.update(jobtypes_config)

    def _map_value(self, key, value):
        """
        Some configuration values have keywords associated with
        them, this function is responsible for returning the 'fixed'
        value.
        """
        if value == "auto":
            if key == "agent_ram":
                return memory.total_ram()

            if key == "agent_cpus":
                return cpu.total_cpus()

            if key == "agent_hostname":
                return network.hostname()

            if key == "agent_static_root":
                return abspath(
                    join(dirname(__file__), "http", "static"))

        return value

    def __setitem__(self, key, value):
        value = self._map_value(key, value)

        if key not in self:
            self.changed(self.CREATED, key, value, NOTSET)
        elif self[key] != value:
            self.changed(self.MODIFIED, key, value, self[key])

        # Run the base class's method after the above otherwise
        # the value would already be in the data we're comparing
        # against
        super(LoggingConfiguration, self).__setitem__(key, value)

    def __delitem__(self, key):
        """
        Deletes the provided ``key`` and triggers a ``delete`` event
        using :meth:`.changed`.
        """
        old_value = self[key] if key in self else NOTSET
        super(LoggingConfiguration, self).__delitem__(key)
        self.changed(self.DELETED, key, NOTSET, old_value)

[docs]    def pop(self, key, *args):
        """
        Deletes the provided ``key`` and triggers a ``delete`` event
        using :meth:`.changed`.
        """
        old_value = self[key] if key in self else NOTSET
        super(LoggingConfiguration, self).pop(key, *args)
        self.changed(self.DELETED, key, NOTSET, old_value)


[docs]    def clear(self):
        """
        Deletes all keys in this object and triggers a ``delete`` event
        using :meth:`.changed` for each one.
        """
        keys = list(self.keys())

        # Not quite the same thing as dict.clear() but the effect
        # is the same as the call to changed() is more real time.
        for key in keys:
            old_value = self.pop(key, NOTSET)
            self.changed(self.DELETED, key, NOTSET, old_value)


[docs]    def update(self, data=None, **kwargs):
        """
        Updates the data held within this object and triggers the
        appropriate events with :meth:`.changed`.
        """
        def trigger_changed(changed_object):
            try:
                items = changed_object.iteritems()
            except AttributeError:  # pragma: no cover
                items = changed_object.items()

            for key, value in items:
                if key not in self:
                    self.changed(self.CREATED, key, value, NOTSET)

                elif self[key] != value:
                    self.changed(self.MODIFIED, key, value, self[key])

        if isinstance(data, dict):
            for key, value in data.items():
                data[key] = self._map_value(key, value)

            trigger_changed(data)

        elif data is not None:
            raise TypeError("Expected None or dict for `data`")

        elif data is None:
            data = {}

        if kwargs:
            for key, value in kwargs.items():
                kwargs[key] = self._map_value(key, value)

            trigger_changed(kwargs)

        super(LoggingConfiguration, self).update(data, **kwargs)


[docs]    def changed(self, change_type, key, new_value=NOTSET, old_value=NOTSET):
        """
        This method is run whenever one of the keys in this object
        changes.
        """
        assert new_value is not NOTSET if change_type != self.DELETED else True
        assert old_value is NOTSET if change_type == self.CREATED else True

        if change_type == self.MODIFIED:
            logger.info("modified %r = %r", key, new_value)

        elif change_type == self.CREATED:
            logger.info("set %r = %r", key, new_value)

        elif change_type == self.DELETED:
            logger.warning("deleted %r", key)

        else:
            raise NotImplementedError(
                "Don't know how to handle change_type %r" % change_type)


[docs]    def master_contacted(self, update=True, announcement=False):
        """
        Simple method that will update the ``last_master_contact`` and then
        return the result.

        :param bool update:
            Setting this value to False will just return the current value
            instead of updating the value too.
        """
        if not update and "last_master_contact" not in self:
            return None

        if announcement:
            self["last_announce"] = datetime.utcnow()

        if update:
            self["last_master_contact"] = datetime.utcnow()

        return self["last_master_contact"]




[docs]class ConfigurationWithCallbacks(LoggingConfiguration):
    """
    Subclass of :class:`.LoggingDictionary` that provides the ability to
    run a function when a value is changed.
    """
    callbacks = {}

    @classmethod
[docs]    def register_callback(cls, key, callback, append=False):
        """
        Register a function as a callback for ``key``.  When ``key``
        is set the given ``callback`` will be run by :meth:`.changed`

        :param string key:
            the key which when changed in any way will execute
            ``callback``

        :param callable callback:
            the function or method to register

        :param boolean append:
            by default attempting to register a callback which has
            already been registered will do nothing, setting this
            to ``True`` overrides this behavior.
        """
        assert callable(callback)
        callbacks = cls.callbacks.setdefault(key, [])

        if callback in callbacks and not append:
            logger.warning(
                "%r is already a registered callback for %r", callback, key)
            return

        callbacks.append(callback)
        logger.debug("Registered callback %r for %r", callback, key)


    @classmethod
[docs]    def deregister_callback(cls, key, callback):
        """
        Removes any callback(s) that are registered with the provided ``key``
        """
        results = cls.callbacks.pop(key, None)
        if results is None:  # pragma: no cover
            logger.warning(
                "%r is not a registered callback for %r", callback, key)


[docs]    def clear(self, callbacks=False):
        """
        Performs the same operations as :meth:`dict.clear` except
        this method can also clear any registered callbacks if
        requested.
        """
        super(ConfigurationWithCallbacks, self).clear()
        if callbacks:
            self.callbacks.clear()


[docs]    def changed(self, change_type, key, new_value=NOTSET, old_value=NOTSET):
        """
        This method is called internally whenever a given ``key``
        changes which in turn will pass off the change to any
        registered callback(s).
        """
        super(ConfigurationWithCallbacks, self).changed(
            change_type, key, new_value=new_value, old_value=old_value)

        if key in self.callbacks:
            for callback in self.callbacks[key]:
                callback(change_type, key, new_value, old_value)
                logger.debug(
                    "Key %r was %r, calling callback %s",
                    key, change_type, callback)

# Prevent a call to reload() from dumping the config object


try:
    config
except NameError:
    config = ConfigurationWithCallbacks()
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  Source code for pyfarm.agent.manhole

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
# http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Manhole
=======

Provides a way to access the internals of the agent via
the telnet protocol.
"""

# NOTE: This module is based on buildbot's manhole implementation
#   https://github.com/buildbot/buildbot/blob/
#   1d35e1cb25dfcdd3d30263bdfce8910a56874e60/master/buildbot/manhole.py

from __future__ import print_function

from pprint import pprint
from inspect import ismethod

from twisted.conch.insults.insults import ServerProtocol
from twisted.conch.manhole import ColoredManhole
from twisted.conch.telnet import (
    ITelnetProtocol, TelnetBootstrapProtocol, AuthenticatingTelnetProtocol,
    TelnetTransport)
from twisted.cred.checkers import InMemoryUsernamePasswordDatabaseDontUse
from twisted.cred.portal import IRealm, Portal
from twisted.internet.protocol import ServerFactory
from zope.interface import implements

from pyfarm.core.enums import STRING_TYPES, INTEGER_TYPES, NOTSET
from pyfarm.agent.logger import getLogger

ITERABLE_TYPES = (list, tuple, dict)

logger = getLogger("agent.manhole")


[docs]class LoggingManhole(ColoredManhole):
    """
    A slightly modified implementation of :class:`ColoredManhole`
    which logs information to the logger so we can track activity in
    the agent's log.
    """
[docs]    def connectionMade(self):  # pragma: no cover
        peer = self.terminal.transport.getPeer()
        logger.info("Connection made from %s@%s", peer.host, peer.port)
        super(LoggingManhole, self).connectionMade()


[docs]    def connectionLost(self, reason):  # pragma: no cover
        peer = self.terminal.transport.getPeer()
        logger.info("Connection lost from %s@%s", peer.host, peer.port)
        super(LoggingManhole, self).connectionLost(reason)


[docs]    def lineReceived(self, line):
        peer = self.terminal.transport.getPeer()
        logger.info("%s@%s - %s", peer.host, peer.port, line)

        if line.strip() in ("exit", "exit()", "quit", "quit()", "\q"):
            self.handle_QUIT()
        else:  # pragma: no cover
            super(LoggingManhole, self).lineReceived(line)




[docs]class TransportProtocolFactory(object):
    """
    Glues together a portal along with the :class:`TelnetTransport` and
    :class:`AuthenticatingTelnetProtocol` objects.  This class is instanced
    onto the ``protocol`` attribute of the :class:`ServerFactory` class
    in :func:`build_manhole`.
    """
    def __init__(self, portal):
        self.portal = portal

    def __call__(self):
        return TelnetTransport(AuthenticatingTelnetProtocol, self.portal)



[docs]class TelnetRealm(object):
    """Wraps together :class:`ITelnetProtocol`,
    :class:`TelnetBootstrapProtocol`, :class:`ServerProtocol` and
    :class:`ColoredManhole` in :meth:`requestAvatar` which will provide
    the interface to the manhole.
    """
    implements(IRealm)
    NAMESPACE = None

[docs]    def requestAvatar(self, _, *interfaces):
        if ITelnetProtocol in interfaces:
            return (
                ITelnetProtocol,
                TelnetBootstrapProtocol(
                    ServerProtocol, LoggingManhole,
                    self.NAMESPACE),
                lambda: None)
        raise NotImplementedError




[docs]def show(x=NOTSET):
    """Display the data attributes of an object in a readable format"""
    if x is NOTSET:
        print("objects: %s" % TelnetRealm.NAMESPACE.keys())
        return

    print("data attributes of %r" % (x,))

    names = dir(x)
    maxlen = max([0] + [len(n) for n in names])
    for k in names:
        v = getattr(x, k)

        if ismethod(v) or k[:2] == "__" and k[-2:] == "__":
            continue

        if isinstance(v, STRING_TYPES):
            if len(v) > 80 - maxlen - 5:
                v = repr(v[:80 - maxlen - 5]) + "..."

        elif isinstance(v, INTEGER_TYPES) or v is None:
            v = str(v)

        elif isinstance(v, ITERABLE_TYPES):
            v = "%s (%d elements)" % (v, len(v))

        print("%*s : %s" % (maxlen, k, v))
    return x



[docs]def manhole_factory(namespace, username, password):
    """
    Produces a factory object which can be used to listen for telnet
    connections to the manhole.
    """
    assert isinstance(namespace, dict)
    assert isinstance(username, STRING_TYPES)
    assert isinstance(password, STRING_TYPES)
    assert TelnetRealm.NAMESPACE is None, "namespace already set"

    # TODO: we should try to use the system to authorize users instead
    checker = InMemoryUsernamePasswordDatabaseDontUse()
    checker.addUser(username, password)

    # Setup the namespace
    namespace = namespace.copy()
    namespace.setdefault("pp", pprint)
    namespace.setdefault("show", show)

    realm = TelnetRealm()
    TelnetRealm.NAMESPACE = namespace
    portal = Portal(realm, [checker])
    factory = ServerFactory()
    factory.protocol = TransportProtocolFactory(portal)
    return factory
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  Source code for pyfarm.agent.service

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Manager Service
---------------

Sends and receives information from the master and performs systems level tasks
such as log reading, system information gathering, and management of processes.
"""

import os
import sys
import time
import uuid
from datetime import datetime, timedelta
from functools import partial
from os.path import join
from platform import platform

try:
    from httplib import (
        responses, OK, CREATED, NOT_FOUND, INTERNAL_SERVER_ERROR, BAD_REQUEST)
except ImportError:  # pragma: no cover
    from http.client import (
        responses, OK, CREATED, NOT_FOUND, INTERNAL_SERVER_ERROR, BAD_REQUEST)

import treq
from ntplib import NTPClient
from twisted.internet import reactor
from twisted.internet.defer import (
    Deferred, inlineCallbacks, returnValue, DeferredLock)
from twisted.internet.error import ConnectionRefusedError
from twisted.internet.task import deferLater

from pyfarm.core.enums import NUMERIC_TYPES, AgentState
from pyfarm.agent.config import config
from pyfarm.agent.http.api.assign import Assign
from pyfarm.agent.http.api.base import APIRoot, Versions
from pyfarm.agent.http.api.config import Config
from pyfarm.agent.http.api.state import Status, Stop, Restart
from pyfarm.agent.http.api.tasks import Tasks
from pyfarm.agent.http.api.tasklogs import TaskLogs
from pyfarm.agent.http.api.update import Update
from pyfarm.agent.http.core.client import post, http_retry_delay, post_direct
from pyfarm.agent.http.core.resource import Resource
from pyfarm.agent.http.core.server import Site, StaticPath
from pyfarm.agent.http.system import Index, Configuration
from pyfarm.agent.logger import getLogger
from pyfarm.agent.sysinfo import memory, network, system, cpu, graphics
from pyfarm.agent import utility

svclog = getLogger("agent.service")
ntplog = getLogger("agent.service.ntp")


[docs]class Agent(object):
    """
    Main class associated with getting getting the internals of the
    agent's operations up and running including adding or updating
    itself with the master, starting the periodic task manager,
    and handling shutdown conditions.
    """
    def __init__(self):
        # so parts of this instance are accessible elsewhere
        assert "agent" not in config
        config["agent"] = self
        self.services = {}
        self.register_shutdown_events = False
        self.last_free_ram_post = time.time()
        self.repeating_call_counter = {}
        self.shutdown_timeout = None
        self.post_shutdown_lock = DeferredLock()
        self.stop_lock = DeferredLock()
        self.stopped = False

        # reannounce_client is set when the agent id is
        # first set. reannounce_client_instance ensures
        # that once we start the announcement process we
        # won't try another until we're finished
        self.reannounce_client_request = None

        # Register a callback so self.shutdown_timeout is set when
        # "shutting_down" is set or modified.
        config.register_callback(
            "shutting_down", self.callback_shutting_down_changed)

    @classmethod
[docs]    def agent_api(cls):
        """
        Return the API url for this agent or None if `agent_id` has not
        been set
        """
        try:
            return cls.agents_endpoint() + str(config["agent_id"])
        except KeyError:
            svclog.error(
                "The `agent_id` configuration value has not been set yet")
            return None


    @classmethod
[docs]    def agents_endpoint(cls):
        """
        Returns the API endpoint for used for updating or creating
        agents on the master
        """
        return config["master_api"] + "/agents/"


    @property
    def shutting_down(self):
        return config.get("shutting_down", False)

    @shutting_down.setter
[docs]    def shutting_down(self, value):
        assert value in (True, False)
        config["shutting_down"] = value


[docs]    def repeating_call(
            self, delay, function, function_args=None, function_kwargs=None,
            now=True, repeat_max=None, function_id=None):
        """
        Causes ``function`` to be called repeatedly up until ``repeat_max``
        or until stopped.

        :param int delay:
            Number of seconds to delay between calls of ``function``.

            ..  note::

                ``delay`` is an approximate interval between when one call ends
                and the next one begins.  The exact time can vary due
                to how the Twisted reactor runs, how long it takes
                ``function`` to run and what else may be going on in the
                agent at the time.

        :param function:
            A callable function to run

        :type function_args: tuple, list
        :keyword function_args:
            Arguments to pass into ``function``

        :keyword dict function_kwargs:
            Keywords to pass into ``function``

        :keyword bool now:
            If True then run ``function`` right now in addition
            to scheduling it.

        :keyword int repeat_max:
            Repeat calling ``function`` this may times.  If not provided
            then we'll continue to repeat calling ``function`` until
            the agent shuts down.

        :keyword uuid.UUID function_id:
            Used internally to track a function's execution count.  This
            keyword exists so if you call :meth:`repeating_call` multiple
            times on the same function or method it will handle ``repeat_max``
            properly.
        """
        if self.shutting_down:
            svclog.debug(
                "Skipping task %s(*%r, **%r) [shutting down]",
                function.__name__, function_args, function_kwargs
            )
            return

        if function_args is None:
            function_args = ()

        if function_kwargs is None:
            function_kwargs = {}

        if function_id is None:
            function_id = uuid.uuid4()

        assert isinstance(delay, NUMERIC_TYPES[:-1])
        assert callable(function)
        assert isinstance(function_args, (list, tuple))
        assert isinstance(function_kwargs, dict)
        assert repeat_max is None or isinstance(repeat_max, int)
        repeat_count = self.repeating_call_counter.setdefault(function_id, 0)

        if repeat_max is None or repeat_count < repeat_max:
            svclog.debug(
                "Executing task %s(*%r, **%r).  Next execution in %s seconds.",
                function.__name__, function_args, function_kwargs, delay
            )

            # Run this function right now using another deferLater so
            # it's scheduled by the reactor and executed before we schedule
            # another.
            if now:
                deferLater(
                    reactor, 0, function, *function_args, **function_kwargs
                )
                self.repeating_call_counter[function_id] += 1
                repeat_count = self.repeating_call_counter[function_id]

            # Schedule the next call but only if we have not hit the max
            if repeat_max is None or repeat_count < repeat_max:
                deferLater(
                    reactor, delay, self.repeating_call, delay,
                    function, function_args=function_args,
                    function_kwargs=function_kwargs, now=True,
                    repeat_max=repeat_max, function_id=function_id
                )


[docs]    def should_reannounce(self):
        """Small method which acts as a trigger for :meth:`reannounce`"""
        if self.reannounce_client_request is not None:
            svclog.debug("Agent is already trying to announce itself.")
            return

        if self.shutting_down:
            return False

        contacted = config.master_contacted(update=False)
        remaining = (datetime.utcnow() - contacted).total_seconds()
        return remaining > config["agent_master_reannounce"]


[docs]    def reannounce(self, force=False):
        """
        Method which is used to periodically contact the master.  This
        method is generally called as part of a scheduled task.
        """
        if not self.should_reannounce() and not force:
            return

        svclog.debug("Announcing %s to master", config["agent_hostname"])

        def callback(response):
            if response.code == OK:
                self.reannounce_client_request = None
                config.master_contacted(announcement=True)
                svclog.info("Announced self to the master server.")

            elif response.code >= INTERNAL_SERVER_ERROR:
                if not self.shutting_down:
                    delay = http_retry_delay()
                    svclog.warning(
                        "Could not announce self to the master server, "
                        "internal server error: %s.  Retrying in %s seconds.",
                        response.data(), delay)
                    reactor.callLater(delay, response.request.retry)
                else:
                    svclog.warning("Could not announce to master. Not retrying "
                                   "because of pending shutdown")

            elif response.code == NOT_FOUND:
                self.reannounce_client_request = None
                svclog.warning("The master says it does not know about our "
                               "agent id. Posting as a new agent.")
                self.post_agent_to_master()

            # If this is a client problem retrying the request
            # is unlikely to fix the issue so we stop here
            elif response.code >= BAD_REQUEST:
                self.reannounce_client_request = None
                svclog.error(
                    "Failed to announce self to the master, bad "
                    "request: %s.  This request will not be retried.",
                    response.data())

            else:
                self.reannounce_client_request = None
                svclog.error(
                    "Unhandled error when posting self to the "
                    "master: %s (code: %s).  This request will not be "
                    "retried.", response.data(), response.code)

        # In the event of a hard failure, do not retry because we'll
        # be rerunning this code soon anyway.
        def errback(failure):
            self.reannounce_client_request = None
            svclog.error(
                "Failed to announce self to the master: %s.  This "
                "request will not be retried.", failure)

        self.reannounce_client_request = post(
            self.agent_api(),
            callback=callback, errback=errback,
            data={
                "state": config["state"],
                "current_assignments": config.get(
                    "current_assignments", {}),  # may not be set yet
                "free_ram": memory.free_ram()})


[docs]    def system_data(self, requery_timeoffset=False):
        """
        Returns a dictionary of data containing information about the
        agent.  This is the information that is also passed along to
        the master.
        """
        # query the time offset and then cache it since
        # this is typically a blocking operation
        if config["agent_time_offset"] == "auto":
            config["agent_time_offset"] = None

        if requery_timeoffset or config["agent_time_offset"] is None:
            ntplog.info(
                "Querying ntp server %r for current time",
                config["agent_ntp_server"])

            ntp_client = NTPClient()
            try:
                pool_time = ntp_client.request(
                    config["agent_ntp_server"],
                    version=config["agent_ntp_server_version"])

            except Exception as e:
                ntplog.warning("Failed to determine network time: %s", e)

            else:
                config["agent_time_offset"] = \
                    int(pool_time.tx_time - time.time())

                # format the offset for logging purposes
                utcoffset = datetime.utcfromtimestamp(pool_time.tx_time)
                iso_timestamp = utcoffset.isoformat()
                ntplog.debug(
                    "network time: %s (local offset: %r)",
                    iso_timestamp, config["agent_time_offset"])

                if config["agent_time_offset"] != 0:
                    ntplog.warning(
                        "Agent is %r second(s) off from ntp server at %r",
                        config["agent_time_offset"],
                        config["agent_ntp_server"])

        data = {
            "id": config["agent_id"],
            "hostname": config["agent_hostname"],
            "version": config.version,
            "os_class": system.operating_system(),
            "os_fullname": platform(),
            "ram": int(config["agent_ram"]),
            "cpus": config["agent_cpus"],
            "cpu_name": cpu.cpu_name(),
            "port": config["agent_api_port"],
            "free_ram": memory.free_ram(),
            "time_offset": config["agent_time_offset"] or 0,
            "state": config["state"],
            "mac_addresses": list(network.mac_addresses()),
            "current_assignments": config.get(
                "current_assignments", {})}  # may not be set yet

        try:
            gpu_names = graphics.graphics_cards()
            data["gpus"] = gpu_names
        except graphics.GPULookupError:
            pass

        if "remote_ip" in config:
            data.update(remote_ip=config["remote_ip"])

        return data


[docs]    def build_http_resource(self):
        svclog.debug("Building HTTP Service")
        root = Resource()

        # static endpoints to redirect resources
        # to the right objects
        root.putChild(
            "favicon.ico",
            StaticPath(join(config["agent_static_root"], "favicon.ico"),
                       defaultType="image/x-icon"))
        root.putChild(
            "static",
            StaticPath(config["agent_static_root"]))

        # external endpoints
        root.putChild("", Index())
        root.putChild("configuration", Configuration())

        # api endpoints
        api = root.putChild("api", APIRoot())
        api.putChild("versions", Versions())
        v1 = api.putChild("v1", APIRoot())

        # Top level api endpoints
        v1.putChild("assign", Assign(self))
        v1.putChild("tasks", Tasks())
        v1.putChild("config", Config())
        v1.putChild("task_logs", TaskLogs())

        # Endpoints which are generally used for status
        # and operations.
        v1.putChild("status", Status())
        v1.putChild("stop", Stop())
        v1.putChild("restart", Restart())
        v1.putChild("update", Update())

        return root


    def _start_manhole(self, port, username, password):
        """
        Starts the manhole server so we can connect to the agent
        over telnet
        """
        if "manhole" in self.services:
            svclog.warning(
                "Telnet manhole service is already running on port %s",
                self.services["manhole"].port)
            return

        svclog.info("Starting telnet manhole on port %s", port)

        # Since we don't always need this module we import
        # it here to save on memory and other resources
        from pyfarm.agent.manhole import manhole_factory

        # Contains the things which will be in the top level
        # namespace of the Python interpreter.
        namespace = {
            "config": config, "agent": self,
            "jobtypes": config["jobtypes"],
            "current_assignments": config["current_assignments"]}

        factory = manhole_factory(namespace, username, password)
        self.services["manhole"] = reactor.listenTCP(port, factory)

    def _start_http_api(self, port):
        """
        Starts the HTTP api so the master can communicate
        with the agent.
        """
        if "api" in self.services:
            svclog.warning(
                "HTTP API service already running on port %s",
                self.services["api"].port)
            return

        http_resource = self.build_http_resource()
        self.services["api"] = reactor.listenTCP(port, Site(http_resource))

[docs]    def start(self, shutdown_events=True, http_server=True):
        """
        Internal code which starts the agent, registers it with the master,
        and performs the other steps necessary to get things running.

        :param bool shutdown_events:
            If True register all shutdown events so certain actions, such as
            information the master we're going offline, can take place.

        :param bool http_server:
            If True then construct and serve the externally facing http
            server.
        """
        if config["agent_manhole"]:
            self._start_manhole(config["agent_manhole_port"],
                                config["agent_manhole_username"],
                                config["agent_manhole_password"])

        # setup the internal http server so external entities can
        # interact with the service.
        if http_server:
            self._start_http_api(config["agent_api_port"])

        # Update the configuration with this pid (which may be different
        # than the original pid).
        config["pids"].update(child=os.getpid())

        # get ready to 'publish' the agent
        config.register_callback(
            "agent_id",
            partial(
                self.callback_agent_id_set, shutdown_events=shutdown_events))
        return self.post_agent_to_master()


    @inlineCallbacks
[docs]    def stop(self):
        """
        Internal code which stops the agent.  This will terminate any running
        processes, inform the master of the terminated tasks, update the
        state of the agent on the master.
        """
        yield self.stop_lock.acquire()
        if self.stopped:
            yield self.stop_lock.release()
            svclog.warning("Agent is already stopped")
            returnValue(None)

        svclog.info("Stopping the agent")

        self.shutting_down = True
        self.shutdown_timeout = (
            datetime.utcnow() + timedelta(
                seconds=config["agent_shutdown_timeout"]))

        utility.remove_file(
            config["agent_lock_file"], retry_on_exit=True, raise_=False)

        svclog.debug("Stopping execution of jobtypes")
        for jobtype_id, jobtype in config["jobtypes"].items():
            try:
                jobtype.stop()
            except Exception as error:  # pragma: no cover
                svclog.warning(
                    "Error while calling stop() on %s (id: %s): %s",
                    jobtype, jobtype_id, error
                )
                config["jobtypes"].pop(jobtype_id)

        svclog.info(
            "Waiting on %s job types to terminate", len(config["jobtypes"]))

        while config["jobtypes"] and datetime.utcnow() < self.shutdown_timeout:
            for jobtype_id, jobtype in config["jobtypes"].copy().items():
                if not jobtype._has_running_processes():
                    svclog.warning(
                        "%r has not removed itself, forcing removal",
                        jobtype)
                    config["jobtypes"].pop(jobtype_id)

            # Brief delay so we don't tie up the cpu
            delay = Deferred()
            reactor.callLater(1, delay.callback, None)
            yield delay

        if self.agent_api() is not None:
            try:
                yield self.post_shutdown_to_master()
            except Exception as error:  # pragma: no cover
                svclog.warning(
                    "Error while calling post_shutdown_to_master()", error)
        else:
            svclog.warning("Cannot post shutdown, agent_api() returned None")

        self.stopped = True
        yield self.stop_lock.release()
        returnValue(None)


[docs]    def sigint_handler(self, *_):
        utility.remove_file(
            config["run_control_file"], retry_on_exit=True, raise_=False)

        def errback(failure):
            svclog.error(
                "Error while attempting to shutdown the agent: %s", failure)

            # Stop the reactor but handle the exit code ourselves otherwise
            # Twisted will just exit with 0.
            reactor.stop()
            sys.exit(1)

        # Call stop() and wait for it to finish before we stop
        # the reactor.
        # NOTE: We're not using inlineCallbacks here because reactor.stop()
        # would be called in the middle of the generator unwinding
        deferred = self.stop()
        deferred.addCallbacks(lambda _: reactor.stop(), errback)


    @inlineCallbacks
[docs]    def post_shutdown_to_master(self, stop_reactor=True):
        """
        This method is called before the reactor shuts down and lets the
        master know that the agent's state is now ``offline``
        """
        # We're under the assumption that something's wrong with
        # our code if we try to call this method before self.shutting_down
        # is set.
        assert self.shutting_down
        yield self.post_shutdown_lock.acquire()

        svclog.info("Informing master of shutdown")

        # Because post_shutdown_to_master is blocking and needs to
        # stop the reactor from finishing we perform the retry in-line
        data = None
        while True:
            try:
                response = yield post_direct(
                    self.agent_api(),
                    data={
                        "state": AgentState.OFFLINE,
                        "free_ram": memory.free_ram(),
                        "current_assignments": config["current_assignments"]})

            # When we get a hard failure it could be an issue with the
            # server, although it's unlikely, so we retry.  Only retry
            # for a set period of time though since the shutdown as a timeout
            except Exception as failure:
                if self.shutdown_timeout > datetime.utcnow():
                    delay = http_retry_delay()
                    svclog.warning(
                        "State update failed due to unhandled error: %s.  "
                        "Retrying in %s seconds",
                        failure, delay)

                    # Wait for 'pause' to fire, introducing a delay
                    pause = Deferred()
                    reactor.callLater(delay, pause.callback, None)
                    yield pause

                else:
                    svclog.warning(
                        "State update failed due to unhandled error: %s.  "
                        "Shutdown timeout reached, not retrying.",
                        failure)
                    break

            else:
                data = yield treq.json_content(response)
                if response.code == NOT_FOUND:
                    svclog.warning(
                        "Agent %r no longer exists, cannot update state.",
                        config["agent_id"])
                    break

                elif response.code == OK:
                    svclog.info(
                        "Agent %r has POSTed shutdown state change "
                        "successfully.",
                        config["agent_id"])
                    break

                elif response.code >= INTERNAL_SERVER_ERROR:
                    if self.shutdown_timeout > datetime.utcnow():
                        delay = http_retry_delay()
                        svclog.warning(
                            "State update failed due to server error: %s.  "
                            "Retrying in %s seconds.",
                            data, delay)

                        # Wait for 'pause' to fire, introducing a delay
                        pause = Deferred()
                        reactor.callLater(delay, pause.callback, None)
                        yield pause
                    else:
                        svclog.warning(
                            "State update failed due to server error: %s.  "
                            "Shutdown timeout reached, not retrying.",
                            data)
                        break

        yield self.post_shutdown_lock.release()
        returnValue(data)


    @inlineCallbacks
[docs]    def post_agent_to_master(self):
        """
        Runs the POST request to contact the master.  Running this method
        multiple times should be considered safe but is generally something
        that should be avoided.
        """
        url = self.agents_endpoint()
        data = self.system_data()

        try:
            response = yield post_direct(url, data=data)
        except Exception as failure:
            delay = http_retry_delay()
            if isinstance(failure, ConnectionRefusedError):
                svclog.error(
                    "Failed to POST agent to master, the connection was "
                    "refused. Retrying in %s seconds", delay)
            else:  # pragma: no cover
                svclog.error(
                    "Unhandled error when trying to POST the agent to the "
                    "master. The error was %s.", failure)

            if not self.shutting_down:
                svclog.info(
                    "Retrying failed POST to master in %s seconds.", delay)
                yield deferLater(reactor, delay, self.post_agent_to_master)
            else:
                svclog.warning("Not retrying POST to master, shutting down.")

        else:
            # Master might be down or have some other internal problems
            # that might eventually be fixed.  Retry the request.
            if response.code >= INTERNAL_SERVER_ERROR:
                if not self.shutting_down:
                    delay = http_retry_delay()
                    svclog.warning(
                        "Failed to post to master due to a server side error "
                        "error %s, retrying in %s seconds",
                        response.code, delay)
                    yield deferLater(reactor, delay, self.post_agent_to_master)
                else:
                    svclog.warning(
                        "Failed to post to master due to a server side error "
                        "error %s. Not retrying, because the agent is "
                        "shutting down", response.code)

            # Master is up but is rejecting our request because there's
            # something wrong with it.  Do not retry the request.
            elif response.code >= BAD_REQUEST:
                text = yield response.text()
                svclog.error(
                    "%s accepted our POST request but responded with code %s "
                    "which is a client side error.  The message the server "
                    "responded with was %r.  Sorry, but we cannot retry this "
                    "request as it's an issue with the agent's request.",
                    url, response.code, text)

            else:
                data = yield treq.json_content(response)
                config["agent_id"] = data["id"]
                config.master_contacted()

                if response.code == OK:
                    svclog.info(
                        "POST to %s was successful. Agent %s was updated.",
                        url, config["agent_id"])

                elif response.code == CREATED:
                    svclog.info(
                        "POST to %s was successful.  A new agent "
                        "with an id of %s was created.",
                        url, config["agent_id"])

                returnValue(data)


[docs]    def callback_agent_id_set(
            self, change_type, key, new_value, old_value, shutdown_events=True):
        """
        When `agent_id` is created we need to:

            * Register a shutdown event so that when the agent is told to
              shutdown it will notify the master of a state change.
            * Star the scheduled task manager
        """
        if key == "agent_id" and change_type == config.CREATED \
                and not self.register_shutdown_events:
            if shutdown_events:
                self.register_shutdown_events = True

            # set the initial free_ram
            config["free_ram"] = memory.free_ram()

            config.master_contacted()
            svclog.debug(
                "`%s` was %s, adding system event trigger for shutdown",
                key, change_type)

            self.repeating_call(
                config["agent_master_reannounce"], self.reannounce)


[docs]    def callback_shutting_down_changed(
            self, change_type, key, new_value, old_value):
        """
        When `shutting_down` is changed in the configuration, set or
        reset self.shutdown_timeout
        """
        if change_type not in (config.MODIFIED, config.CREATED):
            return

        if new_value is not True:
            self.shutdown_timeout = None
            return

        self.shutdown_timeout = timedelta(
            seconds=config["agent_shutdown_timeout"]) + datetime.utcnow()
        svclog.debug("New shutdown_timeout is %s", self.shutdown_timeout)
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  Source code for pyfarm.agent.testutil

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import atexit
import logging
import json
import os
import re
import socket
import sys
import shutil
import tempfile
import time
import uuid
from datetime import datetime
from functools import wraps, partial
from os import urandom
from os.path import basename, isfile
from random import randint, choice
from StringIO import StringIO
from textwrap import dedent
from urllib import urlopen

try:
    from httplib import OK, CREATED
except ImportError:  # pragma: no cover
    from http.client import OK, CREATED

from twisted.internet.base import DelayedCall
from twisted.trial.unittest import TestCase as _TestCase, SkipTest, FailTest

from pyfarm.core.config import read_env, read_env_bool
from pyfarm.core.enums import AgentState, PY26, STRING_TYPES
from pyfarm.agent.http.core.client import post
from pyfarm.agent.config import config, logger as config_logger
from pyfarm.agent.sysinfo import memory, cpu
from pyfarm.agent.utility import remove_directory

try:
    from unittest.case import _AssertRaisesContext

except ImportError:  # copied from Python 2.7's source
    class _AssertRaisesContext(object):
        def __init__(self, expected, test_case, expected_regexp=None):
            self.expected = expected
            self.failureException = test_case.failureException
            self.expected_regexp = expected_regexp

        def __enter__(self):
            return self

        def __exit__(self, exc_type, exc_value, tb):
            if exc_type is None:
                try:
                    exc_name = self.expected.__name__
                except AttributeError:
                    exc_name = str(self.expected)
                raise self.failureException(
                    "{0} not raised".format(exc_name))
            if not issubclass(exc_type, self.expected):
                # let unexpected exceptions pass through
                return False
            self.exception = exc_value # store for later retrieval
            if self.expected_regexp is None:
                return True

            expected_regexp = self.expected_regexp
            if isinstance(expected_regexp, STRING_TYPES):
                expected_regexp = re.compile(expected_regexp)
            if not expected_regexp.search(str(exc_value)):
                raise self.failureException('"%s" does not match "%s"' %
                         (expected_regexp.pattern, str(exc_value)))
            return True

from voluptuous import Schema
from twisted.internet.defer import Deferred, succeed
from pyfarm.agent.entrypoints.parser import AgentArgumentParser
from pyfarm.agent.http.api.base import APIResource
from pyfarm.agent.http.core.template import DeferredTemplate
from pyfarm.agent.utility import dumps

ENABLE_LOGGING = read_env_bool("PYFARM_AGENT_TEST_LOGGING", False)
PYFARM_AGENT_MASTER = read_env("PYFARM_AGENT_TEST_MASTER", "127.0.0.1:80")

if ":" not in PYFARM_AGENT_MASTER:
    raise ValueError("$PYFARM_AGENT_TEST_MASTER's format should be `ip:port`")

os.environ["PYFARM_AGENT_TEST_RUNNING"] = str(os.getpid())


try:
    response = urlopen("http://" + PYFARM_AGENT_MASTER)
    PYFARM_MASTER_API_ONLINE = response.code == OK
except Exception as e:
    PYFARM_MASTER_API_ONLINE = False


[docs]class skipIf(object):
    """
    Wrapping a test with this class will allow the test to
    be skipped if ``should_skip`` evals as True.
    """
    def __init__(self, should_skip, reason):
        self.should_skip = should_skip
        self.reason = reason

    def __call__(self, func):
        @wraps(func)
        def wrapper(*args, **kwargs):
            if callable(self.should_skip) and self.should_skip() \
                    or self.should_skip:
                raise SkipTest(self.reason)
            return func(*args, **kwargs)
        return wrapper



[docs]def random_port(bind="127.0.0.1"):
    """Returns a random port which is not in use"""
    sock = socket.socket(socket.AF_INET, socket.SOCK_STREAM)
    try:
        sock.bind((bind, 0))
        _, port = sock.getsockname()
        return port
    finally:
        sock.close()



[docs]def requires_master(function):
    """
    Any test decorated with this function will fail if the master could
    not be contacted or returned a response other than 200 OK for "/"
    """
    @wraps(function)
    def wrapper(*args, **kwargs):
        if not PYFARM_MASTER_API_ONLINE:
            raise FailTest("Could not connect to master")
        return function(*args, **kwargs)
    return wrapper



[docs]def create_jobtype(classname=None, sourcecode=None):
    """Creates a job type on the master and fires a deferred when finished"""
    if classname is None:
        classname = "Test%s" % urandom(8).encode("hex")

    if sourcecode is None:
        sourcecode = dedent("""
        from pyfarm.jobtypes.core.jobtype import JobType
        class %s(JobType):
            pass""" % classname)

    finished = Deferred()

    def posted(response):
        if response.code == CREATED:
            finished.callback(response.json())
        else:
            finished.errback(response.json())

    post(config["master_api"] + "/jobtypes/",
         callback=posted, errback=finished.errback,
         data={"name": classname,
               "classname": classname,
               "code": sourcecode})

    return finished



[docs]class FakeRequestHeaders(object):
    def __init__(self, test, headers):
        self.test = test
        self.test.assertIsInstance(headers, dict)

        for key, value in headers.items():
            headers[key.lower()] = value

        self.headers = headers

[docs]    def getRawHeaders(self, header):
        return self.headers.get(header)




[docs]class FakeRequest(object):
    def __init__(self, test, method, uri, headers=None, data=None):
        if headers is None:
            headers = {}

        if "Content-Type" not in headers:
            headers.update({"Content-Type": ["application/json"]})

        if data is not None:
            data = dumps(data)

        self.test = test
        self.method = method
        self.uri = uri
        self.code = None
        self.finished = None
        self.requestHeaders = FakeRequestHeaders(test, headers)
        self.content = StringIO()
        self._response = StringIO()

        if isinstance(data, STRING_TYPES):
            self.content.write(data)
            self.content.seek(0)

[docs]    def getHeader(self, header):
        return self.requestHeaders.getRawHeaders(header)


[docs]    def setResponseCode(self, code):
        self.test.assertIsNone(
            self.finished, "finished() called before setResponseCode()")
        self.code = code


[docs]    def write(self, data):
        self.test.assertIsNone(
            self.finished, "finished() called before write()")
        if not isinstance(data, STRING_TYPES):
            data = dumps(data)
        self._response.write(data)


[docs]    def finish(self):
        self.test.assertIsNone(self.finished, "finish() already called")
        self._response.seek(0)
        self.finished = True


[docs]    def response(self):
        self.test.assertIsNotNone(self.finished, "finish() not called")
        if not self._response.len:
            raise ValueError("Not content.")

        try:
            response = json.load(self._response)
        except ValueError:
            self._response.seek(0)
            response = self._response.read()

        self._response.seek(0)
        return response




[docs]class FakeAgent(object):
    def __init__(self, stopped=None):
        if stopped is None:
            stopped = Deferred()
        self.stopped = stopped

[docs]    def stop(self):
        if isinstance(self.stopped, Deferred):
            self.stopped.callback(None)
        return self.stopped




[docs]class ErrorCapturingParser(AgentArgumentParser):
    def __init__(self, *args, **kwargs):
        super(ErrorCapturingParser, self).__init__(*args, **kwargs)
        self.errors = []

[docs]    def error(self, message):
        self.errors.append(message)




[docs]class TestCase(_TestCase):
    longMessage = True
    POP_CONFIG_KEYS = []
    RAND_LENGTH = 8

    # Global timeout for all test cases.  If an individual test takes
    # longer than this amount of time to execute it will be stopped.  This
    # value should always be set to a value that's *much* longer than the
    # expected duration of the longest test case.
    timeout = 15

    # Override the default `assertRaises` which does not provide
    # context management.
[docs]    def assertRaises(self, excClass, callableObj=None, *args, **kwargs):
        if excClass is AssertionError and sys.flags.optimize:
            self.skipTest(
                "AssertionError will never be raised, running in optimized "
                "mode.")

        context = _AssertRaisesContext(excClass, self)
        if callableObj is None:
            return context
        with context:
            callableObj(*args, **kwargs)

    # Override the default `assertRaisesRegexp` which does not provide
    # context management.

[docs]    def assertRaisesRegexp(self, expected_exception, expected_regexp,
                           callable_obj=None, *args, **kwargs):
        if expected_exception is AssertionError and sys.flags.optimize:
            self.skipTest(
                "AssertionError will never be raised, running in optimized "
                "mode.")

        context = _AssertRaisesContext(
            expected_exception, self, expected_regexp)
        if callable_obj is None:
            return context
        with context:
            callable_obj(*args, **kwargs)


[docs]    def assertDateAlmostEqual(
            self, date1, date2,
            second_deviation=0, microsecond_deviation=1000000 / 2):
        self.assertIsInstance(date1, datetime)
        self.assertIsInstance(date2, datetime)
        self.assertEqual(date1.year, date2.year)
        self.assertEqual(date1.month, date2.month)
        self.assertEqual(date1.day, date2.day)
        self.assertEqual(date1.hour, date2.hour)
        self.assertEqual(date1.minute, date2.minute)
        self.assertEqual(date1.second, date2.second)
        self.assertApproximates(
            date1.second, date2.second, second_deviation)
        self.assertApproximates(
            date1.microsecond, date2.microsecond, microsecond_deviation)

    # back ports of some of Python 2.7's unittest features

    if PY26:
        def _formatMessage(self, msg, standardMsg):
            if not self.longMessage:
                return msg or standardMsg
            if msg is None:
                return standardMsg
            try:
                return '%s : %s' % (standardMsg, msg)
            except UnicodeDecodeError:
                return '%s : %s' % (standardMsg, msg)

        def assertLessEqual(self, a, b, msg=None):
            if not a <= b:
                self.fail(
                    self._formatMessage(
                        msg, '%s not less than or equal to %s' % (a, b)))

        def assertGreaterEqual(self, a, b, msg=None):
            if not a >= b:
                self.fail(
                    self._formatMessage(
                        msg, '%s not greater than or equal to %s' % (a, b)))

        def assertIsNone(self, obj, msg=None):
            if obj is not None:
                self.fail(self._formatMessage(msg, "%r is not None" % obj))

        def assertIsNotNone(self, obj, msg=None):
            if obj is None:
                self.fail(self._formatMessage(msg, "unexpectedly None"))

        def assertIsInstance(self, obj, cls, msg=None):
            if not isinstance(obj, cls):
                self.fail(
                    self._formatMessage(
                        msg, "%r is not an instance of %r" % (obj, cls)))

        def assertNotIsInstance(self, obj, cls, msg=None):
            if isinstance(obj, cls):
                self.fail(
                    self._formatMessage(
                        msg, "%r is an instance of %r" % (obj, cls)))

        def assertIn(self, containee, container, msg=None):
            if containee not in container:
                raise self.failureException(msg or "%r not in %r"
                                            % (containee, container))
            return containee

        def assertNotIn(self, containee, container, msg=None):
            if containee in container:
                raise self.failureException(msg or "%r in %r"
                                            % (containee, container))
            return containee

        def skipTest(self, reason):
            raise SkipTest(reason)

[docs]    def setUp(self):
        super(TestCase, self).setUp()

        try:
            self._pop_config_keys
        except AttributeError:
            self._pop_config_keys = []

        self._pop_config_keys.extend(self.POP_CONFIG_KEYS)
        self._pop_config_keys.extend([
            "agent",
            "jobs",
            "jobtypes",
            "restart_requested",
            "current_assignments",
            "last_master_contact"])

        DelayedCall.debug = True
        if not ENABLE_LOGGING:
            logging.getLogger("pf").setLevel(logging.CRITICAL)

        config_logger_disabled = config_logger.disabled
        config_logger.disabled = True
        self.prepare_config()
        config_logger.disabled = config_logger_disabled


[docs]    def prepare_config(self):
        for key in self._pop_config_keys:
            config.pop(key, None)

        config.update({
            # Default to a uniform retry delay of one second
            "agent_http_retry_delay_offset": 1,
            "agent_http_retry_delay_factor": 0,

            "shutting_down": False,
            "jobtypes": {},
            "current_assignments": {},
            "agent_id": uuid.uuid4(),
            "agent_http_persistent_connections": False,
            "agent_shutdown_timeout": 3,
            "master": PYFARM_AGENT_MASTER,
            "agent_hostname": os.urandom(self.RAND_LENGTH).encode("hex"),
            "agent_ram": memory.total_ram(),
            "agent_cpus": cpu.total_cpus(),
            "agent_api_port": randint(10000, 50000),
            "free_ram": memory.free_ram(),
            "agent_time_offset": randint(-50, 50),
            "state": choice(AgentState),
            "start": time.time(),
            "agent_pretty_json": False,
            "agent_html_template_reload": True,
            "agent_master_reannounce": randint(5, 15)})


[docs]    def create_file(self, content=None, dir=None, suffix=""):
        """
        Creates a test file on disk using :func:`tempfile.mkstemp`
        and uses the lower level file interfaces to manage it.  This
        is done to ensure we have more control of the file descriptor
        itself so on platforms such as Windows we don't have to worry
        about running out of file handles.
        """
        fd, path = tempfile.mkstemp(suffix=suffix, dir=dir, text=True)

        if content is not None:
            stream = os.fdopen(fd, "w")
            stream.write(content)
            stream.flush()
            os.fsync(stream.fileno())

            try:
                os.close(stream.fileno())
            except (IOError, OSError):
                pass
        else:
            try:
                os.close(fd)
            except (IOError, OSError):
                pass

        # self.addCleanup(self._closefd, fd)
        return path


[docs]    def create_directory(self, count=10):
        directory = tempfile.mkdtemp()
        self.addCleanup(
            remove_directory, directory, retry_on_exit=True, raise_=False)

        files = []
        for _ in range(count):
            files.append(self.create_file(dir=directory))

        return directory, files




[docs]class BaseRequestTestCase(TestCase):
    HTTP_SCHEME = read_env("PYFARM_AGENT_TEST_HTTP_SCHEME", "http")
    DNS_HOSTNAME = config["agent_unittest"]["dns_test_hostname"]
    TEST_URL = config[
        "agent_unittest"]["client_api_test_url_%s" % HTTP_SCHEME]
    REDIRECT_TARGET = config["agent_unittest"]["client_redirect_target"]

    # DNS working?
    try:
        socket.gethostbyname(DNS_HOSTNAME)
    except socket.gaierror:
        RESOLVED_DNS_NAME = False
    else:
        RESOLVED_DNS_NAME = True

    # Basic http request working?
    try:
        urlopen(TEST_URL)
    except IOError:
        HTTP_REQUEST_SUCCESS = False
    else:
        HTTP_REQUEST_SUCCESS = True

[docs]    def setUp(self):
        if not self.RESOLVED_DNS_NAME:
            self.skipTest("Could not resolve hostname %s" % self.DNS_HOSTNAME)

        if not self.HTTP_REQUEST_SUCCESS:
            self.skipTest(
                "Failed to send an http request to %s" % self.TEST_URL)




[docs]class BaseHTTPTestCase(TestCase):
    URI = NotImplemented
    CLASS = NotImplemented
    CLASS_FACTORY = NotImplemented
    CONTENT_TYPES = NotImplemented

    # Only run the real _run if we're inside a child
    # class.
    def _run(self, methodName, result):
        if self.CLASS is NotImplemented:
            return succeed(True)

        if self.CLASS is not NotImplemented and self.URI is NotImplemented:
            self.fail("URI not set")

        self.assertIsInstance(self.CONTENT_TYPES, list, "CONTENT_TYPES not set")
        return super(BaseHTTPTestCase, self)._run(methodName, result)

[docs]    def setUp(self):
        super(BaseHTTPTestCase, self).setUp()
        self.agent = config["agent"] = FakeAgent()
        self.assertIsNotNone(self.CLASS, "CLASS not set")


[docs]    def instance_class(self):
        if self.CLASS_FACTORY is not NotImplemented:
            return self.CLASS_FACTORY()
        else:
            return self.CLASS()


[docs]    def test_instance(self):
        self.instance_class()


[docs]    def test_leaf(self):
        if self.URI.endswith("/"):
            self.assertTrue(self.CLASS.isLeaf)
        else:
            self.assertFalse(self.CLASS.isLeaf)


[docs]    def test_implements_methods(self):
        instance = self.instance_class()
        for method_name in instance.methods:
            if method_name == "head":
                continue

            self.assertTrue(
                hasattr(instance, method_name),
                "%s does not have method %s" % (self.CLASS, method_name))
            self.assertTrue(callable(getattr(instance, method_name)))


[docs]    def test_content_types(self):
        self.assertIsInstance(self.CLASS.CONTENT_TYPES, set)
        for content_type in self.CONTENT_TYPES:
            self.assertIn(content_type, self.CLASS.CONTENT_TYPES,
                          "missing content type %s" % content_type)


[docs]    def test_methods_exist_for_schema(self):
        self.assertIsInstance(self.CLASS.SCHEMAS, dict)
        instance = self.instance_class()
        methods = set(method.upper() for method in instance.methods)
        for method, schema in self.CLASS.SCHEMAS.items():
            self.assertIsInstance(schema, Schema)
            self.assertEqual(
                method.upper(), method,
                "method name in schema must be upper case")
            self.assertNotEqual(method, "GET", "cannot have schema for GET")
            self.assertIn(method, methods)


[docs]    def test_missing_schemas(self):
        missing_schemas = []
        for method in self.CLASS.LOAD_DATA_FOR_METHODS:
            if method not in self.CLASS.SCHEMAS:
                missing_schemas.append(method)

        if missing_schemas:
            self.skipTest(
                "WARNING: Missing schema(s) for %s"
                % ", ".join(missing_schemas))




[docs]class BaseAPITestCase(BaseHTTPTestCase):
    CONTENT_TYPES = ["application/json"]

[docs]    def setUp(self):
        super(BaseAPITestCase, self).setUp()
        self.assertIsNotNone(self.URI, "URI not set")
        self.get = partial(FakeRequest, self, "GET", self.URI)
        self.post = partial(FakeRequest, self, "POST", self.URI)
        self.put = partial(FakeRequest, self, "PUT", self.URI)


[docs]    def test_parent(self):
        self.assertIsInstance(self.instance_class(), APIResource)




[docs]class BaseHTMLTestCase(BaseHTTPTestCase):
    CONTENT_TYPES = ["text/html", "application/json"]

[docs]    def setUp(self):
        super(BaseHTMLTestCase, self).setUp()
        self.get = partial(FakeRequest, self, "GET")
        self.post = partial(FakeRequest, self, "POST")
        self.put = partial(FakeRequest, self, "PUT")


[docs]    def test_template_set(self):
        self.assertIsNot(self.CLASS.TEMPLATE, NotImplemented)


[docs]    def test_template_loaded(self):
        instance = self.instance_class()
        template = instance.template
        self.assertIsInstance(template, DeferredTemplate)
        self.assertEqual(basename(template.filename), self.CLASS.TEMPLATE)
        self.assertTrue(isfile(template.filename))
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  Source code for pyfarm.agent.sysinfo.user

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
User
----

Returns information about the current user such as the user name, admin
access, or other related information.
"""

import os
import ctypes


# Linux/mac
try:
    import pwd
except ImportError:  # pragma: no cover
    pwd = NotImplemented

# Windows
try:  # pragma: no cover
    import win32api
    from win32com.shell import shell
except ImportError:  # pragma: no cover
    win32api = NotImplemented

# Shouldn't generally need this, but just in case someone
# has a broken setup we should try
try:
    import getpass
except ImportError:  # pragma: no cover
    getpass = NotImplemented

try:
    from os import getuid
except ImportError:  # pragma: no cover
    getuid = NotImplemented


from pyfarm.agent.sysinfo.system import operating_system
from pyfarm.core.enums import WINDOWS


[docs]def username():
    """
    Returns the current user name using the most native api
    we can import. On Linux for example this will use the :mod:`pwd`
    module but on Windows we try to use :mod:`win32api`.
    """
    if pwd is not NotImplemented:
        return pwd.getpwuid(os.getuid())[0]
    elif win32api is not NotImplemented:  # pragma: no cover
        return win32api.GetUserName()
    elif getpass is not NotImplemented:  # pragma: no cover
        return getpass.getuser()
    else:
        raise NotImplementedError("neither `getpass` or `pwd` were imported")



[docs]def is_administrator():
    """
    Return True if the current user is root (Linux) or running as an
    Administrator (Windows).
    """
    if getuid is not NotImplemented:
        return getuid() == 0
    elif win32api is not NotImplemented:  # pragma: no cover
        return shell.IsUserAnAdmin()
    elif win32api is NotImplemented and WINDOWS:  # pragma: no cover
        return ctypes.windll.shell32.IsUserAnAdmin() != 0
    else:
        raise NotImplementedError(
            "`is_administrator` is not implemented for %s" % operating_system())






          

      

      

    


    
        © Copyright 2014, Oliver Palmer, Guido Winkelmann.
      Created using Sphinx 1.2.2.
    

  

_modules/pyfarm/agent/sysinfo/cpu.html


    
      Navigation


      
        		
          index


        		
          routing table |


        		
          modules |


        		pyfarm.agent 0.8.3 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for pyfarm.agent.sysinfo.cpu

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
CPU
---

Contains information about the cpu and its relation to the operating
system such as load, processing times, etc.
"""

from __future__ import division

import platform
from ctypes import cdll, create_string_buffer, byref, c_uint
from ctypes.util import find_library

import psutil

from pyfarm.core.enums import WINDOWS, LINUX, MAC
from pyfarm.agent.logger import getLogger

try:
    from wmi import WMI
except ImportError:  # pragma: no cover
    WMI = NotImplemented

try:
    LIBC = cdll.LoadLibrary(find_library("c"))
except OSError:  # pragma: no cover
    LIBC = NotImplemented

logger = getLogger("agent.cpu")


[docs]def cpu_name():
    """
    Returns the full name of the CPU installed in the system.
    """
    if WINDOWS:
        wmi = WMI()
        processor = wmi.Win32_Processor()[0]
        return processor.name

    elif LINUX:
        with open("/proc/cpuinfo", "r") as cpuinfo:
            for line in cpuinfo:
                if line.startswith("model name"):
                    return line.split(":", 1)[1].strip()

    elif MAC:
        # Try a couple of different sysctl names.  On platforms
        # such as OS X the first entry will work.  On all platforms
        # the second name should work in every other case.  For some
        # systems the second entry will in fact contain information about the
        # processor but in others it could just be something generic like
        # "MacBookPro".
        for ctlname in ("machdep.cpu.brand_string", "hw.model"):
            uint = c_uint(0)
            result = LIBC.sysctlbyname(ctlname, None, byref(uint), None, 0)

            if result != 0:
                logger.warning(
                    "sysctlbyname(%s) failed, result was %s", ctlname, result)
                continue

            string_buffer = create_string_buffer(uint.value)
            result = LIBC.sysctlbyname(
                ctlname, string_buffer, byref(uint), None, 0)

            if result != 0:
                logger.warning(
                    "sysctlbyname(%s) failed, result was %s", ctlname, result)
                continue

            return string_buffer.value

        else:
            logger.error(
                "sysctlbyname() failed to return a non-zero result.  Falling "
                "back on platform.processor()")

    return platform.processor()



[docs]def total_cpus(logical=True):
    """
    Returns the total number of cpus installed on the system.

    :param bool logical:
        If True the return the number of cores the system has.  Setting
        this value to False will instead return the number of physical
        cpus present on the system.
    """
    return psutil.cpu_count(logical=logical)



[docs]def load(interval=1):
    """
    Returns the load across all cpus value from zero to one.  A value
    of 1.0 means the average load across all cpus is 100%.
    """
    return psutil.cpu_percent(interval) / total_cpus()



[docs]def user_time():
    """
    Returns the amount of time spent by the cpu in user
    space
    """
    return psutil.cpu_times().user



[docs]def system_time():
    """
    Returns the amount of time spent by the cpu in system
    space
    """
    return psutil.cpu_times().system



[docs]def idle_time():
    """
    Returns the amount of time spent by the cpu in idle
    space
    """
    return psutil.cpu_times().idle



[docs]def iowait():
    """
    Returns the amount of time spent by the cpu waiting
    on io

    .. note::
        on platforms other than linux this will return None
    """
    try:
        cpu_times = psutil.cpu_times()
        if hasattr(cpu_times, "iowait"):
            return psutil.cpu_times().iowait
    except AttributeError:  # pragma: no cover
        return None
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  Source code for pyfarm.agent.sysinfo.graphics

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Graphics
--------

Contains information about the installed graphics cards
"""

from itertools import izip
from subprocess import Popen, PIPE

try:
    from xml.etree.cElementTree import ElementTree
except ImportError:  # pragma: no cover
    from xml.etree.ElementTree import ElementTree

try:
    from wmi import WMI
except ImportError:  # pragma: no cover
    WMI = NotImplemented

from pyfarm.core.enums import WINDOWS, LINUX, MAC
from pyfarm.agent.logger import getLogger
from pyfarm.agent.config import config

logger = getLogger("agent.sysinfo.gpu")


[docs]class GPULookupError(Exception):
    def __init__(self, value):
        self.value = value

    def __str__(self):
        return repr(self.value)



[docs]def graphics_cards():
    """
    Returns a list of the full names of GPUs installed in this system
    """
    if WINDOWS:
        wmi = WMI()
        gpus = wmi.Win32_VideoController.query()
        gpu_names = [x.name for x in gpus]
        return gpu_names

    elif LINUX:
        gpu_names = []
        for lspci_command in config["sysinfo_command_lspci"]:
            try:
                lspci_pipe = Popen(lspci_command.split(" "), stdout=PIPE)

                for line in lspci_pipe.stdout:
                    if "VGA compatible controller:" in line:
                        gpu_names.append(line.split(":", 2)[2].strip())
                break

            except (ValueError, OSError) as e:
                logger.debug("Failed to call %r", lspci_command)
                continue

        else:
            logger.warning("Could not run lspci to find graphics card data. "
                           "Consider installing pci-utils.")
            raise GPULookupError("Failed to locate the lspci command")

        return gpu_names

    elif MAC:
        try:
            profiler_pipe = Popen(
                ["system_profiler", "-xml", "SPDisplaysDataType"], stdout=PIPE)
        except (ValueError, OSError) as e:
            logger.warning("Could not run system_profiler to find graphics "
                           "card data. Error was %r.", e)
            raise GPULookupError("Failed to execute `system_profiler`")

        gpu_names = []
        tree = ElementTree()
        root = tree.parse(profiler_pipe.stdout)

        for element in root.findall("array/dict/array/dict"):
            iter_element = iter(element)
            for key, string in izip(iter_element, iter_element):
                if key.text == "sppci_model":
                    gpu_names.append(string.text)

        return gpu_names
    else:
        raise GPULookupError("Don't know how to look up gpus on this platform.")
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  Source code for pyfarm.agent.sysinfo.network

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Network
-------

Returns information about the network including ip address, dns, data
sent/received, and some error information.

:const IP_PRIVATE:
    set of private class A, B, and C network ranges

    .. seealso::
        :rfc:`1918`

:const IP_NONNETWORK:
    set of non-network address ranges including all of the
    above constants except the :const:`IP_PRIVATE`
"""

import socket

import netifaces
from netaddr import IPSet, IPNetwork, IPAddress

from pyfarm.agent.logger import getLogger

logger = getLogger("agent.dns")

IP_PRIVATE = IPSet([
    IPNetwork("10.0.0.0/8"),
    IPNetwork("172.16.0.0/12"),
    IPNetwork("192.168.0.0/16")])
IP_NONNETWORK = IPSet([
    IPNetwork("0.0.0.0/8"),         # special use
    IPNetwork("169.254.0.0/16"),    # link local
    IPNetwork("127.0.0.0/8"),       # loopback
    IPNetwork("224.0.0.0/4"),       # multicast
    IPNetwork("255.255.255.255")])  # broadcast


[docs]def mac_addresses(long_addresses=False, as_integers=False):
    """
    Returns a tuple of all mac addresses on the system.

    :param bool long_addresses:
        Some adapters will specify a mac address which is longer
        than the standard value of six pairs.  Setting this value
        to True will allow these to be displayed.

    :param bool as_integers:
        When ``True`` convert all mac addresses to integers.
    """
    results = set()
    for ifaces in map(netifaces.ifaddresses, netifaces.interfaces()):
        for entry in ifaces.get(netifaces.AF_LINK, []):
            mac = entry.get("addr", "")

            if all([mac, not long_addresses, len(mac) == 17]) \
               or all([long_addresses, mac, len(mac) >= 17]):
                mac_as_int = int("0x" + mac.replace(":", ""), 0)
                if mac_as_int != 0:
                    if as_integers:
                        results.add(mac_as_int)
                    else:
                        results.add(mac)

    return tuple(results)



[docs]def hostname(trust_name_from_ips=True):
    """
    Returns the hostname which the agent should send to the master.

    :param bool trust_resolved_name:
        If True and all addresses provided by :func:`addresses` resolve
        to a single hostname then just return that name as it's the most
        likely hostname to be accessible by the rest of the network.
    """
    logger.debug("Attempting to discover the hostname")

    # For every address retrieve the hostname we can resolve it
    # to.  We'll use this set later to compare again what the system
    # is telling is the hostname should be.
    reverse_hostnames = set()
    ip_addresses = addresses()
    for address in ip_addresses:
        try:
            dns_name, aliases, dns_addresses = socket.gethostbyaddr(address)

        except socket.herror:  # pragma: no cover
            logger.warning(
                "Could not resolve %s to a hostname using DNS.", address)
        else:
            if address in dns_addresses:
                reverse_hostnames.add(dns_name)
                logger.debug(
                    "Lookup of %s resolved to %s", address, dns_name)

    # If all the addresses we know about map to a single
    # hostname then just return that instead of continuing
    # on.  We do this because the DNS system should know better
    # than the local system will what the fully qualified
    # hostname would be.  This is especially true on some
    # platforms where the local DNS implementation seems to
    # produce the wrong information when resolving the local
    # hostname.
    if len(reverse_hostnames) == 1 and trust_name_from_ips:
        return reverse_hostnames.pop()

    if not reverse_hostnames:
        logger.warning(
            "DNS failed to resolve %s to hostnames", ip_addresses)

    local_hostname = socket.gethostname()
    local_fqdn_query = socket.getfqdn()

    if local_fqdn_query in reverse_hostnames:  # pragma: no cover
        name = local_fqdn_query

    elif local_hostname in reverse_hostnames:  # pragma: no cover
        name = local_hostname

    else:
        # If neither local_hostname or local_fqdn_query seemed
        # to map to a known hostname from an IP address then
        # get the FQDN of the locally provided hostname as
        # a fallback.
        name = socket.getfqdn(local_hostname)

    if name.startswith("localhost"):
        logger.warning("Hostname resolved to or contains 'localhost'")

    if name.endswith(".local"):
        logger.warning(
            "Operating system '.local' to hostname.  In some cases, most "
            "often on OS X, this may cause unexpected problems reaching this "
            "host by name on the network.  Manually setting the hostname "
            "with --hostname may be advisable.")

    return name



[docs]def addresses(private_only=True):
    """Returns a tuple of all non-local ip addresses."""
    results = set()

    for interface in netifaces.interfaces():
        addrinfo = netifaces.ifaddresses(interface)
        for address in addrinfo.get(socket.AF_INET, []):
            addr = address.get("addr")

            if addr is not None:
                # Make sure that what we're getting out of
                # netifaces is something we can use.
                try:
                    ip = IPAddress(addr)
                except ValueError:  # pragma: no cover
                    logger.error(
                        "Could not convert %s to a valid IP object" % addr)
                else:
                    if ip in IP_PRIVATE or not private_only:
                        results.add(addr)

    if not addresses:  # pragma: no cover
        logger.error("No addresses could be found")

    return tuple(results)



[docs]def interfaces():
    """Returns the names of all valid network interface names"""
    results = set()

    for name in netifaces.interfaces():
        # only add network interfaces which have IPv4
        addresses = netifaces.ifaddresses(name)

        if socket.AF_INET not in addresses:  # pragma: no cover
            continue

        if any(addr.get("addr") for addr in addresses[socket.AF_INET]):
            results.add(name)

    if not results:  # pragma: no cover
        logger.warning("Failed to find any interfaces")

    return tuple(results)
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  Source code for pyfarm.agent.http.system

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import time
from datetime import timedelta

try:
    from httplib import OK
except ImportError:  # pragma: no cover
    from http.client import OK

import psutil
from twisted.web.server import NOT_DONE_YET
from pyfarm.core.enums import AgentState
from pyfarm.agent.config import config
from pyfarm.agent.http.core.resource import Resource
from pyfarm.agent.sysinfo import cpu, memory


[docs]def mb(value):
    if isinstance(value, float):
        value = int(value)
    return str(value) + "MB"



[docs]def seconds(value):
    if value is not None:
        return "%.2f seconds" % value



[docs]class Index(Resource):
    """serves request for the root, '/', target"""
    TEMPLATE = "index.html"

[docs]    def get(self, **kwargs):
        request = kwargs["request"]

        # write out the results from the template back
        # to the original request
        def cb(content):
            request.write(content)
            request.setResponseCode(OK)
            request.finish()

        # convert the state integer to a string
        for key, value in AgentState._asdict().iteritems():
            if config["state"] == value:
                state = key.title()
                break
        else:  # pragma: no cover
            raise KeyError("failed to find state")

        ram_allocated = int((memory.used_ram() / float(config["agent_ram"])) * 100)

        if ram_allocated >= 100:  # pragma: no cover
            ram_css = "danger"
        elif ram_allocated >= 75:  # pragma: no cover
            ram_css = "warning"
        elif ram_allocated >= 50:  # pragma: no cover
            ram_css = "info"
        else:
            ram_css = None

        memory_info = [
            ("RAM Used",
                "%.2f%% (%s of %s)" % (
                    ram_allocated,
                    memory.used_ram(),
                    mb((config["agent_ram"]))), ram_css),
            ("System RAM", memory.total_ram(), None),
            ("System RAM (reported)", mb(config["agent_ram"]), None),
            ("Agent RAM Usage", memory.process_memory(), None)]

        network_info = [
            ("Hostname", config["agent_hostname"]),
            ("Agent Port", config["agent_api_port"]),
            ("Master API", config["master_api"])]

        cpu_info = [
            ("CPUs", cpu.total_cpus()),
            ("CPUs (reported)", config["agent_cpus"]),
            ("System Time", seconds(cpu.system_time())),
            ("User Time", seconds(cpu.user_time())),
            ("Idle Time", seconds(cpu.idle_time())),
            ("IO Wait", seconds(cpu.iowait()) or "Not Supported")]

        agent_id = config["agent_id"] if "agent_id" in config else None

        miscellaneous = [
            ("Database ID", agent_id),
            ("Logged On User(s)",
             ", ".join(sorted(set(user.name for user in psutil.get_users())))),
            ("Host Uptime",
             str(timedelta(seconds=time.time() - psutil.boot_time()))),
            ("Agent Uptime",
             str(timedelta(seconds=time.time() - config["start"])))]

        deferred = self.template.render(
            memory_info=memory_info,
            network_info=network_info,
            cpu_info=cpu_info,
            miscellaneous=miscellaneous)
        deferred.addCallback(cb)

        return NOT_DONE_YET


# TODO: form submission
# TODO: make 'port' field editable (requires restart)
# TODO: add callbacks for any field that needs to update the db


[docs]class Configuration(Resource):
    TEMPLATE = "configuration.html"

    # fields which nobody can see
    HIDDEN_FIELDS = (
        "agent", "agent_pretty_json")

    # fields that a user can edit
    EDITABLE_FIELDS = (
        "agent_cpus", "agent_hostname",
        "master_api", "master", "agent_ram_check_interval", "agent_ram",
        "agent_ram_report_delta", "agent_time_offset", "state",
        "agent_http_retry_delay_factor", "agent_http_retry_delay_offset")

[docs]    def get(self, **kwargs):
        request = kwargs["request"]

        # write out the results from the template back
        # to the original request
        def cb(content):
            request.write(content)
            request.setResponseCode(OK)
            request.finish()

        editable_fields = []
        non_editable_fields = []
        for key, value in sorted(config.items()):
            if key in self.HIDDEN_FIELDS:
                pass
            elif key in self.EDITABLE_FIELDS:
                editable_fields.append((key, value))
            else:
                non_editable_fields.append((key, value))

        deferred = self.template.render(
            non_editable_fields=non_editable_fields,
            editable_fields=editable_fields)
        deferred.addCallback(cb)

        return NOT_DONE_YET
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  Source code for pyfarm.agent.sysinfo.memory

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Memory
------

Provides information about memory including swap usage, system memory usage,
and general capacity information.
"""

import psutil
from pyfarm.core.utility import convert


[docs]def used_ram():
    """Amount of physical memory currently in use by applications"""
    return total_ram() - free_ram()



[docs]def free_ram():
    """Amount of physical memory free for application use"""
    return int(convert.bytetomb(psutil.virtual_memory().available))



[docs]def total_ram():
    """Total physical memory installed on the system"""
    return int(convert.bytetomb(psutil.virtual_memory().total))



[docs]def process_memory():
    """Total amount of memory in use by this process"""
    process = psutil.Process()
    return int(convert.bytetomb(process.memory_info().rss))



[docs]def total_consumption():
    """
    Total amount of memory consumed by this process and any
    child process spawned by the parent process.  This includes
    any grandchild processes.
    """
    parent = psutil.Process()
    total = parent.memory_info().rss

    for child_process in parent.children(recursive=True):
        try:
            total += child_process.memory_info().rss

        # Catch possible race condition
        except psutil.NoSuchProcess:  # pragma: no cover
            pass

    return int(convert.bytetomb(total))






          

      

      

    


    
        © Copyright 2014, Oliver Palmer, Guido Winkelmann.
      Created using Sphinx 1.2.2.
    

  

_modules/pyfarm/agent/sysinfo/system.html


    
      Navigation


      
        		
          index


        		
          routing table |


        		
          modules |


        		pyfarm.agent 0.8.3 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for pyfarm.agent.sysinfo.system

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
System
------

Information about the operating system including type, filesystem information,
and other relevant information.  This module may also contain os specific
information such as the Linux distribution, Windows version, bitness, etc.
"""

import os
import platform
import sys
import time
import tempfile
import uuid
from os.path import isfile

import psutil

from pyfarm.agent.logger import getLogger
from pyfarm.agent.utility import remove_file

logger = getLogger("agent.sysinfo")

# Determine if file system is case sensitive
try:
    _filesystem_is_case_sensitive
except NameError:  # pragma: no cover
    fd, path = tempfile.mkstemp()
    _filesystem_is_case_sensitive = \
        not all(map(isfile, [path, path.lower(), path.upper()]))

    try:
        os.close(fd)
    except OSError:  # pragma: no cover
        pass

    remove_file(path, retry_on_exit=True, raise_=False)
    del fd, path

# Determine if environment is case sensitive
try:
    _environment_is_case_sensitive
except NameError:  # pragma: no cover
    envvar_lower = "PYFARM_CHECK_ENV_CASE_" + uuid.uuid4().hex
    envvar_upper = envvar_lower.upper()

    # populate environment then compare the difference
    os.environ.update({envvar_lower: "0", envvar_upper: "1"})
    _environment_is_case_sensitive = \
        os.environ[envvar_lower] != os.environ[envvar_upper]

    # remove the envvars we just made
    for envvar in (envvar_lower, envvar_upper):
        os.environ.pop(envvar, None)

    del envvar, envvar_lower, envvar_upper


[docs]def filesystem_is_case_sensitive():  # pragma: no cover
    """returns True if the file system is case sensitive"""
    return _filesystem_is_case_sensitive



[docs]def environment_is_case_sensitive():
    """returns True if the environment is case sensitive"""
    return _environment_is_case_sensitive



[docs]def machine_architecture(arch=platform.machine().lower()):
    """returns the architecture of the host itself"""
    if arch in ("amd64", "x86_64", "ia64") or "wow64" in arch:
        return 64

    elif arch in ("i386", "i686", "x86"):
        return 32

    elif not arch:
        raise NotImplementedError(
            "Cannot handle `arch` being unpopulated.")

    else:
        raise NotImplementedError(
            "Don't know how to handle a machine architecture %s" % repr(arch))


# Don't collect coverage because it's using the internal Python
# implementation which varies between platforms.

[docs]def interpreter_architecture():  # pragma: no cover
    """returns the architecture of the interpreter itself (32 or 64)"""
    if hasattr(sys, "maxsize"):
        if sys.maxsize > 2**32:
            return 64
        else:
            return 32
    else:
        # Python < 2.6, not as accurate as the above
        if platform.architecture()[0] == "64bits":
            return 64
        else:
            return 32



[docs]def uptime():
    """
    Returns the amount of time the system has been running in
    seconds.
    """
    return time.time() - psutil.boot_time()



[docs]def operating_system(plat=sys.platform):
    """
    Returns the operating system for the given platform.  Please
    note that while you can call this function directly you're more
    likely better off using values in :mod:`pyfarm.core.enums` instead.
    """
    if plat.startswith("linux"):
        return "linux"
    elif plat.startswith("win"):
        return "windows"
    elif plat.startswith("darwin"):
        return "mac"
    else:
        logger.warning("unknown operating system: %r", plat)
        return "other"
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  Source code for pyfarm.agent.http.core.client

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
HTTP Client
===========

The client library the manager uses to communicate with
the master server.
"""

import os
import json
from collections import namedtuple
from functools import partial
from random import random
from urlparse import urlparse
from uuid import UUID, uuid4

try:
    from httplib import (
        responses, INTERNAL_SERVER_ERROR, BAD_REQUEST, MULTIPLE_CHOICES
    )

except ImportError:  # pragma: no cover
    from http.client import (
        responses, INTERNAL_SERVER_ERROR, BAD_REQUEST, MULTIPLE_CHOICES
    )

try:
    from UserDict import UserDict
except ImportError:  # pragma: no cover
    from collections import UserDict

try:
    import ssl
except ImportError:  # pragma: no cover
    ssl = NotImplemented

try:
    import PyOpenSSL
except ImportError:  # pragma: no cover
    PyOpenSSL = NotImplemented


try:
    import service_identity
except ImportError:  # pragma: no cover
    service_identity = NotImplemented

import treq
try:
    from treq.response import _Response as TQResponse
except ImportError:  # pragma: no cover
    TQResponse = NotImplemented

from twisted.internet.defer import Deferred
from twisted.internet.protocol import Protocol, connectionDone
from twisted.python import log
from twisted.python.failure import Failure
from twisted.web.client import (
    Response as TWResponse, GzipDecoder as TWGzipDecoder, ResponseDone)

from pyfarm.core.enums import STRING_TYPES, NOTSET, INTEGER_TYPES
from pyfarm.core.utility import ImmutableDict
from pyfarm.agent.config import config
from pyfarm.agent.logger import getLogger
from pyfarm.agent.utility import quote_url, json_safe

logger = getLogger("agent.http.client")

# response classes which are allowed to the `response` argument
# to Response.__init__
if TQResponse is not NotImplemented:
    RESPONSE_CLASSES = (TWResponse, TWGzipDecoder, TQResponse)
else:  # pragma: no cover
    RESPONSE_CLASSES = (TWResponse, TWGzipDecoder)

USERAGENT = "PyFarm/1.0 (agent)"
DELAY_NUMBER_TYPES = tuple(list(INTEGER_TYPES) + [float])
HTTP_METHODS = frozenset(("HEAD", "GET", "POST", "PUT", "PATCH", "DELETE"))
HTTP_SCHEMES = frozenset(("http", "https"))


[docs]class HTTPLog(object):
    """
    Provides a wrapper around the http logger so requests
    and responses can be logged in a standardized fashion.
    """
    @staticmethod
[docs]    def queue(method, url, uid=None):
        """Logs the request we're asking treq to queue"""
        assert isinstance(uid, UUID)
        logger.debug("Queue %s %s (uid: %s)", method, url, uid.hex[20:])


    @staticmethod
[docs]    def response(response, uid=None):
        """Logs the return code of a request that treq completed"""
        assert isinstance(response, TQResponse)
        assert isinstance(uid, UUID)

        message = "%s %s %s %s (uid: %s)"
        args = (
            response.code, responses.get(response.code, "UNKNOWN"),
            response.request.method, response.request.absoluteURI,
            uid.hex[20:]
        )

        if (response.code >= INTERNAL_SERVER_ERROR
                or response.code >= BAD_REQUEST):
            logger.error(message, *args)

        else:
            logger.info(message, *args)

        # Return so response can be handled by another callback
        return response


    @staticmethod
[docs]    def error(failure, uid=None, method=None, url=None):
        """
        Called when the treq request experiences an error and
        calls the ``errback`` method.
        """
        assert isinstance(uid, UUID)
        assert isinstance(failure, Failure)
        logger.error(
            "%s %s has failed (uid: %s):%s%s",
            method, url, uid.hex[20:], os.linesep, failure.getTraceback()
        )

        # Reraise the error so other code can handle the error
        raise failure




[docs]def build_url(url, params=None):
    """
    Builds the full url when provided the base ``url`` and some
    url parameters:

    >>> build_url("/foobar", {"first": "foo", "second": "bar"})
    '/foobar?first=foo&second=bar'
    >>> build_url("/foobar bar/")
    ''/foobar%20bar/'

    :param str url:
        The url to build off of.

    :param dict params:
        A dictionary of parameters that should be added on to ``url``.  If
        this value is not provided ``url`` will be returned by itself.
        Arguments to a url are unordered by default however they will be
        sorted alphabetically so the results are repeatable from call to call.
    """
    assert isinstance(url, STRING_TYPES)

    # append url arguments
    if isinstance(params, (dict, ImmutableDict, UserDict)) and params:
        url += "?" + "&".join([
            "%s=%s" % (key, value)for key, value in sorted(params.items())])

    return quote_url(url)



[docs]def http_retry_delay(offset=None, factor=None, rand=None):
    """
    Returns a floating point value that can be used to delay
    an http request.  The main purpose of this is to ensure that not all
    requests are run with the same interval between them.

    The basic formula for the retry delay is:

    .. code:: python

        offset * (random() * factor)


    :type factor: int or float
    :param factor:
        The factor to multiply the output from :func:`random` by.

        This defaults to the ``agent_http_retry_delay_factor`` configuration
        variable.

    :param offset:
        The initial offset to start the calculation at.

        This defaults to the ``agent_http_retry_delay_offset`` configuration
        variable.

    :param rand:
        A callable to determine randomness, defaulting to :func:`random`.  This
        is mainly used for testing purposes.
    """
    if factor is None:
        factor = config["agent_http_retry_delay_factor"]

    if offset is None:
        offset = config["agent_http_retry_delay_offset"]

    if rand is None:
        rand = random

    assert isinstance(factor, DELAY_NUMBER_TYPES)
    assert isinstance(offset, DELAY_NUMBER_TYPES)

    return offset + (rand() * factor)



[docs]class Request(namedtuple("Request", ("method", "url", "kwargs"))):
    """
    Contains all the information used to perform a request such as the
    ``method``, ``url``, and original keyword arguments (``kwargs``).  These
    values contain the basic information necessary in order to :meth:`retry`
    a request.
    """
[docs]    def retry(self, **kwargs):
        """
        When called this will rerun the original request with all
        of the original arguments to :func:`request`

        :param kwargs:
            Additional keyword arguments which should override the original
            keyword argument(s).
        """
        # first take the original keyword arguments
        # and provide overrides
        request_kwargs = self.kwargs.copy()
        request_kwargs.update(kwargs)

        # log and retry the request
        debug_kwargs = request_kwargs.copy()
        url = build_url(self.url, debug_kwargs.pop("params", None))
        logger.debug(
            "Retrying %s %s, kwargs: %r", self.method, url, debug_kwargs)
        return request(self.method, self.url, **request_kwargs)




[docs]class Response(Protocol):
    """
    This class receives the incoming response body from a request
    constructs some convenience methods and attributes around the data.

    :param Deferred deferred:
        The deferred object which contains the target callback
        and errback.

    :param response:
        The initial response object which will be passed along
        to the target deferred.

    :param Request request:
        Named tuple object containing the method name, url, headers, and data.
    """
    def __init__(self, deferred, response, request):
        assert isinstance(deferred, Deferred)
        assert isinstance(response, RESPONSE_CLASSES)
        assert isinstance(request, Request)

        # internal attributes
        self._done = False
        self._body = ""
        self._deferred = deferred

        # main public attributes
        self.request = request
        self.response = response

        # convenience attributes constructed
        # from the public attributes
        self.method = self.request.method
        self.url = self.request.url
        self.code = self.response.code
        self.content_type = None

        # consume the response headers
        self.headers = {}
        for header_key, header_value in response.headers.getAllRawHeaders():
            if len(header_value) == 1:
                header_value = header_value[0]
            self.headers[header_key] = header_value

        # determine the content type
        if "Content-Type" in self.headers:
            self.content_type = self.headers["Content-Type"]

[docs]    def data(self):
        """
        Returns the data currently contained in the buffer.

        :raises RuntimeError:
            Raised if this method id called before all data
            has been received.
        """
        if not self._done:
            raise RuntimeError("Response not yet received.")
        return self._body


[docs]    def json(self, loader=json.loads):
        """
        Returns the json data from the incoming request

        :raises RuntimeError:
            Raised if this method id called before all data
            has been received.

        :raises ValueError:
            Raised if the content type for this request is not
            application/json.
        """
        if not self._done:
            raise RuntimeError("Response not yet received.")
        elif self.content_type != "application/json":
            raise ValueError("Not an application/json response.")
        else:
            return loader(self._body)


[docs]    def dataReceived(self, data):
        """
        Overrides :meth:`.Protocol.dataReceived` and appends data
        to ``_body``.
        """
        self._body += data


[docs]    def connectionLost(self, reason=connectionDone):
        """
        Overrides :meth:`.Protocol.connectionLost` and sets the ``_done``
        when complete.  When called with :class:`.ResponseDone` for ``reason``
        this method will call the callback on ``_deferred``
        """
        if reason.type is ResponseDone:
            self._done = True
            url = build_url(self.request.url, self.request.kwargs.get("params"))
            code_text = responses.get(self.code, "UNKNOWN")
            logger.debug(
                "%s %s %s %s, body: %s",
                self.code, code_text, self.request.method, url, self._body)
            self._deferred.callback(self)
        else:
            self._deferred.errback(reason)




[docs]def request(method, url, **kwargs):
    """
    Wrapper around :func:`treq.request` with some added arguments
    and validation.

    :param str method:
        The HTTP method to use when making the request.

    :param str url:
        The url this request will be made to.

    :type data: str, list, tuple, set, dict
    :keyword data:
        The data to send along with some types of requests
        such as ``POST`` or ``PUT``

    :keyword dict headers:
        The headers to send along with the request to
        ``url``.  Currently only single values per header
        are supported.

    :keyword function callback:
        The function to deliver an instance of :class:`Response`
        once we receive and unpack a response.

    :keyword function errback:
        The function to deliver an error message to.  By default
        this will use :func:`.log.err`.

    :keyword class response_class:
        The class to use to unpack the internal response.  This is mainly
        used by the unittests but could be used elsewhere to add some
        custom behavior to the unpack process for the incoming response.

    :raises NotImplementedError:
        Raised whenever a request is made of this function that we can't
        implement such as an invalid http scheme, request method or a problem
        constructing data to an api.
    """
    assert isinstance(url, STRING_TYPES)
    direct = kwargs.pop("direct", False)

    # We only support http[s]
    parsed_url = urlparse(url)
    if not parsed_url.hostname:
        raise NotImplementedError("No hostname present in url")

    if not parsed_url.path:
        raise NotImplementedError("No path provided in url")

    if not direct:
        original_request = Request(
            method=method, url=url, kwargs=ImmutableDict(kwargs.copy()))

    # Headers
    headers = kwargs.pop("headers", {})
    headers.setdefault("Content-Type", ["application/json"])
    headers.setdefault("User-Agent", [USERAGENT])

    # Twisted requires lists for header values
    for header, value in headers.items():
        if isinstance(value, STRING_TYPES):
            headers[header] = [value]

        elif isinstance(value, (list, tuple, set)):
            continue

        else:
            raise NotImplementedError(
                "Cannot handle header values with type %s" % type(value))

    # Handle request data
    data = kwargs.pop("data", NOTSET)
    if isinstance(data, dict):
        data = json_safe(data)

    if (data is not NOTSET and
            headers["Content-Type"] == ["application/json"]):
        data = json.dumps(data)

    elif data is not NOTSET:
        raise NotImplementedError(
            "Don't know how to dump data for %s" % headers["Content-Type"])

    # prepare keyword arguments
    kwargs.update(
        headers=headers,
        persistent=config["agent_http_persistent_connections"])

    if data is not NOTSET:
        kwargs.update(data=data)

    if direct:
        # We don't support these with direct request
        # types.
        assert "callback" not in kwargs
        assert "errback" not in kwargs
        assert "response_class" not in kwargs

        # Construct the request and attach some loggers
        # to callback/errback.
        uid = uuid4()
        treq_request = treq.request(method, url, **kwargs)
        treq_request.addCallback(HTTPLog.response, uid=uid)
        treq_request.addErrback(HTTPLog.error, uid=uid, method=method, url=url)
        return treq_request
    else:
        callback = kwargs.pop("callback", None)
        errback = kwargs.pop("errback", log.err)
        response_class = kwargs.pop("response_class", Response)

        # check assumptions for keywords
        assert callback is not None, "callback not provided"
        assert callable(callback) and callable(errback)
        assert data is NOTSET or \
               isinstance(data, tuple(list(STRING_TYPES) + [dict, list]))

        def unpack_response(response):
            deferred = Deferred()
            deferred.addCallback(callback)

            # Deliver the body onto an instance of the response
            # object along with the original request.  Finally
            # the request and response via an instance of `Response`
            # to the outer scope's callback function.
            response.deliverBody(
                response_class(deferred, response, original_request))

            return deferred

        debug_kwargs = kwargs.copy()
        debug_url = build_url(url, debug_kwargs.pop("params", None))
        logger.debug(
            "Queued %s %s, kwargs: %r", method, debug_url, debug_kwargs)

        try:
            deferred = treq.request(method, quote_url(url), **kwargs)
        except NotImplementedError:  # pragma: no cover
            logger.error(
                "Attempting to access a url over SSL but you don't have the "
                "proper libraries installed.  Please install the PyOpenSSL and "
                "service_identity Python packages.")
            raise

        deferred.addCallback(unpack_response)
        deferred.addErrback(errback)

        return deferred


# Old style requests.  These are in place so we can
# improve on the agent without having to rewrite
# everything at once.
# TODO: remove these once everything is converted to *_direct

head = partial(request, "HEAD")
get = partial(request, "GET")
post = partial(request, "POST")
put = partial(request, "PUT")
patch = partial(request, "PATCH")
delete = partial(request, "DELETE")

# New style requests which we can utilize on a case
# by case basis.
# TODO: rename these to the above functions once everything is using them
head_direct = partial(request, "HEAD", direct=True)
get_direct = partial(request, "GET", direct=True)
post_direct = partial(request, "POST", direct=True)
put_direct = partial(request, "PUT", direct=True)
patch_direct = partial(request, "PATCH", direct=True)
delete_direct = partial(request, "DELETE", direct=True)
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  Source code for pyfarm.agent.http.core.server

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
HTTP Server
-----------

HTTP server responsible for serving requests that
control or query the running agent.  This file produces
a service that the  :class:`pyfarm.agent.manager.service.ManagerServiceMaker`
class can consume on start.
"""

import re

try:
    from httplib import FORBIDDEN
except ImportError:  # pragma: no cover
    from http.client import FORBIDDEN

from os.path import exists

from twisted.web.server import Site as _Site, Request as _Request
from twisted.web.static import File
from twisted.web.error import Error

from pyfarm.core.enums import STRING_TYPES
from pyfarm.agent.utility import dumps


[docs]class RewriteRequest(_Request):
    """
    A custom implementation of :class:`._Request` that will allow us
    to modify an incoming request before it reaches the HTTP server..
    """
    REPLACE_REPEATED_DELIMITER = re.compile("/{2,}")

[docs]    def requestReceived(self, command, path, version):
        """
        Override the built in :meth:`._Request.requestReceived` so we
        can rewrite portions of the request, such as the url, before it's
        passed along to the internal server.
        """
        # before we give the path to Twisted, replace any
        # repeated `/`s with `/`
        if "//" in path:
            path = self.REPLACE_REPEATED_DELIMITER.sub("/", path)
        _Request.requestReceived(self, command, path, version)


[docs]    def write(self, data):
        """
        Override the built in :meth:`._Request.write` so that any data
        that's not a string will be dumped to json using :func:`.dumps`
        """
        if not isinstance(data, STRING_TYPES):
            data = dumps(data)

        _Request.write(self, data)




[docs]class Site(_Site):
    """
    Site object similar to Twisted's except it also carries along
    some of the internal agent data.
    """
    displayTracebacks = True
    requestFactory = RewriteRequest



[docs]class StaticPath(File):
    """
    More secure version of :class:`.File` that does not list
    directories.  In addition this will also sending along a
    response header asking clients to cache to data.
    """
    EXPIRES = 604800  # 7 days
    ALLOW_DIRECTORY_LISTING = False

    def __init__(self, *args, **kwargs):
        File.__init__(self, *args, **kwargs)

        if not exists(self.path):
            raise OSError("%s does not exist" % self.path)

[docs]    def render(self, request):
        """Overrides :meth:`.File.render` and sets the expires header"""
        request.responseHeaders.addRawHeader(
            "Cache-Control", "max-age=%s" % self.EXPIRES)
        return File.render(self, request)


[docs]    def directoryListing(self):
        """Override which ensures directories cannot be listed"""
        if not self.ALLOW_DIRECTORY_LISTING:
            raise Error(FORBIDDEN, "directory listing is not allowed")
        return File.directoryListing(self)
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  Source code for pyfarm.agent.http.core.resource

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Resource
--------

Base resources which can be used to build top leve
documents, pages, or other types of data for the web.
"""

from json import loads

try:
    from httplib import (
        responses, NOT_FOUND, BAD_REQUEST, UNSUPPORTED_MEDIA_TYPE,
        METHOD_NOT_ALLOWED)
except ImportError:  # pragma: no cover
    from http.client import (
        responses, NOT_FOUND, BAD_REQUEST, UNSUPPORTED_MEDIA_TYPE,
        METHOD_NOT_ALLOWED)

try:
    from itertools import ifilter as filter_
except ImportError:  # pragma: no cover
    filter_ = filter

try:
    from itertools import imap as map_
except ImportError:  # pragma: no cover
    map_ = map

from twisted.web.server import NOT_DONE_YET
from twisted.web.resource import Resource as _Resource
from voluptuous import Invalid, Schema

from pyfarm.core.enums import STRING_TYPES
from pyfarm.agent.http.core import template
from pyfarm.agent.logger import getLogger

logger = getLogger("agent.http.resource")


[docs]class Resource(_Resource):
    """
    Basic subclass of :class:`._Resource` for passing requests to
    specific methods.  Unlike :class:`._Resource` however this will
    will also handle:

        * rewriting of request objects
        * templating
        * content type discovery and validation
        * unpacking of request data
        * rerouting of request to specific internal methods
    """
    TEMPLATE = NotImplemented
    CONTENT_TYPES = set(["text/html", "application/json"])
    LOAD_DATA_FOR_METHODS = set(["POST", "PUT"])

    # Used by APIResource
    SCHEMAS = {}

    def __init__(self):
        _Resource.__init__(self)
        assert isinstance(self.CONTENT_TYPES, set)

    @property
[docs]    def template(self):
        """
        Loads the template provided but the partial path in ``TEMPLATE`` on
        the class.
        """
        if self.TEMPLATE is NotImplemented:
            raise NotImplementedError("You must set `TEMPLATE` first")
        return template.load(self.TEMPLATE)


    @property
[docs]    def methods(self):
        """A set containing all the methods this resource implements."""
        methods = set()
        for method in ("get", "post", "put", "delete", "head"):
            attribute_count = 0
            for attribute_name in (method, "render_%s" % method.upper()):
                attribute = getattr(self, attribute_name, None)
                if attribute is not None:
                    attribute_count += 1
                    methods.add(method)

            if attribute_count == 2:
                raise ValueError(
                    "%s has both `%s` and `%s` methods" % (
                        self.__class__.__name__,
                        method, "render_%s" % method.upper()))

        return methods


[docs]    def content_types(self, request, default=None):
        """Returns the content type(s) present in the request"""
        headers = request.requestHeaders.getRawHeaders("content-type")
        if isinstance(default, STRING_TYPES):
            default = [default]
        elif default is None:
            default = []
        return set(headers) if headers is not None else set(default)


[docs]    def putChild(self, path, child):
        """
        Overrides the builtin putChild() so we can return the results for
        each call and use them externally
        """
        _Resource.putChild(self, path, child)
        return child


[docs]    def error(self, request, code, message):
        """
        Writes the proper out an error response message depending on the
        content type in the request
        """
        content_types = self.content_types(request, default="text/html")
        logger.error(message)

        if "text/html" in content_types:
            request.setResponseCode(code)
            html_error = template.load("error.html")
            deferred = html_error.render(
                code=code, code_msg=responses[code], message=message)
            deferred.addCallback(request.write).addCallback(
                lambda _: request.finish())

        elif "application/json" in content_types:
            request.setResponseCode(code)
            request.write({"error": message})
            request.finish()

        else:
            request.setResponseCode(UNSUPPORTED_MEDIA_TYPE)
            request.write(
                {"error": "Can only handle text/html or application/json here"})
            request.finish()


[docs]    def render(self, request):
        # make sure that the requested content type is supported
        content_type = self.content_types(request, default=["text/html",
                                                            "application/json"])
        if not self.CONTENT_TYPES & content_type:
            self.error(
                request, UNSUPPORTED_MEDIA_TYPE,
                "%s is not a support content type for this url" % content_type)
            return NOT_DONE_YET

        # Try to find the method this web request is making by first trying
        # our usual convention then the 'standard' convention.
        request_methods = (request.method.lower(), "render_%s" % request.method)
        for method_name in request_methods:
            if hasattr(self, method_name):
                kwargs = {"request": request}

                # Unpack the incoming data for the request
                if "application/json" in content_type \
                        and request.method in self.LOAD_DATA_FOR_METHODS:
                    request_content = request.content.read()

                    # Check to see if we have any incoming data at all
                    if not request_content.strip():
                        self.error(request, BAD_REQUEST, "No data provided")
                        return NOT_DONE_YET

                    # Either load the data or handle the error, don't call
                    # the method unless we're successful.
                    try:
                        data = loads(request_content)

                    except ValueError as e:
                        self.error(
                            request, BAD_REQUEST,
                            "Failed to decode json data: %r" % e)
                        return NOT_DONE_YET

                    # We have data, check to see if we have a schema
                    # and if we do does it validate.
                    schema = self.SCHEMAS.get(request.method)
                    if isinstance(schema, Schema):
                        try:
                            schema(data)
                        except Invalid as e:
                            self.error(
                                request, BAD_REQUEST,
                                "Failed to validate the request data "
                                "against the schema: %s" % e)
                            return NOT_DONE_YET

                    kwargs.update(data=data)

                return getattr(self, method_name)(**kwargs)

        # If we could not find function to call for the given method
        # produce an error.
        else:
            supported_methods = self.methods
            message = "%r only supports the %s method(s)" % (
                request.uri,
                ", ".join(list(map_(str.upper, supported_methods))))

            self.error(request, METHOD_NOT_ALLOWED, message)
            return NOT_DONE_YET
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  Source code for pyfarm.agent.http.core.template

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Template
--------

Interface methods for working with the Jinja template
engine.
"""

from io import BytesIO

from jinja2 import (
    Environment as _Environment, Template, PackageLoader, BytecodeCache)
from twisted.internet.defer import Deferred

from pyfarm.agent.config import config


[docs]class InMemoryCache(BytecodeCache):
    """
    Caches Jinja templates into memory after they have been loaded
    and compiled.
    """
    cache = {}

[docs]    def clear(self):
        self.cache.clear()

    # Untested as this is an internal implementation for
    # the Environment class below.

[docs]    def load_bytecode(self, bucket):  # pragma: no cover
        if bucket.key in self.cache:
            bucket.load_bytecode(self.cache[bucket.key])

    # Untested as this is an internal implementation for
    # the Environment class below.

[docs]    def dump_bytecode(self, bucket):  # pragma: no cover
        cache = BytesIO()
        bucket.write_bytecode(cache)
        self.cache[bucket.key] = cache




[docs]class DeferredTemplate(Template):
    """
    Overrides the default :class:`.PackageLoader` so we
    can produced the rendered result as a deferred call.
    """
[docs]    def render(self, *args, **kwargs):
        deferred = Deferred()

        try:
            # get the results then convert to a string, Twisted can't handle
            # unicode from here
            deferred.callback(
                str(super(DeferredTemplate, self).render(*args, **kwargs)))
        except Exception as e:  # pragma: no cover
            deferred.errback(e)

        return deferred




[docs]class Environment(_Environment):
    """
    Implementation of Jinja's :class:`._Environment` class which
    reads from our configuration object and establishes the
    default functions we can use in a template.
    """
    template_class = DeferredTemplate

    def __init__(self, **kwargs):
        # default options
        kwargs.setdefault("bytecode_cache", InMemoryCache())
        kwargs.setdefault("loader", PackageLoader("pyfarm.agent.http"))
        kwargs.setdefault("auto_reload", config["agent_html_template_reload"])

        super(Environment, self).__init__(**kwargs)

        # global functions which are available within
        # the templates
        self.globals.update(
            is_int=lambda value: isinstance(value, int),
            is_str=lambda value: isinstance(value, (str, unicode)),
            typename=lambda value: type(value).__name__,
            agent_hostname=lambda: config["agent_hostname"],
            agent_id=lambda: config["agent_id"],
            state=lambda: config["state"],
            repr=repr)



[docs]class Loader(object):
    """
    Namespace class used to simply keep track of the global environment
    and load templates.

    >>> from pyfarm.agent.http.core import template
    >>> template.load("index.html")
    """
    environment = None

    @classmethod
[docs]    def load(cls, name):
        if cls.environment is None:
            cls.environment = Environment()

        return cls.environment.get_template(name)



load = Loader.load
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  Source code for pyfarm.agent.http.api.base

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Base
++++

Contains the base resources used for building up the root
of the agent's api.
"""

from pyfarm.agent.config import config
from pyfarm.agent.http.core.resource import Resource
from pyfarm.agent.utility import dumps, request_from_master


[docs]class APIResource(Resource):
    """Base class for all api resources"""
    isLeaf = True
    CONTENT_TYPES = set(["application/json"])



[docs]class APIRoot(APIResource):
    isLeaf = False



[docs]class Versions(APIResource):
    """
    Returns a list of api versions which this agent will support

    .. http:get:: /api/v1/versions/ HTTP/1.1

        **Request**

        .. sourcecode:: http

            GET /api/v1/versions/HTTP/1.1
            Accept: application/json

        **Response**

        .. sourcecode:: http

            HTTP/1.1 200 OK
            Content-Type: application/json

            {
                "versions": [1]
            }

    """
    isLeaf = True

[docs]    def get(self, **kwargs):
        request = kwargs.get("request")

        if request is not None and request_from_master(request):
            config.master_contacted()

        return dumps(versions=[1])
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  Source code for pyfarm.agent.http.api.tasks

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from json import dumps

try:
    from httplib import (
        BAD_REQUEST, NO_CONTENT, INTERNAL_SERVER_ERROR, NOT_FOUND, ACCEPTED)
except ImportError:  # pragma: no cover
    from http.client import (
        BAD_REQUEST, NO_CONTENT, INTERNAL_SERVER_ERROR, NOT_FOUND, ACCEPTED)

from twisted.web.server import NOT_DONE_YET

from pyfarm.agent.config import config
from pyfarm.agent.http.api.base import APIResource
from pyfarm.agent.utility import request_from_master
from pyfarm.agent.logger import getLogger

logger = getLogger("agent.http.api.tasks")


[docs]class Tasks(APIResource):
[docs]    def get(self, **kwargs):
        request = kwargs["request"]

        if request_from_master(request):
            config.master_contacted()

        try:
            current_assignments = config["current_assignments"].itervalues
        except AttributeError:  # pragma: no cover
            current_assignments = config["current_assignments"].values

        tasks = []
        for assignment in current_assignments():
            tasks += assignment["tasks"]

        return dumps(tasks)


[docs]    def delete(self, **kwargs):
        """
        HTTP endpoint for stopping and deleting an individual task from this
        agent.
        ... warning::
        If the specified task is part of a multi-task assignment, all
        tasks in this assignment will be stopped, not just the specified one.

        This will try to asynchronously stop the assignment by killing all its
        child processes. If that isn't successful, this will have no effect.
        """
        request = kwargs["request"]

        # Postpath must be exactly one element, and that needs to be an integer
        if len(request.postpath) != 1:
            request.setResponseCode(BAD_REQUEST)
            request.write({"error": "Did not specify a task id"})
            return NOT_DONE_YET

        try:
            task_id = int(request.postpath[0])
        except ValueError:
            request.setResponseCode(BAD_REQUEST)
            request.write({"error": "Task id was not an integer"})
            return NOT_DONE_YET

        try:
            current_assignments = config["current_assignments"].itervalues
        except AttributeError:  # pragma: no cover
            current_assignments = config["current_assignments"].values

        assignment = None
        for item in current_assignments():
            for task in item["tasks"]:
                if task["id"] == task_id:
                    assignment = item

        if not assignment:
            logger.info("Cannot cancel task %s: not found", task_id)
            request.setResponseCode(NO_CONTENT)
            request.finish()
            return NOT_DONE_YET

        if "jobtype" in assignment and "id" in assignment["jobtype"]:
            jobtype = config["jobtypes"][assignment["jobtype"]["id"]]
            logger.info("Stopping assignment %s", assignment["id"])
            jobtype.stop()
        else:
            logger.error("Tried stopping assigment %s, but found no jobtype "
                         "instance", assignment.uuid)
            request.setResponseCode(INTERNAL_SERVER_ERROR)
            request.write({"error": "Assignment found, but no jobtype instance "
                                    "exists."})
            request.finish()
            return NOT_DONE_YET

        request.setResponseCode(ACCEPTED)
        request.finish()

        return NOT_DONE_YET
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  Source code for pyfarm.agent.http.api.tasklogs

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from json import dumps

try:
    from httplib import BAD_REQUEST, OK
except ImportError:  # pragma: no cover
    from http.client import BAD_REQUEST, OK

from os.path import join

from twisted.web.server import NOT_DONE_YET
from twisted.protocols.basic import FileSender

from pyfarm.agent.config import config
from pyfarm.agent.http.api.base import APIResource
from pyfarm.agent.utility import request_from_master


[docs]class TaskLogs(APIResource):
[docs]    def get(self, **kwargs):
        """
        Get the contents of the specified task log
        """
        request = kwargs["request"]

        if request_from_master(request):
            config.master_contacted()

        if len(request.postpath) != 1:
            request.setResponseCode(BAD_REQUEST)
            request.write(dumps({"error": "Did not specify a log identifier"}))

        log_identifier = request.postpath[0]
        if "/" in log_identifier or "\\" in log_identifier:
            request.setResponseCode(BAD_REQUEST)
            request.write(dumps({"error": "log_identifier must not contain"
                                          "directory separators"}))

        path = join(config["jobtype_task_logs"], log_identifier)
        request.setResponseCode(OK)
        request.setHeader("Content-Type", "text/csv")

        logfile = open(path, "rb")
        deferred = FileSender().beginFileTransfer(logfile, request)
        def transfer_finished(_):
            request.finish()
            logfile.close()
        deferred.addCallback(transfer_finished)

        return NOT_DONE_YET







          

      

      

    


    
        © Copyright 2014, Oliver Palmer, Guido Winkelmann.
      Created using Sphinx 1.2.2.
    

  

_modules/pyfarm/agent/http/api/config.html


    
      Navigation


      
        		
          index


        		
          routing table |


        		
          modules |


        		pyfarm.agent 0.8.3 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for pyfarm.agent.http.api.config

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.


"""
Config
++++++

Contains the endpoint for viewing and working with the configuration
on the agent.
"""

# NOTE: This module is named 'config' instead of 'configuration' like
# in the web ui to match the underlying object name and to differentiate
# the names a little more.

from pyfarm.agent.http.api.base import APIResource
from pyfarm.agent.config import config
from pyfarm.agent.utility import dumps, request_from_master


# TODO: add POST to modify keys
[docs]class Config(APIResource):
    isLeaf = False  # this is not really a collection of things

[docs]    def get(self, **kwargs):
        request = kwargs.get("request")

        if request is not None and request_from_master(request):
            config.master_contacted()

        return dumps(dict(config))
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  Source code for pyfarm.agent.http.api.update

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
# http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Update Endpoint
===============

This endpoint is used to instruct the agent to download and apply an update.
"""

try:
    from httplib import OK, ACCEPTED
except ImportError:  # pragma: no cover
    from http.client import OK, ACCEPTED

from os import makedirs
from os.path import join, isdir

from treq import get, collect
from twisted.internet import reactor
from twisted.web.server import NOT_DONE_YET
import twisted.python.failure

from voluptuous import Schema, Required

from pyfarm.agent.http.api.base import APIResource
from pyfarm.agent.http.core.client import http_retry_delay
from pyfarm.agent.config import config
from pyfarm.agent.logger import getLogger
from pyfarm.agent.utility import STRINGS

logger = getLogger("agent.http.update")


[docs]class Update(APIResource):
    """
    Requests the agent to download and apply the specified version of itself.
    Will make the agent restart at the next opportunity.

    .. http:post:: /api/v1/update HTTP/1.1

        **Request**

        .. sourcecode:: http

            POST /api/v1/update HTTP/1.1
            Accept: application/json

            {
                "version": 1.2.3
            }

        **Response**

        .. sourcecode:: http

            HTTP/1.1 200 ACCEPTED
            Content-Type: application/json

    """
    SCHEMAS = {
        "POST": Schema({
            Required("version"): STRINGS})}
    isLeaf = False  # this is not really a collection of things

[docs]    def post(self, **kwargs):
        request = kwargs["request"]
        data = kwargs["data"]
        agent = config["agent"]

        # TODO Check version parameter for sanity

        url = "%s/agents/updates/%s" % (config["master_api"], data["version"])
        url = url.encode()

        def download_update(version):
            config["downloading_update"] = True
            deferred = get(url)
            deferred.addCallback(update_downloaded)
            deferred.addErrback(update_failed)

        def update_failed(arg):
            logger.error("Downloading update failed: %r", arg)
            if isinstance(arg, twisted.python.failure.Failure):
                logger.error("Traceback: %s", arg.getTraceback())
            reactor.callLater(http_retry_delay(),
                              download_update,
                              data["version"])

        def update_downloaded(response):
            if response.code == OK:
                update_filename = join(config["agent_updates_dir"],
                                       "pyfarm-agent.zip")
                logger.debug("Writing update to %s", update_filename)
                if not isdir(config["agent_updates_dir"]):
                    makedirs(config["agent_updates_dir"])
                with open(update_filename, "wb+") as update_file:
                    collect(response, update_file.write)
                logger.info("Update file for version %s has been downloaded "
                            "and stored under %s", data["version"],
                            update_filename)
                # TODO Only shut down if we were started by the supervisor
                config["restart_requested"] = True
                if len(config["current_assignments"]) == 0:
                    stopping = agent.stop()
                    stopping.addCallback(lambda _: reactor.stop())
            else:
                logger.error("Unexpected return code %s on downloading update "
                             "from master", response.code)

            config["downloading_update"] = False

        if ("downloading_update" not in config or
            not config["downloading_update"]):
            download_update(data["version"])

        request.setResponseCode(ACCEPTED)
        request.finish()

        return NOT_DONE_YET
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  Source code for pyfarm.agent.http.api.assign

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from uuid import uuid4

try:
    from httplib import (
        ACCEPTED, BAD_REQUEST, CONFLICT, SERVICE_UNAVAILABLE, OK)
except ImportError:  # pragma: no cover
    from http.client import (
        ACCEPTED, BAD_REQUEST, CONFLICT, SERVICE_UNAVAILABLE, OK)

from functools import partial

from twisted.web.server import NOT_DONE_YET
from twisted.internet import reactor
from voluptuous import Schema, Required

from pyfarm.core.enums import WorkState, AgentState
from pyfarm.agent.config import config
from pyfarm.agent.http.core.client import post, http_retry_delay
from pyfarm.agent.http.api.base import APIResource
from pyfarm.agent.logger import getLogger
from pyfarm.agent.utility import request_from_master
from pyfarm.agent.sysinfo.memory import free_ram
from pyfarm.agent.utility import JOBTYPE_SCHEMA, TASKS_SCHEMA, JOB_SCHEMA
from pyfarm.jobtypes.core.jobtype import JobType

logger = getLogger("agent.http.assign")


[docs]class Assign(APIResource):
    isLeaf = False  # this is not really a collection of things

    # Schemas used for validating the request before
    # the target function will handle it.  These make
    # assertions about what kind of input data is required
    # or not based on the agent's internal code.
    SCHEMAS = {
        "POST": Schema({
            Required("job"): JOB_SCHEMA,
            Required("jobtype"): JOBTYPE_SCHEMA,
            Required("tasks"): TASKS_SCHEMA})}

    def __init__(self, agent):
        self.agent = agent

[docs]    def post(self, **kwargs):
        request = kwargs["request"]
        request_data = kwargs["data"]

        if request_from_master(request):
            config.master_contacted()

        # First, get the resources we have *right now*.  In some cases
        # this means using the functions in pyfarm.core.sysinfo because
        # entries in `config` could be slightly out of sync with the system.
        memory_free = free_ram()
        cpus = config["agent_cpus"]
        requires_ram = request_data["job"].get("ram")
        requires_cpus = request_data["job"].get("cpus")

        if self.agent.shutting_down:
            logger.error("Rejecting assignment because the agent is in the "
                         "process of shutting down.")
            request.setResponseCode(SERVICE_UNAVAILABLE)
            request.write(
                {"error": "Agent cannot accept assignments because it is "
                          "shutting down"})
            request.finish()
            return NOT_DONE_YET

        if "restart_requested" in config \
                and config["restart_requested"] is True:
            logger.error("Rejecting assignment because of scheduled restart.")
            request.setResponseCode(SERVICE_UNAVAILABLE)
            request.write(
                {"error": "Agent cannot accept assignments because of a "
                          "pending restart"})
            request.finish()
            return NOT_DONE_YET

        elif "agent_id" not in config:
            logger.error(
                "Agent has not yet connected to the master or `agent_id` "
                "has not been set yet.")
            request.setResponseCode(SERVICE_UNAVAILABLE)
            request.write(
                {"error": "agent_id has not been set in the config"})
            request.finish()
            return NOT_DONE_YET

        # Do we have enough ram?
        elif requires_ram is not None and requires_ram > memory_free:
            logger.error(
                "Task %s requires %sMB of ram, this agent has %sMB free.  "
                "Rejecting Task %s.",
                request_data["job"]["id"], requires_ram, memory_free,
                request_data["job"]["id"])
            request.setResponseCode(BAD_REQUEST)
            request.write(
                {"error": "Not enough ram",
                 "agent_ram": memory_free,
                 "requires_ram": requires_ram})
            request.finish()

            # touch the config
            config["free_ram"] = memory_free
            return NOT_DONE_YET

        # Do we have enough cpus (count wise)?
        elif requires_cpus is not None and requires_cpus > cpus:
            logger.error(
                "Task %s requires %s CPUs, this agent has %s CPUs.  "
                "Rejecting Task %s.",
                request_data["job"]["id"], requires_cpus, cpus,
                request_data["job"]["id"])
            request.setResponseCode(BAD_REQUEST)
            request.write(
                {"error": "Not enough cpus",
                 "agent_cpus": cpus,
                 "requires_cpus": requires_cpus})
            request.finish()
            return NOT_DONE_YET

        # Check for double assignments
        try:
            current_assignments = config["current_assignments"].itervalues
        except AttributeError:  # pragma: no cover
            current_assignments = config["current_assignments"].values

        existing_task_ids = set()
        new_task_ids = set(task["id"] for task in request_data["tasks"])

        for assignment in current_assignments():
            for task in assignment["tasks"]:
                existing_task_ids.add(task["id"])

        if existing_task_ids & new_task_ids:
            request.setResponseCode(CONFLICT)
            request.write(
                {"error": "Double assignment of tasks",
                 "duplicate_tasks": list(existing_task_ids & new_task_ids)})
            request.finish()
            return NOT_DONE_YET

        assignment_uuid = uuid4()
        request_data.update(id=assignment_uuid)
        config["current_assignments"][assignment_uuid] = request_data

        # In all other cases we have some work to do inside of
        # deferreds so we just have to respond
        # TODO Mark this agent as running on the master
        request.setResponseCode(ACCEPTED)
        request.write({"id": assignment_uuid})
        request.finish()
        logger.info("Accepted assignment %s: %r", assignment_uuid, request_data)

        def assignment_failed(result, assign_id):
            logger.error(
                "Assignment %s failed, removing.", assign_id)
            logger.error(result.getTraceback())
            if (len(config["current_assignments"]) <= 1 and
                not self.agent.shutting_down):
                config["state"] = AgentState.ONLINE
                self.agent.reannounce(force=True)
            assignment = config["current_assignments"].pop(assign_id)
            if "jobtype" in assignment:
                jobtype_id = assignment["jobtype"].pop("id", None)
                if jobtype_id:
                    config["jobtypes"].pop(jobtype_id, None)

        def assignment_started(_, assign_id):
            logger.debug("Assignment %s has started", assign_id)
            config["state"] = AgentState.RUNNING
            self.agent.reannounce(force=True)

        def assignment_stopped(_, assign_id):
            logger.debug("Assignment %s has stopped", assign_id)
            if (len(config["current_assignments"]) <= 1 and
                not self.agent.shutting_down):
                config["state"] = AgentState.ONLINE
                self.agent.reannounce(force=True)
            assignment = config["current_assignments"].pop(assign_id)
            if "jobtype" in assignment:
                jobtype_id = assignment["jobtype"].pop("id", None)
                if jobtype_id:
                    config["jobtypes"].pop(jobtype_id, None)

        def restart_if_necessary(_):  # pragma: no cover
            if "restart_requested" in config and config["restart_requested"]:
                stopping = config["agent"].stop()
                stopping.addCallbacks(lambda _: reactor.stop(),
                                      lambda _: reactor.stop())

        def load_jobtype_failed(result, assign_id):
            logger.error(
                "Loading jobtype for assignment %s failed, removing.", assign_id)
            traceback = result.getTraceback()
            logger.debug("Got traceback")
            logger.error(traceback)
            assignment = config["current_assignments"].pop(assign_id)

            # Mark all tasks as failed on master and set an error message
            logger.debug("Marking tasks in assignment as failed")
            def post_update(post_url, post_data, task, delay=0):
                post_func = partial(post, post_url, data=post_data,
                    callback=lambda x: result_callback(
                        post_url, post_data, task, x),
                    errback=lambda x: error_callback(
                        post_url, post_data, task, x))
                reactor.callLater(delay, post_func)

            def result_callback(cburl, cbdata, task, response):
                if 500 <= response.code < 600:
                    logger.error(
                        "Error while marking task %s as failed on master, "
                        "retrying", task["id"])
                    post_update(cburl, cbdata, task, delay=http_retry_delay())

                elif response.code != OK:
                    logger.error(
                        "Could not mark task %s as failed, server response "
                        "code was %s", task["id"], response.code)

                else:
                    logger.info(
                        "Marked task %s as failed on master", task["id"])

            def error_callback(cburl, cbdata, task, failure_reason):
                logger.error(
                    "Error while marking task %s as failed, retrying",
                    task["id"], failure_reason)
                post_update(cburl, cbdata, task, delay=http_retry_delay())

            for task in assignment["tasks"]:
                url = "%s/jobs/%s/tasks/%s" % (
                    config["master_api"], assignment["job"]["id"], task["id"])
                data = {
                    "state": WorkState.FAILED,
                    "last_error": traceback}
                post_update(url, data, task)

            # If the loading was partially successful for some reason, there
            # might already be an entry for this jobtype in the config.
            # Remove it if it exists.
            if "jobtype" in assignment:
                jobtype_id = assignment["jobtype"].pop("id", None)
                if jobtype_id:
                    config["jobtypes"].pop(jobtype_id, None)

        def loaded_jobtype(jobtype_class, assign_id):
            # TODO: report error to master
            if hasattr(jobtype_class, "getTraceback"):
                logger.error(jobtype_class.getTraceback())
                return

            # TODO: add call to prepare_for_job
            # TODO: add call to spawn_persistent_process

            # Instance the job type and pass in the assignment data.
            instance = jobtype_class(request_data)

            if not isinstance(instance, JobType):
                raise TypeError(
                    "Expected a subclass of "
                    "pyfarm.jobtypes.core.jobtype.JobType")

            # TODO: add callback to cleanup_after_job
            # TODO: add callback to stop persistent process
            try:
                started_deferred, stopped_deferred = instance._start()
                started_deferred.addCallback(assignment_started, assign_id)
                started_deferred.addErrback(assignment_failed, assign_id)
                stopped_deferred.addCallback(assignment_stopped, assign_id)
                stopped_deferred.addErrback(assignment_failed, assign_id)
                stopped_deferred.addBoth(restart_if_necessary)
                stopped_deferred.addBoth(
                    lambda *args: instance._remove_tempdirs())
                stopped_deferred.addBoth(
                    lambda *args: instance._close_logs())
                stopped_deferred.addBoth(
                    lambda *args: instance._upload_logfile())
            except Exception as e:
                logger.error("Error on starting jobtype, stopping it now.  "
                             "Error was: %s", e)
                instance.stop(assignment_failed=True,
                              error="Error while loading jobtype: %s" % e)
                assignment = config["current_assignments"].pop(assign_id)
                if "jobtype" in assignment:
                    jobtype_id = assignment["jobtype"].pop("id", None)
                    if jobtype_id:
                        config["jobtypes"].pop(jobtype_id, None)

        # Load the job type then pass the class along to the
        # callback.  No errback here because all the errors
        # are handled internally in this case.
        jobtype_loader = JobType.load(request_data)
        jobtype_loader.addCallback(loaded_jobtype, assignment_uuid)
        jobtype_loader.addErrback(load_jobtype_failed, assignment_uuid)

        return NOT_DONE_YET
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  Source code for pyfarm.agent.http.api.state

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
# http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import time
import os
from datetime import timedelta, datetime
from errno import EEXIST
from os.path import isfile, dirname

try:
    from httplib import ACCEPTED, OK, BAD_REQUEST
except ImportError:  # pragma: no cover
    from http.client import ACCEPTED, OK, BAD_REQUEST

import psutil
from twisted.internet import reactor
from twisted.internet.defer import Deferred
from twisted.web.server import NOT_DONE_YET
from voluptuous import Schema, Optional

from pyfarm.agent.config import config
from pyfarm.agent.http.api.base import APIResource
from pyfarm.agent.logger import getLogger
from pyfarm.agent.sysinfo import memory
from pyfarm.agent.utility import dumps, total_seconds, remove_file

logger = getLogger("agent.http.state")


[docs]class Stop(APIResource):
    isLeaf = False  # this is not really a collection of things
    SCHEMAS = {
        "POST": Schema({
            Optional("wait"): bool})}

[docs]    def post(self, **kwargs):
        request = kwargs["request"]
        data = kwargs["data"]
        agent = config["agent"]

        remove_file(
            config["run_control_file"],
            retry_on_exit=True, raise_=False)

        stopping = agent.stop()

        # TODO: need to wire this up to the real deferred object in stop()
        if data.get("wait"):
            def finished(_, finish_request):
                finish_request.setResponseCode(OK)
                finish_request.finish()

            if isinstance(stopping, Deferred):
                stopping.addCallback(finished, request)
            else:  # pragma: no cover
                request.setResponseCode(OK)
                request.finish()

        else:
            request.setResponseCode(ACCEPTED)
            request.finish()

        stopping.addCallbacks(lambda _: reactor.stop(),
                              lambda _: reactor.stop())
        return NOT_DONE_YET




[docs]class Restart(APIResource):
    isLeaf = False

[docs]    def post(self, **kwargs):
        request = kwargs["request"]
        data = kwargs["data"]
        agent = config["agent"]

        # Ensure the run control file exists
        if not isfile(config["run_control_file"]):
            directory = dirname(config["run_control_file"])
            try:
                os.makedirs(directory)
            except (OSError, IOError) as e:  # pragma: no cover
                if e.errno != EEXIST:
                    logger.error(
                        "Failed to create parent directory for %s: %s: %s",
                        config["run_control_file"], type(e).__name__, e)
                    raise
            else:
                logger.debug("Created directory %s", directory)
            try:
                with open(config["run_control_file"], "a"):
                    pass
            except (OSError, IOError) as e:
                logger.error("Failed to create run control file %s: %s: %s",
                             config["run_control_file"], type(e).__name__, e)
            else:
                logger.info("Created run control file %s",
                            config["run_control_file"])

        if not config["current_assignments"] or data.get("immediately", False):
            logger.info("The agent will restart immediately.")
            stopping = agent.stop()
            stopping.addCallbacks(lambda _: reactor.stop(),
                                  lambda _: reactor.stop())
        else:
            logger.info("The agent will restart after the current assignment "
                        "is finished.")
            config["restart_requested"] = True

        request.setResponseCode(ACCEPTED)
        request.finish()

        return NOT_DONE_YET




[docs]class Status(APIResource):
    isLeaf = False  # this is not really a collection of things

[docs]    def get(self, **_):
        # Get counts for child processes and grandchild processes
        process = psutil.Process()
        direct_child_processes = len(process.children(recursive=False))
        all_child_processes = len(process.children(recursive=True))
        grandchild_processes = all_child_processes - direct_child_processes

        # Determine the last time we talked to the master (if ever)
        contacted = config.master_contacted(update=False)
        if isinstance(contacted, datetime):  # pragma: no cover
            contacted = datetime.utcnow() - contacted

        # Determine the last time we announced ourselves to the
        # master (if ever)
        last_announce = config.get("last_announce", None)
        if isinstance(last_announce, datetime):  # pragma: no cover
            last_announce = datetime.utcnow() - last_announce

        return dumps(
            {"state": config["state"],
             "agent_hostname": config["agent_hostname"],
             "free_ram": memory.free_ram(),
             "agent_process_ram": memory.process_memory(),
             "consumed_ram": memory.total_consumption(),
             "child_processes": direct_child_processes,
             "grandchild_processes": grandchild_processes,
             "pids": config["pids"],
             "agent_id": config["agent_id"],
             "last_master_contact": contacted,
             "last_announce": last_announce,
             "agent_lock_file": config["agent_lock_file"],
             "uptime": total_seconds(
                 timedelta(seconds=time.time() - config["start"])),
             "jobs": list(config["jobtypes"].keys())})
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  Source code for pyfarm.agent.entrypoints.supervisor

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import os
import signal
import subprocess
import sys
import time
import zipfile
from os.path import join, isdir, isfile

# Platform specific imports.  These should either all fail or
# import without problems so we're grouping them together.
try:
    from grp import getgrgid
    from pwd import getpwuid
    from os import setuid, getuid, setgid, getgid, fork
except ImportError:  # pragma: no cover
    getgrgid = NotImplemented
    getpwuid = NotImplemented
    setuid = NotImplemented
    getuid = NotImplemented
    setgid = NotImplemented
    getgid = NotImplemented

from pyfarm.core.enums import INTEGER_TYPES, OS, operating_system
from pyfarm.agent.config import config
from pyfarm.agent.entrypoints.parser import AgentArgumentParser
from pyfarm.agent.entrypoints.utility import start_daemon_posix
from pyfarm.agent.logger import getLogger
from pyfarm.agent.utility import remove_file, remove_directory

logger = getLogger("agent.supervisor")


[docs]def supervisor():
    logger.debug("Supervisor called with: %r", sys.argv)
    supervisor_args = []
    agent_args = []
    in_agent_args = False
    tmp_argv = list(sys.argv)
    del tmp_argv[0]
    for arg in tmp_argv:
        if not in_agent_args and arg != "--":
            supervisor_args.append(arg)
        elif not in_agent_args and arg == "--":
            in_agent_args = True
        else:
            agent_args.append(arg)

    logger.debug("supervisor_args: %s", supervisor_args)

    parser = AgentArgumentParser(
        description="Start and monitor the agent process")
    parser.add_argument("--updates-drop-dir",
                        config="agent_updates_dir",
                        type=isdir, type_kwargs=dict(create=True),
                        help="Where to look for agent updates")
    parser.add_argument("--agent-package-dir",
                        type=isdir, type_kwargs=dict(create=True),
                        help="Path to the actual agent code")
    parser.add_argument("--pidfile", config="supervisor_lock_file",
                        help="The file to store the process id in. "
                             "[default: %(default)s]")
    parser.add_argument("-n", "--no-daemon", default=False, action="store_true",
                        config=False,
                        help="If provided then do not run the process in the "
                             "background.")
    parser.add_argument("--chdir", config="agent_chdir", type=isdir,
                        help="The directory to chdir to upon launch.")
    parser.add_argument("--uid", type=int,
                        help="The user id to run the supervisor as.  "
                             "*This setting is ignored on Windows.*")
    parser.add_argument("--gid", type=int,
                        help="The group id to run the supervisor as.  "
                             "*This setting is ignored on Windows.*")
    args = parser.parse_args(supervisor_args)

    if not args.no_daemon and fork is not NotImplemented:
        logger.info("sending supervisor log output to %s" %
                    config["supervisor_log"])
        daemon_start_return_code = start_daemon_posix(
            args.log, args.chdir, args.uid, args.gid)

        if isinstance(daemon_start_return_code, INTEGER_TYPES):
            return daemon_start_return_code

    elif not args.no_daemon and fork is NotImplemented:
        logger.warning(
            "`fork` is not implemented on %s, starting in "
            "foreground" % OS.title())
    else:
        logger.debug("Not forking to background")

    pid = os.getpid()
    # Write the PID file
    try:
        with open(config["supervisor_lock_file"], "w") as pidfile:
            pidfile.write(str(os.getpid()))
    except OSError as e:
        logger.error(
            "Failed to write PID file %s: %s",
            config["supervisor_lock_file"], e)
        return 1
    else:
        logger.debug("Wrote PID to %s", config["supervisor_lock_file"])

    logger.info("supervisor pid: %s" % pid)

    if getuid is not NotImplemented:
        logger.info("uid: %s" % getuid())

    if getgid is not NotImplemented:
        logger.info("gid: %s" % getgid())

    def terminate_handler(*_):
        subprocess.call(["pyfarm-agent"] + agent_args + ["stop"])
        sys.exit(0)

    def restart_handler(*_):
        subprocess.call(["pyfarm-agent"] + agent_args + ["stop"])

    logger.debug("Setting signal handlers")

    signal.signal(signal.SIGTERM, terminate_handler)
    signal.signal(signal.SIGINT, terminate_handler)
    signal.signal(signal.SIGHUP, restart_handler)

    update_file_path = join(config["agent_updates_dir"], "pyfarm-agent.zip")
    run_control_file = config["run_control_file_by_platform"]\
        [operating_system()]
    loop_interval = config["supervisor_interval"]

    while True:
        if subprocess.call(["pyfarm-agent", "status"]) != 0:
            if not isfile(run_control_file):
                logger.info("pyfarm_agent is not running, but run control file "
                            "%s does not exist. Not restarting the agent",
                            run_control_file)
            logger.info("pyfarm-agent is not running")
            if (os.path.isfile(update_file_path) and
                zipfile.is_zipfile(update_file_path)):
                logger.info("Found an upgrade to pyfarm-agent")
                try:
                    remove_directory(args.agent_package_dir, raise_=True)
                    os.makedirs(args.agent_package_dir)
                    with zipfile.ZipFile(update_file_path, "r") as archive:
                        archive.extractall(args.agent_package_dir)

                    remove_file(
                        update_file_path, retry_on_exit=True, raise_=False)
                except Exception as e:
                    logger.error(
                        "Caught exception trying to update agent: %r", e)

            logger.info("starting pyfarm-agent now")
            if subprocess.call(["pyfarm-agent"] + agent_args + ["start"]) != 0:
                logger.error("Could not start pyfarm-agent")
                sys.exit(1)

        time.sleep(loop_interval)
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  Source code for pyfarm.agent.entrypoints.parser

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
# http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Parser
======

Module which forms the basis of a custom :mod:`argparse` based
command line parser which handles setting configuration values
automatically.
"""

import os
from argparse import (
    SUPPRESS, ArgumentParser, _StoreAction, _StoreConstAction,
    _SubParsersAction, _StoreTrueAction, _StoreFalseAction, _AppendAction,
    _AppendConstAction)
from errno import EEXIST
from functools import partial, wraps
from os.path import isdir, isfile, abspath
from uuid import UUID

from netaddr import AddrFormatError, IPAddress

from pyfarm.core.enums import OS, NUMERIC_TYPES
from pyfarm.core.utility import convert

from pyfarm.agent.logger import getLogger
from pyfarm.agent.config import config

INFINITE = set(["inf", "infinite", "unlimited"])

logger = getLogger("agent.parser")


[docs]def assert_parser(func):
    """
    ensures that the instance argument passed along to the validation
    function contains data we expect
    """
    @wraps(func)
    def run(*args, **kwargs):
        parser = kwargs.get("parser")
        assert parser is not None and isinstance(parser, ArgumentParser)
        return func(*args, **kwargs)
    return run



@assert_parser
[docs]def ip(value, parser=None, flag=None):
    """make sure the ip address provided is valid"""
    try:
        IPAddress(value)
    except (ValueError, AddrFormatError):
        parser.error("%s is not a valid ip address for %s" % (value, flag))
    else:
        return value



@assert_parser
[docs]def port(value, parser=None, get_uid=None, flag=None):
    """convert and check to make sure the provided port is valid"""
    assert callable(get_uid)
    try:
        value = convert.ston(value)
    except (ValueError, SyntaxError):
        parser.error("%s requires a number" % flag)
    else:
        try:
            low_port = 1 if get_uid() == 0 else 49152
        except AttributeError:
            low_port = 49152

        high_port = 65535

        if low_port > value or value > high_port:
            parser.error(
                "valid port range is %s to %s" % (low_port, high_port))

        return value


@assert_parser
[docs]def uuid_type(value, parser=None, flag=None):
    """validates that a string is a valid UUID type"""
    try:
        return UUID(value)
    except ValueError:
        parser.error("%s cannot be convert to a UUID for %s" % (value, flag))

# Function is not currently tested because uid/gid mapping is system specific,
# may require access to external network resources, and internally is
# covered for the most part by other tests.
# TODO: find a reliable way to test uidgid()

@assert_parser
[docs]def uidgid(value=None, flag=None,
           get_id=None, check_id=None, set_id=None,
           parser=None):  # pragma: no cover
        """
        Retrieves and validates the user or group id for a command line flag
        """
        # make sure the partial function is setting
        # the input values
        assert flag is not None
        assert get_id is not None
        assert check_id is not None
        assert set_id is not None

        if set_id is NotImplemented:
            logger.info("%s is ignored on %s" % (flag, OS.title()))
            return

        elif not value:
            return

        # convert the incoming argument to a number or fail
        try:
            value = convert.ston(value)
        except ValueError:
            parser.error("failed to convert %s to a number" % flag)

        # make sure the id actually exists
        try:
            check_id(value)
        except KeyError:
            parser.error(
                "%s %s does not seem to exist" % (flag, value))

        # get the uid/gid of the current process
        # so we can reset it after checking it
        original_id = get_id()

        # Try to set the uid/gid to the value requested, fail
        # otherwise.  We're doing this here because we'll be
        # able to stop the rest of the code from running faster
        # and provide a more useful error message.
        try:
            set_id(value)
        except OSError:
            parser.error(
                "Failed to set %s to %s, please make sure you have "
                "the necessary permissions to perform this action.  "
                "Typically you must be running as root." % (flag, value))

        # set the uid/gid back to the original value since
        # the id change should occur inside the form or right
        # before the agent is started
        try:
            set_id(original_id)
        except OSError:
            parser.error(
                "failed to set %s back to the original value" % flag)

        return value



@assert_parser
[docs]def direxists(path, parser=None, flag=None, create=False):
    """checks to make sure the directory exists"""
    if create:
        try:
            os.makedirs(path)
        except OSError as e:
            if e.errno != EEXIST:
                parser.error(
                    "Failed to create directory %s: %s" % (path, e))
        else:
            logger.debug("Created %s", path)

    elif not isdir(path):
        parser.error(
            "%s, path does not exist or is not "
            "a directory: %s" % (flag, path))

    return abspath(path)



@assert_parser
[docs]def fileexists(path, parser=None, flag=None):
    """checks to make sure the provided file exists"""
    if not isfile(path):
        parser.error(
            "Path %r, which was provided to %s, does not exist" % (path, flag))

    return abspath(path)


@assert_parser
[docs]def number(value, types=None, parser=None, allow_inf=False, min_=1,
           flag=None):
    """convert the given value to a number"""
    if value == "auto":
        return value

    # Internally used
    if isinstance(value, NUMERIC_TYPES):  # pragma: no cover
        return value

    elif value.lower() in INFINITE and allow_inf:
        return float("inf")

    elif value.lower() in INFINITE and not allow_inf:
        parser.error("%s does not allow an infinite value" % flag)

    try:
        value = convert.ston(value, types=types or NUMERIC_TYPES)
        if min_ is not None and value < min_:
            parser.error(
                "%s's value must be greater than %s" % (flag, min_))
        return value

    except SyntaxError:  # could not even parse the string as code
        parser.error(
            "%s failed to convert %s to a number" % (flag, repr(value)))

    except ValueError:  # it's a number, but not the right type
        parser.error(
            "%s, %s is not an instance of %s" % (flag, repr(value), types))



@assert_parser
[docs]def enum(value, parser=None, enum=None, flag=None):
    """ensures that ``value`` is a valid entry in ``enum``"""
    assert enum is not None
    value = value.lower()

    if value not in enum:
        parser.error(
            "invalid enum value %s for %s, valid values are %s" % (
                value, flag, list(enum)))

    return value


integer = partial(number, types=int)


[docs]class ActionMixin(object):
    """
    A mixin which overrides the ``__init__`` and ``__call__``
    methods on an action so we can:

        * Setup attributes to manipulate the config object when the
          arguments are parsed
        * Ensure we all required arguments are present
        * Convert the ``type`` keyword into an internal representation
          so we don't require as much work when we add arguments to
          the parser
    """
    # Maps standard Python functions to some more advanced internal
    # functions.  Our internal versions have several additional
    # options and better error handling.
    TYPE_MAPPING = {
        int: integer,
        isdir: direxists,
        isfile: fileexists}

    def __init__(self, *args, **kwargs):
        self.parser = kwargs.pop("parser")
        self.config = kwargs.pop("config", False)
        type_ = kwargs.get("type")
        type_kwargs = kwargs.pop("type_kwargs", {})

        if self.config is not False:
            if self.config not in config and "default" not in kwargs:
                raise AssertionError(
                    "Config value `%s` does not exist and no default was "
                    "provided.  Please either setup a default in the config "
                    "or provide a default to the argument parser" % self.config)

            # Update the config with the default if one
            # was provided
            if "default" in kwargs:
                default = kwargs["default"]
                if callable(kwargs["default"]):
                    default = default()
                config[self.config] = default

        if type_ is not None:
            assert self.parser is not None
            type_ = self.TYPE_MAPPING.get(type_, type_)

            partial_kwargs = {"parser": self.parser}
            partial_kwargs.update(type_kwargs)

            if "flag" not in partial_kwargs:
                # Convert one of the option string, preferably the
                # one starting with --, and use that as the flag
                # in the type function
                option_strings = kwargs.get("option_strings", [])
                assert len(option_strings) >= 1
                option = option_strings[0]

                for option_string in option_strings:
                    if option.startswith("--"):
                        option = option_string
                        break

                partial_kwargs.update(flag=option)

            kwargs.update(type=partial(type_, **partial_kwargs))

        super(ActionMixin, self).__init__(*args, **kwargs)

        # Before we run the parser, assert that certain flags are
        # set on each action object.
        if self.dest != SUPPRESS:
            if not self.help:
                raise AssertionError(
                    "`help` keyword missing for %s" % self.option_strings)

            if self.config is None:
                raise AssertionError(
                    "The config keyword is missing for %s.  Please provide one "
                    "or set config to False." % self.option_strings)

    def __call__(self, parser, namespace, values, option_string=None):
        super(ActionMixin, self).__call__(
            parser, namespace, values, option_string=option_string)

        # Set the config value based upon the value which was set
        # on the resulting action.  This will be done when parser_args()
        # is called.
        if self.dest != SUPPRESS and self.config not in (False, None):
            config[self.config] = getattr(namespace, self.dest)


#
# Create some classes which mix the class above and the
# original action so we can set attributes and work with
# the configuration

mix_action = lambda class_: type(class_.__name__, (ActionMixin, class_), {})
StoreAction = mix_action(_StoreAction)
SubParsersAction = mix_action(_SubParsersAction)
StoreConstAction = mix_action(_StoreConstAction)
StoreTrueAction = mix_action(_StoreTrueAction)
StoreFalseAction = mix_action(_StoreFalseAction)
AppendAction = mix_action(_AppendAction)
AppendConstAction = mix_action(_AppendConstAction)


[docs]class AgentArgumentParser(ArgumentParser):
    """
    A modified :class:`ArgumentParser` which interfaces with
    the agent's configuration.
    """
    def __init__(self, *args, **kwargs):
        super(AgentArgumentParser, self).__init__(*args, **kwargs)

        # Override the relevant actions with out own so
        # we have more control of what they're doing
        self.register("action", None,
                      partial(StoreAction, parser=self))
        self.register("action", "store",
                      partial(StoreAction, parser=self))
        self.register("action", "store_const",
                      partial(StoreConstAction, parser=self))
        self.register("action", "store_true",
                      partial(StoreTrueAction, parser=self))
        self.register("action", "store_false",
                      partial(StoreFalseAction, parser=self))
        self.register("action", "append",
                      partial(AppendAction, parser=self))
        self.register("action", "append_const",
                      partial(AppendConstAction, parser=self))
        self.register("action", "parsers",
                      partial(SubParsersAction, parser=self))






          

      

      

    


    
        © Copyright 2014, Oliver Palmer, Guido Winkelmann.
      Created using Sphinx 1.2.2.
    

  

_modules/pyfarm/agent/entrypoints/utility.html


    
      Navigation


      
        		
          index


        		
          routing table |


        		
          modules |


        		pyfarm.agent 0.8.3 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for pyfarm.agent.entrypoints.utility

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Utility
=======

Small objects and functions which facilitate operations
on the main entry point class.
"""

import os
import sys

try:
    from os import setuid, setgid, fork
except ImportError:  # pragma: no cover
    setuid = NotImplemented
    setgid = NotImplemented
    fork = NotImplemented


from pyfarm.core.enums import OS
from pyfarm.agent.logger import getLogger

logger = getLogger("agent.cmd")


# This is a Linux specific test and will be hard to get due to the nature
# of how the tests are run, for now we're excluding it.
# TODO: figure out a reliable way to test  start_daemon_posix
[docs]def start_daemon_posix(log, chdir, uid, gid):  # pragma: no cover
    """
    Runs the agent process via a double fork.  This basically a duplicate
    of Marcechal's original code with some adjustments:

        http://www.jejik.com/articles/2007/02/
        a_simple_unix_linux_daemon_in_python/

    Source files from his post are here:
        http://www.jejik.com/files/examples/daemon.py
        http://www.jejik.com/files/examples/daemon3x.py
    """
    # first fork
    try:
        pid = fork()
        if pid > 0:
            sys.exit(0)
    except OSError as e:
        logger.error(
            "fork 1 failed (errno: %s): %s" % (e.errno, e.strerror))
        return 1

    # decouple from the parent environment
    os.chdir(chdir or "/")
    os.setsid()
    os.umask(0)

    # second fork
    try:
        pid = fork()
        if pid > 0:
            sys.exit(0)
    except OSError as e:
        logger.error(
            "fork 2 failed (errno: %s): %s" % (e.errno, e.strerror))
        return 1

    # flush any pending data before we duplicate
    # the file descriptors
    sys.stdout.flush()
    sys.stderr.flush()

    # open up file descriptors for the new process
    stdin = open(os.devnull, "r")
    logout = open(log, "a+", 0)
    os.dup2(stdin.fileno(), sys.stdin.fileno())
    os.dup2(logout.fileno(), sys.stdout.fileno())
    os.dup2(logout.fileno(), sys.stderr.fileno())

    # if requested, set the user id of this process
    if uid is not None and setuid is not NotImplemented:
        setuid(uid)

    elif uid is not None:
        logger.warning(
            "--uid was requested but `setuid` is not "
            "implemented on %s" % OS.title())

    # if requested, set the group id of this process
    if gid is not None and setgid is not NotImplemented:
        setgid(gid)

    elif gid is not None:
        logger.warning(
            "--gid was requested but `setgid` is not "
            "implemented on %s" % OS.title())
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  Source code for pyfarm.jobtypes.examples

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
# http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

import sys

from pyfarm.jobtypes.core.jobtype import JobType, CommandData


[docs]class PythonHelloWorld(JobType):
[docs]    def get_command_data(self):
        return CommandData(
            sys.executable,
            "-c", "import time; time.sleep(3); print 'hello world'")







          

      

      

    


    
        © Copyright 2014, Oliver Palmer, Guido Winkelmann.
      Created using Sphinx 1.2.2.
    

  

_modules/pyfarm/jobtypes/core/jobtype.html


    
      Navigation


      
        		
          index


        		
          routing table |


        		
          modules |


        		pyfarm.agent 0.8.3 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for pyfarm.jobtypes.core.jobtype

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
.. |ProcessProtocol| replace:: pyfarm.jobtypes.core.process.ProcessProtocol

Job Type Core
=============

This module contains the core job type from which all
other job types are built.  All other job types must
inherit from the :class:`JobType` class in this modle.
"""

import os
import tempfile
from errno import EEXIST
from datetime import datetime, timedelta
from functools import partial
from string import Template
from os.path import expanduser, abspath, isdir, join
from pprint import pformat
from uuid import uuid4

try:
    from httplib import OK, INTERNAL_SERVER_ERROR, CONFLICT, CREATED
except ImportError:  # pragma: no cover
    from http.client import OK, INTERNAL_SERVER_ERROR, CONFLICT, CREATED

from twisted.internet import reactor
from twisted.internet.error import ProcessDone, ProcessTerminated
from twisted.python.failure import Failure
from voluptuous import Schema, Required, Optional

from pyfarm.core.enums import INTEGER_TYPES, STRING_TYPES, WorkState, WINDOWS
from pyfarm.core.utility import ImmutableDict
from pyfarm.agent.config import config
from pyfarm.agent.http.core.client import post, http_retry_delay
from pyfarm.agent.logger import getLogger
from pyfarm.agent.sysinfo import memory, system
from pyfarm.agent.sysinfo.user import is_administrator, username
from pyfarm.agent.utility import (
    TASKS_SCHEMA, JOBTYPE_SCHEMA, JOB_SCHEMA, validate_uuid)
from pyfarm.jobtypes.core.internals import (
    USER_GROUP_TYPES, Cache, Process, TypeChecks, System, pwd, grp)
from pyfarm.jobtypes.core.log import STDOUT, STDERR, logpool
from pyfarm.jobtypes.core.process import ProcessProtocol

logcache = getLogger("jobtypes.cache")
logger = getLogger("jobtypes.core")
process_stdout = getLogger("jobtypes.process.stdout")
process_stderr = getLogger("jobtypes.process.stderr")


FROZEN_ENVIRONMENT = ImmutableDict(os.environ.copy())


[docs]class CommandData(object):
    """
    Stores data to be returned by :meth:`JobType.get_command_data`.  Instances
    of this class are alosed used by :meth:`JobType.spawn_process_inputs` at
    execution time.

    .. note::

        This class does not perform any key of path resolution by default.  It
        is assumed this has already been done using something like
        :meth:`JobType.map_path`

    :arg string command:
        The command that will be executed when the process runs.

    :arg arguments:
        Any additional arguments to be passed along to the command being
        launched.

    :keyword dict env:
        If provided, this will be the environment to launch the command
        with.  If this value is not provided then a default environment
        will be setup using :meth:`set_default_environment` when
        :meth:`JobType.start` is called.  :meth:`JobType.start` itself will
        use :meth:`JobType.set_default_environment` to generate the default
        environment.

    :keyword string cwd:
        The working directory the process should execute in.  If not provided
        the process will execute in whatever the directory the agent is
        running inside of.

    :type user: string or integer
    :keyword user:
        The username or user id that the process should run as.  On Windows
        this keyword is ignored and on Linux this requires the agent to be
        executing as root.  The value provided here will be run through
        :meth:`JobType.get_uid_gid` to map the incoming value to an integer.

    :type group: string or integer
    :keyword group:
        Same as ``user`` above except this sets the group the process will
        execute.

    :keyword id:
        An arbitrary id to associate with the resulting process protocol.  This
        can help identify
    """
    def __init__(self, command, *arguments, **kwargs):
        self.command = command
        self.arguments = tuple(map(str, arguments))
        self.env = kwargs.pop("env", None)
        self.cwd = kwargs.pop("cwd", None)
        self.user = kwargs.pop("user", None)
        self.group = kwargs.pop("group", None)
        self.id = kwargs.pop("id", None)

        if kwargs:
            raise ValueError(
                "Unexpected keywords present in kwargs: %s" % kwargs.keys())

    def __repr__(self):
        return "Command(command=%r, arguments=%r, cwd=%r, user=%r, group=%r, " \
               "env=%r)" % (self.command, self.arguments, self.cwd,
                            self.user, self.group, self.env)

[docs]    def validate(self):
        """
        Validates that the attributes on an instance of this class contain
        values we expect.  This method is called externally by the job type in
        :meth:`JobType.start` and may correct some instance attributes.
        """
        if not isinstance(self.command, STRING_TYPES):
            raise TypeError("Expected a string for `command`")

        if not isinstance(self.env, dict) and self.env is not None:
            raise TypeError("Expected a dictionary for `env`")

        if not isinstance(self.user, USER_GROUP_TYPES):
            raise TypeError("Expected string, integer or None for `user`")

        if not isinstance(self.group, USER_GROUP_TYPES):
            raise TypeError("Expected string, integer or None for `group`")

        if WINDOWS:  # pragma: no cover
            if self.user is not None:
                logger.warning("`user` is ignored on Windows")
                self.user = None

            if self.group is not None:
                logger.warning("`group` is ignored on Windows")
                self.group = None

        elif self.user is not None or self.group is not None \
                and not is_administrator():
            raise EnvironmentError(
                "Cannot change user or group without being admin.")

        if self.cwd is None:
            if not config["agent_chdir"]:
                self.cwd = os.getcwd()
            else:
                self.cwd = config["agent_chdir"]

        if isinstance(self.cwd, STRING_TYPES):
            if not isdir(self.cwd):
                raise OSError(
                    "`cwd` %s does not exist" % self.cwd)

        elif self.cwd is not None:
            raise TypeError("Expected a string for `cwd`")


[docs]    def set_default_environment(self, value):
        """
        Sets the environment to ``value`` if the internal ``env`` attribute
        is None.  By default this method is called by the job type and passed
        in the results from :meth:`pyfarm.jobtype.core.JobType.get_environment`
        """
        if self.env is None:
            assert isinstance(value, dict)
            self.env = value




[docs]class JobType(Cache, System, Process, TypeChecks):
    """
    Base class for all other job types.  This class is intended
    to abstract away many of the asynchronous necessary to run
    a job type on an agent.

    :cvar set PERSISTENT_JOB_DATA:
        A dictionary of job ids and data that :meth:`prepare_for_job` has
        produced.  This is used during :meth:`__init__` to set
        ``persistent_job_data``.

    :cvar CommandData COMMAND_DATA_CLASS:
        If you need to provide your own class to represent command data you
        should override this attribute.  This attribute is used by by methods
        within this class to do type checking.

    :cvar ProcessProtocol PROCESS_PROTOCOL:
        The protocol object used to communicate with each process
        spawned

    :cvar voluptuous.Schema ASSIGNMENT_SCHEMA:
        The schema of an assignment.  This object helps to validate the
        incoming assignment to ensure it's not missing any data.

    :arg dict assignment:
        This attribute is a dictionary the keys "job", "jobtype" and "tasks".
        self.assignment["job"] is itself a dict with keys "id", "title",
        "data", "environ" and "by".  The most important of those is usually
        "data", which is the dict specified when submitting the job and
        contains jobtype specific data. self.assignment["tasks"] is a list of
        dicts representing the tasks in the current assignment.  Each of
        these dicts has the keys "id" and "frame".  The
        list is ordered by frame number.

    :ivar UUID uuid:
        This is the unique identifier for the job type instance and is
        automatically set when the class is instanced.  This is used by the
        agent to track assignments and job type instances.

    :ivar set finished_tasks:
        A set of tasks that have had their state changed to finished through
        :meth:`set_task_state`.  At the start of the assignment, this list is
        empty.

    :ivar set failed_tasks:
        This is analogous to ``finished_tasks`` except it contains failed
        tasks only.
    """
    PERSISTENT_JOB_DATA = {}
    COMMAND_DATA = CommandData
    PROCESS_PROTOCOL = ProcessProtocol
    ASSIGNMENT_SCHEMA = Schema({
        Required("id"): validate_uuid,
        Required("job"): JOB_SCHEMA,
        Required("jobtype"): JOBTYPE_SCHEMA,
        Optional("tasks"): TASKS_SCHEMA})

    def __init__(self, assignment):
        super(JobType, self).__init__()

        # Private attributes which persist with the instance.  These
        # generally should not be modified directly.
        self._tempdir = None  # the defacto tempdir for this instance
        self._tempdirs = set()  # list of any temp directories created
        self._stdout_line_fragments = {}
        self._stderr_line_fragments = {}

        # JobType objects in the future may or may not have explicit tasks
        # associated with when them.  The format of tasks could also change
        # since it's an internal representation so to guard against these
        # changes we just use a simple uuid to represent ourselves.
        self.uuid = uuid4()
        self.processes = {}
        self.failed_processes = set()
        self.failed_tasks = set()
        self.finished_tasks = set()
        self.assignment = ImmutableDict(self.ASSIGNMENT_SCHEMA(assignment))
        self.persistent_job_data = None

        # Add our instance to the job type instance tracker dictionary
        # as well as the dictionary containing the current assignment.
        config["jobtypes"][self.uuid] = self
        config["current_assignments"][assignment["id"]]["jobtype"].update(
            id=self.uuid)

        # NOTE: Don't call this logging statement before the above, we need
        # self.assignment
        logger.debug("Instanced %r", self)

    def _close_logs(self):
        logpool.close_log(self.uuid)

    def __repr__(self):
        formatting = "%s(job=%r, tasks=%r, jobtype=%r, version=%r, title=%r)"
        return formatting % (
            self.__class__.__name__,
            self.assignment["job"]["id"],
            tuple(task["id"] for task in self.assignment["tasks"]),
            str(self.assignment["jobtype"]["name"]),
            self.assignment["jobtype"]["version"],
            str(self.assignment["job"]["title"]))

    @classmethod
[docs]    def load(cls, assignment):
        """
        Given an assignment this class method will load the job type either
        from cache or from the master.

        :param dict assignment:
            The dictionary containing the assignment.  This will be
            passed into an instance of ``ASSIGNMENT_SCHEMA`` to validate
            that the internal data is correct.
        """
        cls.ASSIGNMENT_SCHEMA(assignment)

        cache_key = cls._cache_key(assignment)
        logger.debug("Cache key for assignment is %s", cache_key)

        if config["jobtype_enable_cache"] or cache_key not in cls.cache:
            logger.debug("Jobtype not in cache or cache disabled")
            download = cls._download_jobtype(
                assignment["jobtype"]["name"],
                assignment["jobtype"]["version"])
            download.addCallback(cls._jobtype_download_complete, cache_key)
            return download
        else:
            logger.debug("Caching jobtype")
            return cls._load_jobtype(cls.cache[cache_key], None)


    @classmethod
[docs]    def prepare_for_job(cls, job):
        """
        .. note::
            This method is not yet implemented

        Called before a job executes on the agent first the first time.
        Whatever this classmethod returns will be available as
        ``persistent_job_data`` on the job type instance.

        :param int job:
            The job id which prepare_for_job is being run for

        By default this method does nothing.
        """
        pass


    @classmethod
[docs]    def cleanup_after_job(cls, persistent_data):
        """
        .. note::
            This method is not yet implemented

        This classmethod will be called after the last assignment
        from a given job has finished on this node.

        :param persistent_data:
            The persistent data that :meth:`prepare_for_job` produced.  The
            value for this data may be ``None`` if :meth:`prepare_for_job`
            returned None or was not implemented.
        """
        pass


    @classmethod
[docs]    def spawn_persistent_process(cls, job, command_data):
        """
        .. note::
            This method is not yet implemented

        Starts one child process using an instance of :class:`CommandData` or
        similiar input.  This process is intended to keep running until the
        last task from this job has been processed, potentially spanning more
        than one assignment.  If the spawned process is still running then
        we'll cleanup the process after :meth:`cleanup_after_job`
        """
        pass


[docs]    def node(self):
        """
        Returns live information about this host, the operating system,
        hardware, and several other pieces of global data which is useful
        inside of the job type.  Currently data from this method includes:

            * **master_api** - The base url the agent is using to
              communicate with the master.
            * **hostname** - The hostname as reported to the master.
            * **agent_id** - The unique identifier used to identify.
              this agent to the master.
            * **id** - The database id of the agent as given to us by
              the master on startup of the agent.
            * **cpus** - The number of CPUs reported to the master
            * **ram** - The amount of ram reported to the master.
            * **total_ram** - The amount of ram, in megabytes,
              that's installed on the system regardless of what
              was reported to the master.
            * **free_ram** - How much ram, in megabytes, is free
              for the entire system.
            * **consumed_ram** - How much ram, in megabytes, is
              being consumed by the agent and any processes it has
              launched.
            * **admin** - Set to True if the current user is an
              administrator or 'root'.
            * **user** - The username of the current user.
            * **case_sensitive_files** - True if the file system is
              case sensitive.
            * **case_sensitive_env** - True if environment variables
              are case sensitive.
            * **machine_architecture** - The architecture of the machine
              the agent is running on.  This will return 32 or 64.
            * **operating_system** - The operating system the agent
              is executing on.  This value will be 'linux', 'mac' or
              'windows'.  In rare circumstances this could also
              be 'other'.

        :raises KeyError:
            Raised if one or more keys are not present in
            the global configuration object.

            This should rarely if ever be a problem under normal
            circumstances.  The exception to this rule is in
            unittests or standalone libraries with the global
            config object may not be populated.
        """
        try:
            machine_architecture = system.machine_architecture()
        except NotImplementedError:
            logger.warning(
                "Failed to determine machine architecture.  This is a "
                "bug, please report it.")
            raise

        return {
            "master_api": config.get("master-api"),
            "hostname": config["agent_hostname"],
            "agent_id": config["agent_id"],
            "id": config["agent_id"],
            "cpus": int(config["agent_cpus"]),
            "ram": int(config["agent_ram"]),
            "total_ram": int(memory.total_ram()),
            "free_ram": int(memory.free_ram()),
            "consumed_ram": int(memory.total_consumption()),
            "admin": is_administrator(),
            "user": username(),
            "case_sensitive_files": system.filesystem_is_case_sensitive(),
            "case_sensitive_env": system.environment_is_case_sensitive(),
            "machine_architecture": machine_architecture,
            "operating_system": system.operating_system()}


[docs]    def assignments(self):
        """Short cut method to access tasks"""
        return self.assignment["tasks"]


[docs]    def tempdir(self, new=False, remove_on_finish=True):
        """
        Returns a temporary directory to be used within a job type.
        By default once called the directory will be created on disk
        and returned from this method.

        Calling this method multiple times will return the same directory
        instead of creating a new directory unless ``new`` is set to True.

        :param bool new:
            If set to ``True`` then return a new directory when called.  This
            however will not replace the 'default' temp directory.

        :param bool remove_on_finish:
            If ``True`` then keep track of the directory returned so it
            can be removed when the job type finishes.
        """
        if not new and self._tempdir is not None:
            return self._tempdir

        parent_dir = config["jobtype_tempdir_root"].replace(
            "$JOBTYPE_UUID", str(self.uuid))

        try:
            os.makedirs(parent_dir)
        except OSError as e:  # pragma: no cover
            if e.errno != EEXIST:
                logger.error("Failed to create %s: %s", parent_dir, e)
                raise

        self._tempdirs.add(parent_dir)
        tempdir = tempfile.mkdtemp(dir=parent_dir)
        logger.debug(
            "%s.tempdir() created %s", self.__class__.__name__, tempdir)

        # Keep track of the directory so we can cleanup all of them
        # when the job type finishes.
        if remove_on_finish:
            self._tempdirs.add(tempdir)

        if not new and self._tempdir is None:
            self._tempdir = tempdir

        return tempdir


[docs]    def get_uid_gid(self, user, group):
        """
        **Overridable**.  This method to convert a named user and group
        into their respective user and group ids.
        """
        uid = None
        gid = None

        # Convert user to uid
        if all([user is not None, pwd is not NotImplemented]):
            uid = self._get_uid_gid_value(
                user, "username", "get_uid", pwd, "pwd")

        # Convert group to gid
        if all([group is not None, grp is not NotImplemented]):
            gid = self._get_uid_gid_value(
                group, "group", "get_gid", grp, "grp")

        return uid, gid


[docs]    def get_environment(self):
        """
        Constructs an environment dictionary that can be used
        when a process is spawned by a job type.
        """
        environment = {}
        config_environment = config.get("jobtype_default_environment")

        if config.get("jobtype_include_os_environ"):
            environment.update(FROZEN_ENVIRONMENT)

        if isinstance(config_environment, dict):
            environment.update(config_environment)

        elif config_environment is not None:
            logger.warning(
                "Expected a dictionary for `jobtype_default_environment`, "
                "ignoring the configuration value.")

        # All keys and values must be strings.  Normally this is not an issue
        # but it's possible to create an environment using the config which
        # contains non-strings.
        for key in environment:
            if not isinstance(key, STRING_TYPES):
                logger.warning(
                    "Environment key %r is not a string.  It will be converted "
                    "to a string.", key)

                value = environment.pop(key)
                key = str(key)
                environment[key] = value

            if not isinstance(environment[key], STRING_TYPES):
                logger.warning(
                    "Environment value for %r is not a string.  It will be "
                    "converted to a string.", key)
                environment[key] = str(environment[key])

        return environment


[docs]    def get_command_list(self, cmdlist):
        """
        Return a list of command to be used when running the process
        as a read-only tuple.
        """
        self._check_command_list_inputs(cmdlist)
        return tuple(map(self.expandvars, cmdlist))


[docs]    def get_csvlog_path(self, protocol_uuid, create_time=None):
        """
        Returns the path to the comma separated value (csv) log file.
        The agent stores logs from processes in a csv format so we can store
        additional information such as a timestamp, line number, stdout/stderr
        identification and the the log message itself.

        .. note::

            This method should not attempt to create the parent directories
            of the resulting path.  This is already handled by the logger
            pool in a non-blocking fashion.
        """
        self._check_csvlog_path_inputs(protocol_uuid, create_time)

        if create_time is None:
            create_time = datetime.utcnow()
        assert isinstance(create_time, datetime)

        # Include the agent's time offset in create_time for accuracy.
        if config["agent_time_offset"]:
            create_time += timedelta(seconds=config["agent_time_offset"])

        # The default string template implementation cannot
        # handle cases where you have $VARS$LIKE_$THIS.  So we
        # instead iterate over a dictionary and use .replace()
        template_data = {
            "YEAR": str(create_time.year),
            "MONTH": "%02d" % create_time.month,
            "DAY": "%02d" % create_time.day,
            "HOUR": "%02d" % create_time.hour,
            "MINUTE": "%02d" % create_time.minute,
            "SECOND": "%02d" % create_time.second,
            "JOB": str(self.assignment["job"]["id"]),
            "PROCESS": protocol_uuid.hex}

        filename = config["jobtype_task_log_filename"]
        for key, value in template_data.items():
            filename = filename.replace("$" + key, value)
        filepath = join(config["jobtype_task_logs"], filename)

        return abspath(filepath)


[docs]    def get_command_data(self):
        """
        **Overridable**.  This method returns the arguments necessary for
        executing a command.  For job types which execute a single process
        per assignment, this is the most important method to implement.

        .. warning::

            This method should not be used when this jobtype requires more
            than one process for one assignment and may not get called at all
            if :meth:`start` was overridden.

        The default implementation does nothing.  When overriding this method
        you should return an instance of ``COMMAND_DATA_CLASS``:

        .. code-block:: python

            return self.COMMAND_DATA(
                "/usr/bin/python", "-c", "print 'hello world'",
                env={"FOO": "bar"}, user="bob")

        See :class:`CommandData`'s class documentation for a full description
        of possible arguments.

        Please note however the default command data class, :class:`CommandData`
        does not perform path expansion.  So instead you have to handle this
        yourself with :meth:`map_path`.
        """
        raise NotImplementedError("`get_command_data` must be implemented")

    # TODO: finish map_path() implementation

[docs]    def map_path(self, path):
        """
        Takes a string argument.  Translates a given path for any OS to
        what it should be on this particular node.  This does not communicate
        with the master.
        """
        self._check_map_path_inputs(path)
        path = self.expandvars(path)
        return path


[docs]    def expandvars(self, value, environment=None, expand=None):
        """
        Expands variables inside of a string using an environment.  Exp

        :param string value:
            The path to expand

        :param dict environment:
            The environment to use for expanding ``value``.  If this
            value is None (the default) then we'll use :meth:`get_environment`
            to build this value.

        :param bool expand:
            When not provided we use the ``jobtype_expandvars`` configuration
            value to set the default.  When this value is True we'll
            perform environment variable expansion otherwise we return
            ``value`` untouched.
        """
        self._check_expandvars_inputs(value, environment)

        if expand is None:
            expand = config.get("jobtype_expandvars")

        if not expand:
            return value

        if environment is None:
            environment = self.get_environment()

        return Template(expanduser(value)).safe_substitute(**environment)


[docs]    def start(self):
        """
        This method is called when the job type should start
        working.  Depending on the job type's implementation this will
        prepare and start one more more processes.
        """
        environment = self.get_environment()
        command_data = self.get_command_data()

        if isinstance(command_data, self.COMMAND_DATA):
            command_data = [command_data]

        for command in command_data:
            if not isinstance(command, self.COMMAND_DATA):
                raise TypeError(
                    "Expected `%s` instances from "
                    "get_command_data()" % self.COMMAND_DATA.__name__)

            command.validate()
            command.set_default_environment(environment)
            self._spawn_process(command)


[docs]    def stop(self, assignment_failed=False, error=None, signal="KILL"):
        """
        This method is called when the job type should stop
        running.  This will terminate any processes associated with
        this job type and also inform the master of any state changes
        to an associated task or tasks.

        :param boolean assignment_failed:
            Whether this means the assignment has genuinely failed.  By default,
            we assume that stopping this assignment was the result of deliberate
            user action (like stopping the job or shutting down the agent), and
            won't treat it as a failed assignment.

        :param string error:
            If the assignment has failed, this string is upload as last_error
            for the failed tasks.

        :param string signal:
            The signal to send the any running processes.  Valid options
            are KILL, TERM or INT.
        """
        logger.debug("JobType.stop() called, signal: %s", signal)
        assert signal in ("KILL", "TERM", "INT")

        self.stop_called = True

        for _, process in self.processes.iteritems():
            if signal == "KILL":
                process.protocol.kill()
            elif signal == "TERM":
                process.protocol.terminate()
            elif signal == "INT":
                process.protocol.interrupt()
            else:
                raise NotImplementedError(
                    "Don't know how to handle signal %r" % signal)

        if assignment_failed:
            for task in self.assignment["tasks"]:
                if task["id"] not in self.finished_tasks:
                    self.set_task_state(task, WorkState.FAILED, error=error)
                else:
                    logger.info(
                        "Task %r is already in finished tasks, not setting "
                        "state to failed", task["id"])
        else:
            for task in self.assignment["tasks"]:
                if task["id"] not in self.failed_tasks:
                    self.set_task_state(task, None, dissociate_agent=True)
                else:
                    logger.info(
                        "Task %r is already in failed tasks, not setting state "
                        "to queued", task["id"])
        # TODO: chain this callback to the completion of our request to master


[docs]    def format_error(self, error):
        """
        Takes some kind of object, typically an instance of
        :class:`.Exception` or :class`.Failure` and produces a human readable
        string.  If we don't know how to format the request object an error
        will be logged and nothing will be returned
        """
        # It's likely that the process has terminated abnormally without
        # generating a trace back.  Modify the reason a little to better
        # reflect this.
        if isinstance(error, Failure):
            if error.type is ProcessTerminated and error.value.exitCode > 0:
                return "Process may have terminated abnormally, please check " \
                       "the logs.  Message from error " \
                       "was %r" % error.value.message

                # TODO: there are other types of errors from Twisted we should
                # format here

        elif isinstance(error, Exception):
            return str(error)

        elif isinstance(error, STRING_TYPES):
            return error

        elif error is None:
            logger.error("No error was defined for this failure.")

        else:
            logger.error("Don't know how to format %r as a string", error)

    # TODO: modify this function to support batch updates

[docs]    def set_states(self, tasks, state, error=None):
        """
        Wrapper around :meth:`set_state` that that allows you to
        the state on the master for multiple tasks at once.
        """
        self._check_set_states_inputs(tasks, state)

        for task in tasks:
            self.set_task_state(task, state, error=error)

    # TODO: refactor so `task` is an integer, not a dictionary

[docs]    def set_task_state(self, task, state, error=None, dissociate_agent=False):
        """
        Sets the state of the given task

        :param dict task:
            The dictionary containing the task we're changing the state
            for.

        :param string state:
            The state to change ``task`` to

        :type error: string, :class:`Exception`
        :param error:
            If the state is changing to 'error' then also set the
            ``last_error`` column.  Any exception instance that is
            passed to this keyword will be passed through
            :meth:`format_exception` first to format it.
        """
        if state not in WorkState and state is not None:
            logger.error(
                "Cannot set state for task %r to %r, %r is an invalid "
                "state", task, state, state)

        elif not isinstance(task, dict):
            logger.error(
                "Expected a dictionary for `task`, cannot change state")

        elif "id" not in task or not isinstance(task["id"], INTEGER_TYPES):
            logger.error(
                "Expected to find 'id' in `task` or for `task['id']` to "
                "be an integer.")

        elif task not in self.assignment["tasks"]:
            logger.error(
                "Cannot set state, expected task %r to be a member of this "
                "job type's assignments", task)

        else:
            # The task has failed
            if state == WorkState.FAILED:
                error = self.format_error(error)
                logger.error("Task %r failed: %r", task, error)
                if task["id"] not in self.failed_tasks:
                    self.failed_tasks.add(task["id"])

            # `error` shouldn't be set if the state is not a failure
            elif error is not None:
                logger.warning(
                    "`set_state` only allows `error` to be set if `state` is "
                    "'failed'.  Discarding error.")
                error = None

            if (state == WorkState.DONE and
                task["id"] not in self.finished_tasks):
                self.finished_tasks.add(task["id"])

            url = "%s/jobs/%s/tasks/%s" % (
                config["master_api"], self.assignment["job"]["id"], task["id"])
            data = {"state": state or "queued"}

            # If the error has been set then update the data we're
            # going to POST
            if isinstance(error, STRING_TYPES):
                data.update(last_error=error)

            elif error is not None:
                logger.error("Expected a string for `error`")

            if dissociate_agent:
                data.update(agent_id=None)

            def post_update(post_url, post_data, delay=0):
                post_func = partial(
                    post, post_url,
                    data=post_data,
                    callback=lambda x: result_callback(
                        post_url, post_data, task["id"], state, x),
                    errback=lambda x: error_callback(post_url, post_data, x))
                reactor.callLater(delay, post_func)

            def result_callback(cburl, cbdata, task_id, cbstate, response):
                if 500 <= response.code < 600:
                    logger.error(
                        "Error while posting state update for task %s "
                        "to %s, return code is %s, retrying",
                        task_id, cbstate, response.code)
                    post_update(cburl, cbdata, delay=http_retry_delay())

                elif response.code != OK:
                    # Nothing else we could do about that, this is
                    # a problem on our end.  We should only encounter
                    # this error during development
                    logger.error(
                        "Could not set state for task %s to %s, server "
                        "response code was %s",
                        task_id, cbstate, response.code)

                else:
                    logger.info(
                        "Set state of task %s to %s on master",
                        task_id, cbstate)

            def error_callback(cburl, cbdata, failure_reason):
                logger.error(
                    "Error while posting state update for task, %s, retrying",
                    failure_reason)
                post_update(cburl, cbdata, delay=http_retry_delay())

            # Initial attempt to make an update with an explicit zero
            # delay.
            post_update(url, data, delay=0)

            # TODO: if new state is the equiv. of 'stopped', stop the process
            # and POST the change


[docs]    def get_local_task_state(self, task_id):
        """
        Returns None if the state of this task has not been changed
        locally since this assignment has started.  This method does
        not communicate with the master.
        """
        if task_id in self.finished_tasks:
            return WorkState.DONE
        elif task_id in self.failed_tasks:
            return WorkState.FAILED
        else:
            return None


[docs]    def is_successful(self, reason):
        """
        **Overridable**.  This method that determines whether the process
        referred to by a protocol instance has exited successfully.

        The default implementation returns ``True`` if the process's return
        code was 0 and ``False` in all other cases.  If you need to
        modify this behavior please be aware that ``reason`` may be an
        integer or an instance of
        :class:`twisted.internet.error.ProcessTerminated` if the process
        terminated without errors or an instance of
        :class:`twisted.python.failure.Failure` if there were problems.

        :raises NotImplementedError:
            Raised if we encounter a condition that the base implementation
            is unable to handle.
        """
        if reason == 0:
            return True
        elif isinstance(reason, INTEGER_TYPES):
            return False
        elif hasattr(reason, "type"):
            return (
                reason.type is ProcessDone and
                reason.value.exitCode == 0)
        else:
            raise NotImplementedError(
                "Don't know how to handle is_successful(%r)" % reason)


[docs]    def before_start(self):
        """
        **Overridable**.  This method called directly before :meth:`start`
        itself is called.

        The default implementation does nothing and values returned from
        this method are ignored.
        """
        pass


[docs]    def before_spawn_process(self, command, protocol):
        """
        **Overridable**.  This method called directly before a process is
        spawned.

        By default this method does nothing except log information about
        the command we're about to launch both the the agent's log and to
        the log file on disk.

        :param CommandData command:
            An instance of :class:`CommandData` which contains the
            environment to use, command and arguments.  Modifications to
            this object will be applied to the process being spawned.

        :param ProcessProtocol protocol:
            An instance of :class:`pyfarm.jobtypes.core.process.ProcessProtocol`
            which contains the protocol used to communicate between the
            process and this job type.
        """
        logger.info("Spawning %r", command)
        logpool.log(self.uuid, "internal",
                    "Spawning process. Command: %s" % command.command)
        logpool.log(self.uuid, "internal",
                    "Arguments: %s" % (command.arguments, ))
        logpool.log(self.uuid, "internal", "Work Dir: %s" % command.cwd)
        logpool.log(self.uuid, "internal", "User/Group: %s %s" % (
            command.user, command.group))
        logpool.log(self.uuid, "internal", "Environment:")
        logpool.log(self.uuid, "internal", pformat(command.env, indent=4))


[docs]    def process_stopped(self, protocol, reason):
        """
        **Overridable**.  This method called when a child process stopped
        running.

        The default implementation will mark all tasks in the current
        assignment as done or failed of there was at least one failed process.
        """
        if len(self.failed_processes) == 0 and not self.stop_called:
            for task in self.assignment["tasks"]:
                if task["id"] not in self.failed_tasks:
                    self.set_task_state(task, WorkState.DONE)
                else:
                    logger.info(
                        "Task %r is already in failed tasks, not setting state "
                        "to %s", task["id"], WorkState.DONE)
        elif not self.stop_called:
            for task in self.assignment["tasks"]:
                if task["id"] not in self.finished_tasks:
                    self.set_task_state(task, WorkState.FAILED)
                else:
                    logger.info(
                        "Task %r is already in finished tasks, not setting "
                        "state to %s", task["id"], WorkState.FAILED)


[docs]    def process_started(self, protocol):
        """
        **Overridable**.  This method is called when a child process started
        running.

        The default implementation will mark all tasks in the current
        assignment as running.
        """
        for task in self.assignment["tasks"]:
            self.set_task_state(task, WorkState.RUNNING)


[docs]    def process_output(self, protocol, output, line_fragments, line_handler):
        """
        This is a mid-level method which takes output from a process protocol
        then splits and processes it to ensure we pass complete output lines
        to the other methods.

        Implementors who wish to process the output line by line should
        override :meth:`preprocess_stdout_line`, :meth:`preprocess_stdout_line`,
        :meth:`process_stdout_line` or :meth:`process_stderr_line` instead.
        This method is a glue method between other parts of the job type and
        should only be overridden if there's a problem or you want to change
        how lines are split.

        :type protocol: :class:`.ProcessProtocol`
        :param protocol:
            The protocol instance which produced ``output``

        :param string output:
            The blob of text or line produced

        :param dict line_fragments:
            The line fragment dictionary containing individual line
            fragments.  This will be either ``self._stdout_line_fragments`` or
            ``self._stderr_line_fragments``.

        :param callable line_handler:
            The function to handle any lines produced.  This will be either
            :meth:`handle_stdout_line` or :meth:`handle_stderr_line`

        :return:
            This method returns nothing by default and any return value
            produced by this method will not be consumed by other methods.
        """
        dangling_fragment = None

        if "\n" in output:
            ends_on_fragment = True

            if output[-1] == "\n":
                ends_on_fragment = False

            lines = output.split("\n")
            if ends_on_fragment:
                dangling_fragment = lines.pop(-1)
            else:
                lines.pop(-1)

            for line in lines:
                if protocol.uuid in line_fragments:
                    line_out = line_fragments.pop(protocol.uuid)
                    line_out += line
                    if line_out and line_out[-1] == "\r":
                        line_out = line_out[:-1]

                    line_handler(protocol, line_out)

                else:
                    if line and line[-1] == "\r":
                        line = line[:-1]

                    line_handler(protocol, line)

            if ends_on_fragment:
                line_fragments[protocol.uuid] = dangling_fragment
        else:
            if protocol.uuid in line_fragments:
                line_fragments[protocol.uuid] += output

            else:
                line_fragments[protocol.uuid] = output


[docs]    def handle_stdout_line(self, protocol, stdout):
        """
        Takes a :class:`.ProcessProtocol` instance and ``stdout``
        line produced by :meth:`process_output` and runs it through all
        the steps necessary to preprocess, format, log and handle the line.

        The default implementation will run ``stdout`` through several methods
        in order:

            * :meth:`preprocess_stdout_line`
            * :meth:`format_stdout_line`
            * :meth:`log_stdout_line`
            * :meth:`process_stdout_line`

        .. warning::

            This method is not private however it's advisable to override
            the methods above instead of this one.  Unlike this method,
            which is more generalized and invokes several other methods,
            the above provide more targeted functionality.

        :type protocol: :class:`.ProcessProtocol`
        :param protocol:
            The protocol instance which produced ``stdout``

        :param string stderr:
            A complete line to ``stderr`` being emitted by the process

        :return:
            This method returns nothing by default and any return value
            produced by this method will not be consumed by other methods.
        """
        # Preprocess
        preprocessed = self.preprocess_stdout_line(protocol, stdout)
        if preprocessed is not None:
            stdout = preprocessed
        if preprocessed is False:
            return

        # Format
        formatted = self.format_stdout_line(protocol, stdout)
        if formatted is not None:
            stdout = formatted

        # Log
        self.log_stdout_line(protocol, stdout)

        # Custom Processing
        self.process_stdout_line(protocol, stdout)


[docs]    def handle_stderr_line(self, protocol, stderr):
        """
        **Overridable**.  Takes a :class:`.ProcessProtocol` instance and
        ``stderr`` produced by :meth:`process_output` and runs it through all
        the steps necessary to preprocess, format, log and handle the line.

        The default implementation will run ``stderr`` through several methods
        in order:

            * :meth:`preprocess_stderr_line`
            * :meth:`format_stderr_line`
            * :meth:`log_stderr_line`
            * :meth:`process_stderr_line`

        .. warning::

            This method is overridable however it's advisable to override
            the methods above instead.  Unlike this method, which is more
            generalized and invokes several other methods, the above provide
            more targeted functionality.

        :type protocol: :class:`.ProcessProtocol`
        :param protocol:
            The protocol instance which produced ``stdout``

        :param string stderr:
            A complete line to ``stderr`` being emitted by the process

        :return:
            This method returns nothing by default and any return value
            produced by this method will not be consumed by other methods.
        """
        # Preprocess
        preprocessed = self.preprocess_stderr_line(protocol, stderr)
        if preprocessed is not None:
            stderr = preprocessed
        if preprocessed == False:
            return

        # Format
        formatted = self.format_stderr_line(protocol, stderr)
        if formatted is not None:
            stderr = formatted

        # Log
        self.log_stderr_line(protocol, stderr)

        # Custom Processing
        self.process_stderr_line(protocol, stderr)


[docs]    def preprocess_stdout_line(self, protocol, stdout):
        """
        **Overridable**.  Provides the ability to manipulate ``stdout`` or
        ``protocol`` before it's passed into any other line handling methods.

        *The default implementation does nothing.*

        :type protocol: :class:`.ProcessProtocol`
        :param protocol:
            The protocol instance which produced ``stdout``

        :param string stderr:
            A complete line to ``stdout`` before any formatting or logging
            has occurred.

        :rtype: string
        :return:
            This method returns nothing by default but when overridden should
            return a string which will be used in line handling methods such
            as :meth:`format_stdout_line`, :meth:`log_stdout_line` and
            :meth:`process_stdout_line`.
        """
        pass


[docs]    def preprocess_stderr_line(self, protocol, stderr):
        """
        **Overridable**.  Formats a line from ``stdout`` before it's passed onto
        methods such as :meth:`log_stdout_line` and :meth:`process_stdout_line`.

        *The default implementation does nothing.*

        :type protocol: :class:`.ProcessProtocol`
        :param protocol:
            The protocol instance which produced ``stderr``

        :param string stderr:
            A complete line to ``stderr`` before any formatting or logging
            has occurred.

        :rtype: string
        :return:
            This method returns nothing by default but when overridden should
            return a string which will be used in line handling methods such
            as :meth:`format_stderr_line`, :meth:`log_stderr_line` and
            :meth:`process_stderr_line`.
        """
        pass


[docs]    def format_stdout_line(self, protocol, stdout):
        """
        **Overridable**.  Formats a line from ``stdout`` before it's passed onto
        methods such as :meth:`log_stdout_line` and :meth:`process_stdout_line`.

        *The default implementation does nothing.*

        :type protocol: :class:`.ProcessProtocol`
        :param protocol:
            The protocol instance which produced ``stdout``

        :param string stdout:
            A complete line from process to format and return.

        :rtype: string
        :return:
            This method returns nothing by default but when overridden should
            return a string which will be used in :meth:`log_stdout_line` and
            :meth:`process_stdout_line`
        """
        pass


[docs]    def format_stderr_line(self, protocol, stderr):
        """
        **Overridable**.  Formats a line from ``stderr`` before it's passed onto
        methods such as :meth:`log_stderr_line` and :meth:`process_stderr_line`.

        *The default implementation does nothing.*

        :type protocol: :class:`.ProcessProtocol`
        :param protocol:
            The protocol instance which produced ``stderr``

        :param string stderr:
            A complete line from the process to format and return.

        :rtype: string
        :return:
            This method returns nothing by default but when overridden should
            return a string which will be used in :meth:`log_stderr_line` and
            :meth:`process_stderr_line`
        """
        pass


[docs]    def log_stdout_line(self, protocol, stdout):
        """
        **Overridable**.  Called when we receive a complete line on stdout from
        the process.

        The default implementation will use the global logging pool to
        log ``stdout`` to a file.

        :type protocol: :class:`.ProcessProtocol`
        :param protocol:
            The protocol instance which produced ``stdout``

        :param string stderr:
            A complete line to ``stdout`` that has been formatted and is ready
            to log to a file.

        :return:
            This method returns nothing by default and any return value
            produced by this method will not be consumed by other methods.
        """
        if config["jobtype_capture_process_output"]:
            process_stdout.info("task %r: %s", protocol.id, stdout)
        else:
            logpool.log(self.uuid, STDOUT, stdout, protocol.pid)


[docs]    def log_stderr_line(self, protocol, stderr):
        """
        **Overridable**.  Called when we receive a complete line on stderr from
        the process.

        The default implementation will use the global logging pool to
        log ``stderr`` to a file.

        :type protocol: :class:`.ProcessProtocol`
        :param protocol:
            The protocol instance which produced ``stderr``

        :param string stderr:
            A complete line to ``stderr`` that has been formatted and is ready
            to log to a file.

        :return:
            This method returns nothing by default and any return value
            produced by this method will not be consumed by other methods.
        """
        if config["jobtype_capture_process_output"]:
            process_stdout.info("task %r: %s", protocol.id, stderr)
        else:
            logpool.log(self.uuid, STDERR, stderr, protocol.pid)


[docs]    def process_stderr_line(self, protocol, stderr):
        """
        **Overridable**.  This method is called when we receive a complete
        line to ``stderr``.  The line will be preformatted and will already
        have been sent for logging.

        *The default implementation sends ``stderr`` and ``protocol`` to
        :meth:`process_stdout_line`.*

        :type protocol: :class:`.ProcessProtocol`
        :param protocol:
            The protocol instance which produced ``stderr``

        :param string stderr:
            A complete line to ``stderr`` after it has been formatted and
            logged.

        :return:
            This method returns nothing by default and any return value
            produced by this method will not be consumed by other methods.
        """
        self.process_stdout_line(protocol, stderr)


[docs]    def process_stdout_line(self, protocol, stdout):
        """
        **Overridable**.  This method is called when we receive a complete
        line to ``stdout``.  The line will be preformatted and will already
        have been sent for logging.

        *The default implementation does nothing.*

        :type protocol: :class:`.ProcessProtocol`
        :param protocol:
            The protocol instance which produced ``stderr``

        :param string stdout:
            A complete line to ``stdout`` after it has been formatted and
            logged.

        :return:
            This method returns nothing by default and any return value
            produced by this method will not be consumed by other methods.
        """
        pass
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  Source code for pyfarm.agent.entrypoints.main

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Main
----

The main module which constructs the entrypoint for the
``pyfarm-agent`` command line tool.
"""

from __future__ import division

import os
import sys
import pdb
import time
from errno import ENOENT, EEXIST

from json import dumps

from os.path import dirname, isfile, isdir, expandvars, expanduser

try:
    from httplib import ACCEPTED, OK, responses
except ImportError:  # pragma: no cover
    from http.client import ACCEPTED, OK, responses

# Platform specific imports.  These should either all fail or
# import without problems so we're grouping them together.
try:
    from grp import getgrgid
    from pwd import getpwuid
    from os import setuid, getuid, setgid, getgid, fork
except ImportError:  # pragma: no cover
    getgrgid = NotImplemented
    getpwuid = NotImplemented
    setuid = NotImplemented
    getuid = NotImplemented
    setgid = NotImplemented
    getgid = NotImplemented
    fork = NotImplemented

import psutil
import requests
import signal
from requests import ConnectionError
from twisted.internet import reactor

from pyfarm.core.enums import (
    OS, WINDOWS, AgentState, INTEGER_TYPES, operating_system)

from pyfarm.agent.logger import getLogger
from pyfarm.agent.logger.twistd import Observer
from pyfarm.agent.config import config
from pyfarm.agent.entrypoints.parser import (
    AgentArgumentParser, ip, port,  uidgid, enum, number, uuid_type)
from pyfarm.agent.entrypoints.utility import start_daemon_posix
from pyfarm.agent.sysinfo import memory, cpu
from pyfarm.agent.utility import AgentUUID, remove_file

try:
    WindowsError
except NameError:  # pragma: no cover
    WindowsError = OSError


logger = getLogger("agent.cmd")

config["start"] = time.time()


[docs]class AgentEntryPoint(object):
    """Main object for parsing command line options"""
    def __init__(self):
        self.args = None
        self.parser = AgentArgumentParser(
            usage="%(prog)s [status|start|stop]",
            epilog="%(prog)s is a command line client for working with a "
                   "local agent.  You can use it to stop, start, and report "
                   "the general status of a running agent process.")

        # main subparser for start/stop/status/etc
        subparsers = self.parser.add_subparsers(
            help="individual operations %(prog)s can run")
        start = subparsers.add_parser(
            "start", help="starts the agent")
        stop = subparsers.add_parser(
            "stop", help="stops the agent")
        status = subparsers.add_parser(
            "status", help="query the 'running' state of the agent")

        # relate a name and function to each subparser
        start.set_defaults(target_name="start", target_func=self.start)
        stop.set_defaults(target_name="stop", target_func=self.stop)
        status.set_defaults(target_name="status", target_func=self.status)

        # command line flags which configure the agent's network service
        global_network = self.parser.add_argument_group(
            "Agent Network Service",
            description="Main flags which control the network services running "
                        "on the agent.")
        global_network.add_argument(
            "--port", config="agent_api_port", type=port,
            type_kwargs=dict(get_uid=lambda: self.args.uid == 0),
            help="The port number which the agent is either running on or "
                 "will run on when started.  This port is also reported the "
                 "master when an agent starts. [default: %(default)s]")
        global_network.add_argument(
            "--host", config="agent_hostname",
            help="The host to communicate with or hostname to present to the "
                 "master when starting.  Defaults to the fully qualified "
                 "hostname.")
        global_network.add_argument(
            "--agent-api-username", default="agent", config=False,
            help="The username required to access or manipulate the agent "
                 "using REST. [default: %(default)s]")
        global_network.add_argument(
            "--agent-api-password", default="agent", config=False,
            help="The password required to access manipulate the agent "
                 "using REST. [default: %(default)s]")
        global_network.add_argument(
            "--agent-id", config="agent_id", type=uuid_type,
            default=None,
            help="The UUID used to identify this agent to the master.  By "
                 "default the agent will attempt to load a cached value "
                 "however a specific UUID could be provided with this flag.")
        global_network.add_argument(
            "--agent-id-file", config="agent_id_file",
            default=expanduser(expandvars(
                config["agent_id_file_platform_defaults"][operating_system()])),
            help="The location to store the agent's id.  By default the path "
                 "is platform specific and defined by the "
                 "`agent_id_file_platform_defaults` key in the configuration.  "
                 "[default: %(default)s]")

        # command line flags for the connecting the master apis
        global_apis = self.parser.add_argument_group(
            "Network Resources",
            description="Resources which the agent will be communicating with.")
        global_apis.add_argument(
            "--master", config="master",
            help="This is a convenience flag which will allow you to set the "
                 "hostname for the master.  By default this value will be "
                 "substituted in --master-api")
        global_apis.add_argument(
            "--master-api", config="master_api",
            help="The location where the master's REST api is located. "
                 "[default: %(default)s]")
        global_apis.add_argument(
            "--master-api-version", config="master_api_version",
            help="Sets the version of the master's REST api the agent should"
                 "use [default: %(default)s]")

        # global command line flags which apply to top level
        # process control
        global_process = self.parser.add_argument_group(
            "Process Control",
            description="These settings apply to the parent process of the "
                        "agent and contribute to allowing the process to run "
                        "as other users or remain isolated in an environment. "
                        "They also assist in maintaining the 'running state' "
                        "via a process id file.")
        global_process.add_argument(
            "--pidfile", config="agent_lock_file",
            help="The file to store the process id in. [default: %(default)s]")
        global_process.add_argument(
            "-n", "--no-daemon", default=False, action="store_true",
            config=False,
            help="If provided then do not run the process in the background.")
        global_process.add_argument(
            "--chdir", config="agent_chdir", type=isdir,
            help="The working directory to change the agent into upon launch")
        global_process.add_argument(
            "--uid", type=uidgid, config=False,
            type_kwargs=dict(get_id=getuid, check_id=getpwuid, set_id=setuid),
            help="The user id to run the agent as.  *This setting is "
                 "ignored on Windows.*")
        global_process.add_argument(
            "--gid", type=uidgid, config=False,
            type_kwargs=dict(get_id=getgid, check_id=getgrgid, set_id=setgid),
            help="The group id to run the agent as.  *This setting is "
                 "ignored on Windows.*")
        global_process.add_argument(
            "--pdb-on-unhandled", action="store_true",
            help="When set pdb.set_trace() will be called if an unhandled "
                 "error is caught in the logger")

        # start general group
        start_general_group = start.add_argument_group(
            "General Configuration",
            description="These flags configure parts of the agent related to "
                        "hardware, state, and certain timing and scheduling "
                        "attributes.")
        start_general_group.add_argument(
            "--state", default=AgentState.ONLINE, config=False,
            type=enum, type_kwargs=dict(enum=AgentState),
            help="The current agent state, valid values are "
                 "" + str(list(AgentState)) + ". [default: %(default)s]")
        start_general_group.add_argument(
            "--time-offset", config="agent_time_offset",
            type=int, type_kwargs=dict(min_=0),
            help="If provided then don't talk to the NTP server at all to "
                 "calculate the time offset.  If you know for a fact that this "
                 "host's time is always up to date then setting this to 0 is "
                 "probably a safe bet.")
        start_general_group.add_argument(
            "--ntp-server", config="agent_ntp_server",
            help="The default network time server this agent should query to "
                 "retrieve the real time.  This will be used to help determine "
                 "the agent's clock skew if any.  Setting this value to '' "
                 "will effectively disable this query. [default: %(default)s]")
        start_general_group.add_argument(
            "--ntp-server-version", config="agent_ntp_server_version",
            type=int,
            help="The version of the NTP server in case it's running an older"
                 "or newer version. [default: %(default)s]")
        start_general_group.add_argument(
            "--no-pretty-json", config="agent_pretty_json",
            action="store_false",
            help="If provided do not dump human readable json via the agent's "
                 "REST api")
        start_general_group.add_argument(
            "--shutdown-timeout", config="agent_shutdown_timeout",
            type=int, type_kwargs=dict(min_=0),
            help="How many seconds the agent should spend attempting to inform "
                 "the master that it's shutting down.")
        start_general_group.add_argument(
            "--updates-drop-dir", config="agent_updates_dir",
            help="The directory to drop downloaded updates in. This should be "
            "the same directory pyfarm-supervisor will look for updates in. "
            "[default: %(default)s]")
        start_general_group.add_argument(
            "--run-control-file", config="run_control_file",
            default=expanduser(expandvars(
                config["run_control_file_by_platform"][operating_system()])),
            help="The path to a file that will signal to the supervisor that "
                 "agent is supposed to be restarted if it stops for whatever "
                 "reason."
                 "[default: %(default)s]")

        # start hardware group
        start_hardware_group = start.add_argument_group(
            "Physical Hardware",
            description="Command line flags which describe the hardware of "
                        "the agent.")
        start_hardware_group.add_argument(
            "--cpus", default=cpu.total_cpus(),
            config="agent_cpus", type=int,
            help="The total amount of cpus installed on the "
                 "system.  Defaults to the number of cpus installed "
                 "on the system.")
        start_hardware_group.add_argument(
            "--ram", default=memory.total_ram(),
            config="agent_ram", type=int,
            help="The total amount of ram installed on the system in "
                 "megabytes.  Defaults to the amount of ram the "
                 "system has installed.")

        # start interval controls
        start_interval_group = start.add_argument_group(
            "Interval Controls",
            description="Controls which dictate when certain internal "
                        "intervals should occur.")
        start_interval_group.add_argument(
            "--ram-check-interval",
            config="agent_ram_check_interval", type=int,
            help="How often ram resources should be checked for changes. "
                 "The amount of memory currently being consumed on the system "
                 "is checked after certain events occur such as a process but "
                 "this flag specifically controls how often we should check "
                 "when no such events are occurring. [default: %(default)s]")
        start_interval_group.add_argument(
            "--ram-max-report-frequency",
            config="agent_ram_max_report_frequency", type=int,
            help="This is a limiter that prevents the agent from reporting "
                 "memory changes to the master more often than a specific "
                 "time interval.  This is done in order to ensure that when "
                 "100s of events fire in a short period of time cause changes "
                 "in ram usage only one or two will be reported to the "
                 "master. [default: %(default)s]")
        start_interval_group.add_argument(
            "--ram-report-delta", config="agent_ram_report_delta", type=int,
            help="Only report a change in ram if the value has changed "
                 "at least this many megabytes. [default: %(default)s]")
        start_interval_group.add_argument(
            "--master-reannounce", config="agent_master_reannounce", type=int,
            help="Controls how often the agent should reannounce itself "
                 "to the master.  The agent may be in contact with the master "
                 "more often than this however during long period of "
                 "inactivity this is how often the agent will 'inform' the "
                 "master the agent is still online.")

        # start logging options
        logging_group = start.add_argument_group(
            "Logging Options",
            description="Settings which control logging of the agent's parent "
                        "process and/or any subprocess it runs.")
        logging_group.add_argument(
            "--log", config="agent_log",
            help="If provided log all output from the agent to this path.  "
                 "This will append to any existing log data.  [default: "
                 "%(default)s]")
        logging_group.add_argument(
            "--capture-process-output", config="jobtype_capture_process_output",
            action="store_true",
            help="If provided then all log output from each process launched "
                 "by the agent will be sent through agent's loggers.")
        logging_group.add_argument(
            "--task-log-dir", config="jobtype_task_logs",
            type=isdir, type_kwargs=dict(create=True),
            help="The directory tasks should log to.")

        # network options for the agent when start is called
        start_network = start.add_argument_group(
            "Network Service",
            description="Controls how the agent is seen or interacted with "
                        "by external services such as the master.")
        start_network.add_argument(
            "--ip-remote", type=ip, config=False,
            help="The remote IPv4 address to report.  In situation where the "
                 "agent is behind a firewall this value will typically be "
                 "different.")

        start_manhole = start.add_argument_group(
            "Manhole Service",
            description="Controls the manhole service which allows a telnet "
                        "connection to be made directly into the agent as "
                        "it's running.")
        start_manhole.add_argument(
            "--enable-manhole", config="agent_manhole",
            action="store_true",
            help="When provided the manhole service will be started once the "
                 "reactor is running.")
        start_manhole.add_argument(
            "--manhole-port", config="agent_manhole_port", type=port,
            type_kwargs=dict(get_uid=lambda: self.args.uid == 0),
            help="The port the manhole service should run on if enabled.")
        start_manhole.add_argument(
            "--manhole-username", config="agent_manhole_username",
            help="The telnet username that's allowed to connect to the "
                 "manhole service running on the agent.")
        start_manhole.add_argument(
            "--manhole-password", config="agent_manhole_password",
            help="The telnet password to use when connecting to the "
                 "manhole service running on the agent.")

        # various options for how the agent will interact with the
        # master server
        start_http_group = start.add_argument_group(
            "HTTP Configuration",
            description="Options for how the agent will interact with the "
                        "master's REST api and how it should run it's own "
                        "REST api.")
        start_http_group.add_argument(
            "--html-templates-reload", config="agent_html_template_reload",
            action="store_true",
            help="If provided then force Jinja2, the html template system, "
                 "to check the file system for changes with every request. "
                 "This flag should not be used in production but is useful "
                 "for development and debugging purposes.")
        start_http_group.add_argument(
            "--static-files", config="agent_static_root", type=isdir,
            help="The default location where the agent's http server should "
                 "find static files to serve.")
        start_http_group.add_argument(
            "--http-retry-delay-offset",
            config="agent_http_retry_delay_offset", type=number,
            help="If a http request to the master has failed, wait at least "
                 "this amount of time before resending the request.")
        start_http_group.add_argument(
            "--http-retry-delay-factor",
            config="agent_http_retry_delay_factor", type=number,
            help="The value provided here is used in combination with "
                 "--http-retry-delay-offset to calculate the retry delay.  "
                 "This is used as a multiplier against random() before being "
                 "added to the offset.")

        jobtype_group = start.add_argument_group("Job Types")
        jobtype_group.add_argument(
            "--jobtype-no-cache", config="jobtype_enable_cache",
            action="store_true",
            help="If provided then do not cache job types, always directly "
                 "retrieve them.  This is beneficial if you're testing the "
                 "agent or a new job type class.")

        # options when stopping the agent
        stop_group = stop.add_argument_group(
            "optional flags",
            description="Flags that control how the agent is stopped")
        stop_group.add_argument(
            "--no-wait", default=False, action="store_true", config=False,
            help="If provided then don't wait on the agent to shut itself "
                 "down.  By default we would want to wait on each task to stop "
                 "so we can catch any errors and then finally wait on the "
                 "agent to shutdown too.  If you're in a hurry or stopping a "
                 "bunch of agents at once then setting this flag will let the "
                 "agent continue to stop itself without waiting for each agent")

    def __call__(self):
        logger.debug("Parsing command line arguments")
        self.args = self.parser.parse_args()

        # No daemon mode must be set with --pdb-on-unhanded, without this
        # you could end up with a blocking agent and no way of knowing
        # about it.
        if not self.args.no_daemon and self.args.pdb_on_unhandled:
            self.parser.error(
                "You cannot set --pdb-on-unhandled without --no-daemon")

        if self.args.pdb_on_unhandled:
            Observer.PDB_ON_UNHANDLED_ERROR = True

            def excepthook(exctype, value, traceback):
                pdb.set_trace()

            sys.excepthook = excepthook

        if not config["master"] and self.args.target_name == "start":
            self.parser.error(
                "--master must be provided (ex. "
                "'pyfarm-agent --master=foobar start')")

        # if we're on windows, produce some warnings about
        # flags which are not supported
        if WINDOWS and self.args.uid:
            logger.warning("--uid is not currently supported on Windows")

        if WINDOWS and self.args.gid:
            logger.warning("--gid is not currently supported on Windows")

        if WINDOWS and self.args.no_daemon:
            logger.warning("--no-daemon is not currently supported on Windows")

        if self.args.agent_id is None:
            agent_id = AgentUUID.load(self.args.agent_id_file)

            # No agent id saved, generate one then try to save it.  If we
            # can't then an error will be raised when AgentUUID.save is called.
            if agent_id is None:
                agent_id = AgentUUID.generate()
                AgentUUID.save(agent_id, self.args.agent_id_file)

            self.args.agent_id = agent_id

        # A custom --agent-id was provided, warn if it varies from one
        # we load from disk.  We won't try to save it however because
        # that could cause conflicts if someone is using --agent-id
        # and trying to run multiple agents.
        else:
            saved_agent_id = AgentUUID.load(self.args.agent_id_file)
            if (saved_agent_id is not None
                    and saved_agent_id != self.args.agent_id):
                logger.warning(
                    "Custom agent ID has been provided by --agent-id")

        config["agent_id"] = self.args.agent_id

        if self.args.target_name == "start":
            # update configuration with values from the command line
            config_flags = {
                "state": self.args.state,
                "pids": {
                    "parent": os.getpid()}}

            config.update(config_flags)

        return_code = self.args.target_func()

        # If a specific return code is provided then use it
        # directly in sys.exit
        if isinstance(return_code, INTEGER_TYPES):
            sys.exit(return_code)

    @property
[docs]    def agent_api(self):
        return "http://%s:%s/api/v1" % (
            config["agent_hostname"], config["agent_api_port"])


[docs]    def start(self):
        url = self.agent_api + "/status"
        try:
            response = requests.get(
                url, headers={"Content-Type": "application/json"})
        except ConnectionError:
            pid = None
            remove_lock_file = False

            # Try to open an existing lock file
            try:
                with open(config["agent_lock_file"], "r") as pidfile:
                    try:
                        pid = int(pidfile.read().strip())
                    except ValueError:
                        logger.warning(
                            "Could not convert pid in %s to an integer.",
                            config["agent_lock_file"])
                        remove_lock_file = True

            # If the file is missing we ignore the error and read
            # pid/remove_lock_file later on.
            except (OSError, IOError) as e:
                if e.errno == ENOENT:
                    logger.debug(
                        "Process ID file %s does not exist",
                        config["agent_lock_file"])
                else:
                    raise

            else:
                assert pid is not None, "pid was not set"
                logger.debug(
                    "Process ID file %s exists", config["agent_lock_file"])

            if pid is not None:
                try:
                    process = psutil.Process(pid)

                # Process in the pid file does not exist
                except psutil.NoSuchProcess:
                    logger.debug(
                        "Process ID in %s is stale.",
                        config["agent_lock_file"])
                    remove_lock_file = True

                # Process does exist, does it appear to be our agent?
                else:
                    if process.name() == "pyfarm-agent":
                        logger.error(
                            "Agent is already running, pid %s", pid)
                        return 1

                    # Not our agent so the lock file is probably wrong.
                    else:
                        logger.debug(
                            "Process %s does not appear to be the "
                            "agent.", pid)
                        remove_lock_file = True

            if remove_lock_file:
                logger.debug(
                    "Attempting to remove PID file %s",
                    config["agent_lock_file"])

                try:
                    remove_file(
                        config["agent_lock_file"],
                        retry_on_exit=True, raise_=True)
                except (WindowsError, OSError, IOError):
                    return 1
        else:
            code = "%s %s" % (
                response.status_code, responses[response.status_code])
            pid = response.json()["pids"]["parent"]
            logger.error(
                "Agent at pid %s is already running, got %s from %s.",
                pid, code, url)
            return 1

        logger.info("Starting agent")

        if not isdir(config["jobtype_task_logs"]):
            logger.debug("Creating %s", config["jobtype_task_logs"])
            try:
                os.makedirs(config["jobtype_task_logs"])
            except OSError:
                logger.error("Failed to create %s", config["jobtype_task_logs"])
                return 1

        # create the directory for log
        if not self.args.no_daemon and not isfile(config["agent_log"]):
            try:
                os.makedirs(dirname(config["agent_log"]))
            except OSError:
                # Not an error because it could be created later on
                logger.warning(
                    "failed to create %s" % dirname(config["agent_log"]))

        # so long as fork could be imported and --no-daemon was not set
        # then setup the log files
        if not self.args.no_daemon and fork is not NotImplemented:
            logger.info("sending log output to %s" % config["agent_log"])
            daemon_start_return_code = start_daemon_posix(
                config["agent_log"], config["agent_chdir"],
                self.args.uid, self.args.gid)

            if isinstance(daemon_start_return_code, INTEGER_TYPES):
                return daemon_start_return_code

        elif not self.args.no_daemon and fork is NotImplemented:
            logger.warning(
                "`fork` is not implemented on %s, starting in "
                "foreground" % OS.title())

        # PID file should not exist now.  Either the last agent instance
        # should have removed it or we should hae above.
        if isfile(config["agent_lock_file"]):
            logger.error("PID file should not exist on disk at this point.")
            return 1

        # Create the directory for the pid file if necessary
        pid_dirname = dirname(config["agent_lock_file"])
        if not isdir(pid_dirname):
            try:
                os.makedirs(pid_dirname)
            except OSError:  # pragma: no cover
                logger.error(
                    "Failed to create parent directory for %s",
                    config["agent_lock_file"])
                return 1
            else:
                logger.debug("Created directory %s", pid_dirname)

        # Write the PID file
        pid = os.getpid()
        try:
            with open(config["agent_lock_file"], "w") as pidfile:
                pidfile.write(str(pid))
        except OSError as e:
            logger.error(
                "Failed to write PID file %s: %s", config["agent_lock_file"], e)
            return 1
        else:
            logger.debug("Wrote PID to %s", config["agent_lock_file"])

        logger.info("pid: %s", pid)

        if not isfile(config["run_control_file"]):
            directory = dirname(config["run_control_file"])
            try:
                os.makedirs(directory)
            except (OSError, IOError) as e:  # pragma: no cover
                if e.errno != EEXIST:
                    logger.error(
                        "Failed to create parent directory for %s: %s: %s",
                        config["run_control_file"], type(e).__name__, e)
                    raise
            else:
                logger.debug("Created directory %s", directory)
            try:
                with open(config["run_control_file"], "a"):
                    pass
            except (OSError, IOError) as e:
                logger.error("Failed to create run control file %s: %s: %s",
                             config["run_control_file"], type(e).__name__, e)
            else:
                logger.info("Created run control file %s",
                            config["run_control_file"])

        if getuid is not NotImplemented:
            logger.info("uid: %s" % getuid())

        if getgid is not NotImplemented:
            logger.info("gid: %s" % getgid())

        from pyfarm.agent.service import Agent

        # Setup the agent, register stop(), then run the agent
        service = Agent()
        signal.signal(signal.SIGINT, service.sigint_handler)
        reactor.callWhenRunning(service.start)
        reactor.run()


[docs]    def stop(self):
        logger.info("Stopping the agent")
        url = self.agent_api + "/stop"

        try:
            # TODO: this NEEDS to be an authenticated request
            response = requests.post(
                url,
                data=dumps({"wait": not self.args.no_wait}),
                headers={"Content-Type": "application/json"})

        except Exception as e:
            logger.error("Failed to contact %s: %s", url, e)
            return 1

        if response.status_code == ACCEPTED:
            logger.info("Agent is stopping")
        elif response.status_code == OK:
            logger.info("Agent has stopped")
        else:
            logger.error(
                "Received code %s when attempting to access %s: %s",
                response.status_code, url, response.text)


[docs]    def status(self):
        url = self.agent_api + "/status"
        logger.debug("Checking agent status via api using 'GET %s'", url)
        try:
            response = requests.get(
                url, headers={"Content-Type": "application/json"})

        # REST request failed for some reason, try with the pid file
        except Exception as e:
            logger.debug(str(e))
            logger.warning(
                "Failed to communicate with %s's API.  We can only roughly "
                "determine if agent is offline or online.",
                config["agent_hostname"])

            # TODO: use config for pidfile, --pidfile should be an override
            if not isfile(config["agent_lock_file"]):
                logger.debug(
                    "Process ID file %s does not exist",
                    config["agent_lock_file"])
                logger.info("Agent is offline")
                return 1

            else:
                with open(config["agent_lock_file"], "r") as pidfile:
                    try:
                        pid = int(pidfile.read().strip())
                    except ValueError:
                        logger.error(
                            "Could not convert pid in %s to an integer.",
                            config["agent_lock_file"])
                        return 1

                try:
                    process = psutil.Process(pid)
                except psutil.NoSuchProcess:
                    logger.info("Agent is offline.")
                    return 1
                else:
                    if process.name() == "pyfarm-agent":
                        logger.info("Agent is online.")
                    else:
                        logger.warning(
                            "Process %s does not appear to be the agent", pid)
                        logger.info("Agent is offline.")

            return

        data = response.json()
        pid_parent = data["pids"]["parent"]
        pid_child = data["pids"]["child"]

        # Print some general information about the agent
        logger.info("Agent %(agent_hostname)s is %(state)s" % data)
        logger.info("               Uptime: %(uptime)s seconds" % data)
        logger.info(
            "  Last Master Contact: %(last_master_contact)s seconds" % data)
        logger.info("    Parent Process ID: %(pid_parent)s" % locals())
        logger.info("           Process ID: %(pid_child)s" % locals())
        logger.info("          Database ID: %(id)s" % data)
        logger.info("            System ID: %(agent_id)s" % data)
        logger.info(
            "      Child Processes: %(child_processes)s "
            "(+%(grandchild_processes)s grandchildren)" % data)
        logger.info("   Memory Consumption: %(consumed_ram)sMB" % data)




agent = AgentEntryPoint()
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# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
# http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Development
-----------

Contains entry points which constructs the command line tools
used for development such as ``pyfarm-dev-fakerender`` and
``pyfarm-dev-fakework``.
"""

import argparse
import ctypes
import hashlib
import os
import sys
import time
from collections import namedtuple
from functools import partial
from random import choice, randint, random
from textwrap import dedent

import psutil
import requests

from pyfarm.core.enums import NUMERIC_TYPES
from pyfarm.core.utility import convert
from pyfarm.agent.config import config
from pyfarm.agent.logger import getLogger
from pyfarm.agent.utility import dumps


logger = getLogger("agent.cmd")

config["start"] = time.time()


[docs]def fake_render():
    process = psutil.Process()
    memory_usage = lambda: convert.bytetomb(process.get_memory_info().rss)
    memory_used_at_start = memory_usage()

    logger.info("sys.argv: %r", sys.argv)

    # build parser
    parser = argparse.ArgumentParser(
        description="Very basic command line tool which vaguely simulates a "
                    "render.")
    parser.add_argument(
        "--ram", type=int, default=25,
        help="How much ram in megabytes the fake command should consume")
    parser.add_argument(
        "--duration", type=int, default=5,
        help="How many seconds it should take to run this command")
    parser.add_argument(
        "--return-code", type=int, action="append", default=[0],
        help="The return code to return, declaring this flag multiple times "
             "will result in a random return code.  [default: %(default)s]")
    parser.add_argument(
        "--duration-jitter", type=int, default=5,
        help="Randomly add or subtract this amount to the total duration")
    parser.add_argument(
        "--ram-jitter", type=int, default=None,
        help="Randomly add or subtract this amount to the ram")
    parser.add_argument(
        "-s", "--start", type=int, required=True,
        help="The start frame.  If no other flags are provided this will also "
             "be the end frame.")
    parser.add_argument(
        "-e", "--end", type=int, help="The end frame")
    parser.add_argument(
        "-b", "--by", type=int, help="The by frame", default=1)
    parser.add_argument(
        "--spew", default=False, action="store_true",
        help="Spews lots of random output to stdout which is generally "
             "a decent stress test for log processing issues.  Do note however "
             "that this will disable the code which is consuming extra CPU "
             "cycles.  Also, use this option with care as it can generate "
             "several gigabytes of data per frame.")
    parser.add_argument(
        "--segfault", action="store_true",
        help="If provided then there's a 25%% chance of causing a segmentation "
             "fault.")
    args = parser.parse_args()

    if args.end is None:
        args.end = args.start

    if args.ram_jitter is None:
        args.ram_jitter = int(args.ram / 2)

    assert args.end >= args.start and args.by >= 1

    random_output = None
    if args.spew:
        random_output = list(os.urandom(1024).encode("hex") for _ in xrange(15))

    errors = 0
    if isinstance(args.start, float):
        logger.warning(
            "Truncating `start` to an integer (float not yet supported)")
        args.start = int(args.start)

    if isinstance(args.end, float):
        logger.warning(
            "Truncating `end` to an integer (float not yet supported)")
        args.end = int(args.end)

    if isinstance(args.by, float):
        logger.warning(
            "Truncating `by` to an integer (float not yet supported)")
        args.by = int(args.by)

    for frame in xrange(args.start, args.end + 1, args.by):
        duration = args.duration + randint(
            -args.duration_jitter, args.duration_jitter)
        ram_usage = max(
            0, args.ram + randint(-args.ram_jitter, args.ram_jitter))
        logger.info("Starting frame %04d", frame)

        # Warn if we're already using more memory
        if ram_usage < memory_used_at_start:
            logger.warning(
                "Memory usage starting up is higher than the value provided, "
                "defaulting --ram to %s", memory_used_at_start)

        # Consume the requested memory (or close to)
        # TODO: this is unrealistic, majority of renders don't eat ram like this
        memory_to_consume = int(ram_usage - memory_usage())
        big_string = " " * 1048576  # ~ 1MB of memory usage
        if memory_to_consume > 0:
            start = time.time()
            logger.debug(
                "Consuming %s megabytes of memory", memory_to_consume)
            try:
                big_string += big_string * memory_to_consume

            except MemoryError:
                logger.error("Cannot render, not enough memory")
                errors += 1
                continue

            logger.debug(
                "Finished consumption of memory in %s seconds.  Off from "
                "target memory usage by %sMB.",
                time.time() - start, memory_usage() - ram_usage)

        # Decently guaranteed to cause a segmentation fault.  Originally from:
        #   https://wiki.python.org/moin/CrashingPython#ctypes
        if args.segfault and random() > .25:
            i = ctypes.c_char('a')
            j = ctypes.pointer(i)
            c = 0
            while True:
                j[c] = 'a'
                c += 1
            j

        # Continually hash a part of big_string to consume
        # cpu cycles
        end_time = time.time() + duration
        last_percent = None
        while time.time() < end_time:
            if args.spew:
                print >> sys.stdout, choice(random_output)
            else:
                hashlib.sha1(big_string[:4096])  # consume CPU cycles

            progress = (1 - (end_time - time.time()) / duration) * 100
            percent, _ = divmod(progress, 5)
            if percent != last_percent:
                last_percent = percent
                logger.info("Progress %03d%%", progress)

        if last_percent is None:
            logger.info("Progress 100%%")

        logger.info("Finished frame %04d in %s seconds", frame, duration)

    if errors:
        logger.error("Render finished with errors")
        sys.exit(1)
    else:
        return_code = choice(args.return_code)
        logger.info("exit %s", return_code)



[docs]def fake_work():
    parser = argparse.ArgumentParser(
        description="Quick and dirty script to create a job type, a job, and "
                    "some tasks which are then posted directly to the "
                    "agent.  The primary purpose of this script is to test "
                    "the internal of the job types")
    parser.add_argument(
        "--master-api", default="http://127.0.0.1/api/v1",
        help="The url to the master's api [default: %(default)s]")
    parser.add_argument(
        "--agent-api", default="http://127.0.0.1:50000/api/v1",
        help="The url to the agent's api [default: %(default)s]")
    parser.add_argument(
        "--jobtype", default="FakeRender",
        help="The job type to use [default: %(default)s]")
    parser.add_argument(
        "--job", type=int,
        help="If provided then this will be the job we pull tasks from "
             "and assign to the agent.  Please note we'll only be pulling "
             "tasks that aren't running or assigned.")
    args = parser.parse_args()
    logger.info("Master args.master_api: %s", args.master_api)
    logger.info("Agent args.master_api: %s", args.agent_api)
    assert not args.agent_api.endswith("/")
    assert not args.master_api.endswith("/")

    # session to make requests with
    session = requests.Session()
    session.headers.update({"content-type": "application/json"})

    existing_jobtype = session.get(
        args.master_api + "/jobtypes/%s" % args.jobtype)

    # Create a FakeRender job type if one does not exist
    if not existing_jobtype.ok:
        sourcecode = dedent("""
        from pyfarm.jobtypes.examples import %s as _%s
        class %s(_%s):
            pass""" % (args.jobtype, args.jobtype, args.jobtype, args.jobtype))
        response = session.post(
            args.master_api + "/jobtypes/",
            data=dumps({
                "name": args.jobtype,
                "classname": args.jobtype,
                "code": sourcecode,
                "max_batch": 1}))
        assert response.ok, response.json()
        jobtype_data = response.json()
        logger.info(
            "Created job type %r, id %r", args.jobtype, jobtype_data["id"])

    else:
        jobtype_data = existing_jobtype.json()
        logger.info(
            "Job type %r already exists, id %r",
            args.jobtype, jobtype_data["id"])

    jobtype_version = jobtype_data["version"]

    if args.job is None:
        job = session.post(
            args.master_api + "/jobs/",
            data=dumps({
                "start": 1,
                "end": 1,
                "title": "Fake Job - %s" % int(time.time()),
                "jobtype": args.jobtype}))
        assert job.ok, job.json()
        job = job.json()
        logger.info("Job %r created", job["id"])
    else:
        job = session.get(args.master_api + "/jobs/%s" % args.job)
        if not job.ok:
            logger.error("No such job with id %r", args.job)
            return
        else:
            job = job.json()
            logger.info("Job %r exists", job["id"])

    tasks = session.get(args.master_api + "/jobs/%s/tasks/" % job["id"])
    assert tasks.ok

    job_tasks = []
    for task in tasks.json():
        if task["state"] not in ("queued", "failed"):
            logger.info(
                "Can't use task %s, it's state is not 'queued' or 'failed'",
                task["id"])
            continue

        if task["agent_id"] is not None:
            logger.info(
                "Can't use task %s, it already has an agent assigned",
                task["id"])

        job_tasks.append({"id": task["id"], "frame": task["frame"]})

    if not job_tasks:
        logger.error("Could not find any tasks to send for job %s", job["id"])
        return

    logger.info(
        "Found %s tasks from job %s to assign to %r",
        len(job_tasks), job["id"], args.agent_api)

    assignment_data = {
        "job": {
            "id": job["id"],
            "by": job["by"],
            "ram": job["ram"],
            "ram_warning": job["ram_warning"],
            "ram_max": job["ram_max"],
            "cpus": job["cpus"],
            "batch": job["batch"],
            "user": job["user"],
            "data": job["data"],
            "environ": job["environ"],
            "title": job["title"]},
        "jobtype": {
            "name": args.jobtype,
            "version": jobtype_version},
        "tasks": job_tasks}

    # Drop any keys which don't have values since this
    # would break the schema validation in the agent.
    for key in list(assignment_data["job"]):
        if assignment_data["job"][key] is None:
            del assignment_data["job"][key]

    response = session.post(
        args.agent_api + "/assign",
        data=dumps(assignment_data))
    assert response.ok, response.json()
    logger.info("Tasks posted to agent")
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  Source code for pyfarm.jobtypes.core.process

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Process
--------

Module responsible for connecting a Twisted process object and
a job type.  Additionally this module contains other classes which
are useful in starting or managing a process.
"""

import os
from uuid import uuid4

from psutil import Process, NoSuchProcess
from twisted.internet import reactor
from twisted.internet.protocol import ProcessProtocol as _ProcessProtocol

from pyfarm.agent.logger import getLogger
from pyfarm.jobtypes.core.log import STDOUT, STDERR

logger = getLogger("jobtypes.process")


[docs]class ReplaceEnvironment(object):
    """
    A context manager which will replace ``os.environ``'s, or dictionary of
    your choosing, for a short period of time.  After exiting the
    context manager the original environment will be restored.

    This is useful if you have something like a process that's using
    global environment and you want to ensure that global environment is
    always consistent.

    :param dict environment:
        If provided, use this as the environment dictionary instead
        of ``os.environ``
    """
    def __init__(self, frozen_environment, environment=None):
        if environment is None:
            environment = os.environ

        self.environment = environment
        self.original_environment = None
        self.frozen_environment = frozen_environment

    def __enter__(self):
        self.original_environment = self.environment.copy()
        self.environment.clear()
        self.environment.update(self.frozen_environment)
        return self

    def __exit__(self, *_):
        self.environment.clear()
        self.environment.update(self.original_environment)



[docs]class ProcessProtocol(_ProcessProtocol):
    """
    Subclass of :class:`.Protocol` which hooks into the various systems
    necessary to run and manage a process.  More specifically, this helps
    to act as plumbing between the process being run and the job type.
    """
    def __init__(self, jobtype):
        self.jobtype = jobtype

        # Internal only attributes, __uuid itself is a property so
        # it can't be accidentally modified later.
        self.__ended = False
        self.__uuid = uuid4()

    def __repr__(self):
        return \
            "ProcessProtocol(uuid=%s, pid=%r)" % (self.uuid, self.pid)

    @property
[docs]    def uuid(self):
        return self.__uuid


    @property
[docs]    def pid(self):
        # Transport may not have been setup if the process failed to start.
        try:
            return self.transport.pid
        except AttributeError:
            return None


    @property
[docs]    def process(self):
        """The underlying Twisted process object"""
        return self.transport


    @property
[docs]    def psutil_process(self):
        """Returns a :class:`psutil.Process` object for the running process"""
        # It's possible that the process could have
        # ended but not died yet.  So we have this
        # check just in case this property is called
        # during this state.
        if self.__ended:
            return None

        try:
            return Process(pid=self.pid)
        except NoSuchProcess:  # pragma: no cover
            return None


[docs]    def connectionMade(self):
        """
        Called when the process first starts and the file descriptors
        have opened.
        """
        self.jobtype._process_started(self)


[docs]    def processEnded(self, reason):
        """
        Called when the process has terminated and all file descriptors
        have been closed.  :meth:`processExited` is called, too, however we
        only want to notify the parent job type once the process has freed
        up the last bit of resources.
        """
        try:
            self.__ended = True
            self.jobtype._process_stopped(self, reason)
        except Exception as e:
            logger.error("Exception caught while running "
                         "jobtype._process_stopped: %s", e)


[docs]    def outReceived(self, data):
        """Called when the process emits on stdout"""
        try:
            self.jobtype._process_output(self, data, STDOUT)
        except Exception as e:
            logger.error(
                "Exception caught while handling STDOUT in "
                "jobtype._process_output: %s", e)


[docs]    def errReceived(self, data):
        """Called when the process emits on stderr"""
        try:
            self.jobtype._process_output(self, data, STDERR)
        except Exception as e:
            logger.error(
                "Exception caught while handling STDERR in "
                "jobtype._process_output: %s", e)


[docs]    def kill(self):
        """Kills the underlying process, if running."""
        logger.info("Killing %s", self)
        if not self.pid:
            logger.warning("Process has no pid, it has probably already "
                           "terminated. Not killing it.")
            return
        children = None
        try:
            process = self.psutil_process
            if not process:
                return
            children = process.children(recursive=True)
            process.kill()
        except Exception as e:  # pragma: no cover
            logger.warning("Cannot kill %s: %s.", self, e)

        def kill_children(children):
            for child in children:
                try:
                    child.kill()
                except NoSuchProcess:
                    # We don't care about that
                    pass
        if children:
            reactor.callLater(2, kill_children, children)


[docs]    def terminate(self):
        """Terminates the underlying process, if running."""
        logger.info("Terminating %s", self)
        if not self.pid:
            logger.warning("Process has no pid, it has probably already "
                           "terminated. Not terminating it.")
            return
        children = None
        try:
            process = self.psutil_process
            if not process:
                return
            children = process.children(recursive=True)
            process.terminate()
        except Exception as e:  # pragma: no cover
            logger.warning("Cannot terminate %s: %s.", self, e)

        def terminate_children(children):
            for child in children:
                try:
                    child.terminate()
                except NoSuchProcess:
                    pass
        if children:
            reactor.callLater(2, terminate_children, children)


[docs]    def interrupt(self):
        """Interrupts the underlying process, if running."""
        logger.info("Interrupt %s", self)
        try:
            self.process.signalProcess("INT")
        except Exception as e:  # pragma: no cover
            logger.warning("Cannot interrupt %s: %s.", self, e)


[docs]    def running(self):
        """Method to determine whether the child process is currently running"""
        return self.pid is not None
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  Source code for pyfarm.jobtypes.core.internals

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
# http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Job Type Internals
==================

Contains classes which contain internal methods for
the :class:`pyfarm.jobtypes.core.jobtype.JobType` class.
"""

import imp
import os
import sys
import tempfile
import time
from collections import namedtuple
from errno import EEXIST
from datetime import datetime
from os.path import dirname, join, isfile, basename
from uuid import UUID
from functools import partial

try:
    import pwd
except ImportError:  # pragma: no cover
    pwd = NotImplemented

try:
    import grp
except ImportError:
    grp = NotImplemented

try:
    from httplib import (
        OK, INTERNAL_SERVER_ERROR, CREATED, ACCEPTED, CONFLICT)
except ImportError:  # pragma: no cover
    from http.client import (
        OK, INTERNAL_SERVER_ERROR, CREATED, ACCEPTED, CONFLICT)

from psutil import disk_usage

from twisted.internet import reactor, threads
from twisted.internet.defer import Deferred, DeferredList, succeed

import treq

from pyfarm.core.enums import WINDOWS, INTEGER_TYPES, STRING_TYPES, WorkState
from pyfarm.agent.config import config
from pyfarm.agent.logger import getLogger
from pyfarm.agent.http.core.client import get, post, http_retry_delay
from pyfarm.agent.utility import remove_file, remove_directory
from pyfarm.jobtypes.core.log import STDOUT, STDERR, logpool
from pyfarm.jobtypes.core.process import ReplaceEnvironment, ProcessProtocol

USER_GROUP_TYPES = tuple(
    list(STRING_TYPES) + list(INTEGER_TYPES) + [type(None)])
ITERABLE_CONTAINERS = (list, tuple, set)

logcache = getLogger("jobtypes.cache")
logger = getLogger("jobtypes.core")
logfile = getLogger("jobtypes.log")
ProcessData = namedtuple(
    "ProcessData", ("protocol", "started", "stopped"))

[docs]class InsufficientSpaceError(Exception):
    pass



[docs]class Cache(object):
    """Internal methods for caching job types"""
    cache = {}
    JOBTYPE_VERSION_URL = \
        "%(master_api)s/jobtypes/%(name)s/versions/%(version)s"
    CACHE_DIRECTORY = config.get("jobtype_cache_directory", "")

    if not CACHE_DIRECTORY:  # pragma: no cover
        CACHE_DIRECTORY = None  # make sure it's None
        logger.warning("Job type cache directory has been disabled.")

    else:
        try:
            os.makedirs(CACHE_DIRECTORY)

        except OSError as e:  # pragma: no cover
            if e.errno != EEXIST:
                logger.error(
                    "Failed to create %r.  Job type caching is "
                    "now disabled.", CACHE_DIRECTORY)
                raise
        else:
            logger.info("Created job type cache directory %r", CACHE_DIRECTORY)

        logger.debug("Job type cache directory is %r", CACHE_DIRECTORY)

    @classmethod
    def _download_jobtype(cls, name, version):
        """
        Downloads the job type specified in ``assignment``.  This
        method will pass the response it receives to :meth:`_cache_jobtype`
        however failures will be retried.
        """
        logger.debug("Downloading job type %r version %s", name, version)
        url = str(cls.JOBTYPE_VERSION_URL % {
            "master_api": config["master_api"],
            "name": name, "version": version})

        result = Deferred()
        download = lambda *_: \
            get(url,
                callback=result.callback,
                errback=lambda *_: reactor.callLater(http_retry_delay(),
                                                     download))
        download()
        return result

    @classmethod
    def _cache_filepath(cls, cache_key, classname, version):
        return str(join(
            cls.CACHE_DIRECTORY, "%s_%s_v%s.py" % (
                cache_key, classname, version)))

    @classmethod
    def _cache_key(cls, assignment):
        return assignment["jobtype"]["name"], assignment["jobtype"]["version"]

    @classmethod
    def _jobtype_download_complete(cls, response, cache_key):
        # Server is offline or experiencing issues right
        # now so we should retry the request.
        if response.code >= INTERNAL_SERVER_ERROR:
            logger.debug(
                "Could not download jobtype because of internal server error.")
            return reactor.callLater(
                http_retry_delay(),
                response.request.retry)

        downloaded_data = response.json()

        if not config["jobtype_enable_cache"]:
            logger.debug("Jobtype cache is disabled, loading the jobtype.")
            return cls._load_jobtype(downloaded_data, None)

        else:
            # When the download is complete, cache the results
            logger.debug("Caching the jobtype locally.")
            caching = cls._cache_jobtype(cache_key, downloaded_data)
            caching.addCallback(
                lambda result: cls._load_jobtype(*result))
            return caching


    @classmethod
    def _cache_jobtype(cls, cache_key, jobtype):
        """
        Once the job type is downloaded this classmethod is called
        to store it on disk.  In the rare even that we fail to write it
        to disk, we store it in memory instead.
        """
        if isinstance(cache_key, tuple):
            cache_key = cache_key[0]

        assert isinstance(cache_key, STRING_TYPES)
        assert isinstance(jobtype, dict)
        filename = cls._cache_filepath(
            cache_key, jobtype["classname"], jobtype["version"])
        success = Deferred()
        jobtype = jobtype.copy()

        def write_to_disk(filename):
            parent_dir = dirname(filename)
            try:
                os.makedirs(parent_dir)
            except (IOError, OSError) as e:  # pragma: no cover
                if e.errno != EEXIST:
                    logger.error("Failed to create %s: %s", parent_dir, e)
            else:
                logger.debug("Created %s", parent_dir)

            if isfile(filename):  # pragma: no cover
                logcache.warning("%s is already cached on disk", filename)
                jobtype.pop("code", None)
                return jobtype, filename

            try:
                with open(filename, "w") as stream:
                    stream.write(jobtype["code"])

            # If the above fails, use a temp file instead
            except (IOError, OSError) as e:  # pragma: no cover
                fd, tmpfilepath = tempfile.mkstemp(suffix=".py")
                logcache.warning(
                    "Failed to write %s, using %s instead: %s",
                    filename, tmpfilepath, e)

                with os.fdopen(fd, "w") as stream:
                    stream.write(jobtype["code"])

                jobtype.pop("code", None)
                return jobtype, tmpfilepath

            else:
                logger.debug(
                    "Wrote job type %s version %s to %s",
                    jobtype["name"], jobtype["version"], filename)
                jobtype.pop("code", None)
                return jobtype, filename

        def written_to_disk(results):
            jobtype, filename = results
            cls.cache[cache_key] = (jobtype, filename)
            logcache.info("Created cache for %r at %s", cache_key, filename)
            success.callback((jobtype, filename))

        def failed_to_write_to_disk(error):  # pragma: no cover
            logcache.error(
                "Failed to write job type cache to disk, will use "
                "memory instead: %s", error)

            # The code exists in the job type because it's
            # only removed on success.
            cls.cache[cache_key] = (jobtype, None)
            success.callback((jobtype, None))

        # Defer the write process to a thread so we don't
        # block the reactor if the write is slow
        logger.debug(
            "Caching job type %s version %s to %s",
            jobtype["classname"], jobtype.get("version", "?"), filename)
        writer = threads.deferToThread(write_to_disk, filename)
        writer.addCallbacks(written_to_disk, failed_to_write_to_disk)
        return success

    @classmethod
    def _module_for_jobtype(cls, jobtype):
        return "pyfarm.jobtypes.cached.%s%s%s" % (
            jobtype["classname"], jobtype["name"], jobtype["version"])

    @classmethod
    def _load_jobtype(cls, jobtype, filepath):
        def load_jobtype(jobtype_data, path):
            module_name = cls._module_for_jobtype(jobtype_data)

            # Create or load the module
            if filepath is not None:
                logger.debug("Attempting to load module from file path %s",
                             filepath)
                try:
                    module = imp.load_source(module_name, path)
                except Exception as e:
                    type = sys.exc_info()[0]
                    value = sys.exc_info()[1]
                    logger.error("Importing module from jobtype file failed: "
                                 "%s, value: %s", type, value)
                    raise
            else:
                logcache.warning(
                    "Loading (%s, %s) directly from memory",
                    jobtype_data["name"], jobtype_data["version"])

                module = imp.new_module(module_name)
                exec jobtype_data["code"] in module.__dict__
                sys.modules[module_name] = module

            logger.debug("Returning class %s from module",
                         jobtype_data["classname"])
            return getattr(module, jobtype_data["classname"])

        # Load the job type itself in a thread so we limit disk I/O
        # and other blocking issues in the main thread.
        return threads.deferToThread(load_jobtype, jobtype, filepath)



[docs]class Process(object):
    """Methods related to process control and management"""
    logging = {}

    def __init__(self):
        self.start_called = False
        self.stop_called = False
        self._stopped_deferred = None
        self._start_deferred = None

    @property
    def stopped_deferred(self):
        if not self.start_called:
            raise RuntimeError("Not yet started")
        return self._stopped_deferred

    @property
    def start_deferred(self):
        if not self.start_called:
            raise RuntimeError("Not yet started")
        return self._stopped_deferred

    @stopped_deferred.setter
[docs]    def stopped_deferred(self, value):
        assert self.start_called
        assert self._stopped_deferred is None
        assert isinstance(value, Deferred)
        self._stopped_deferred = value


    @start_deferred.setter
[docs]    def start_deferred(self, value):
        assert self.start_called
        assert self._start_deferred is None
        assert isinstance(value, Deferred)
        self._start_deferred = value


    def _before_spawn_process(self, command, protocol):
        logger.debug(
            "%r._before_spawn_process(%r, %r)", self, command, protocol)
        self.before_spawn_process(command, protocol)

    def _spawn_twisted_process(
            self, command, process_protocol, kwargs):
        """
        Handles the spawning of the process itself using
        :func:`reactor.spawnProcess`.

        :param tuple _:
            An ignored argument containing the protocol id and
            csv log file
        """
        self._before_spawn_process(command, process_protocol)

        # The way Twisted handles the env keyword varies by platform.  To
        kwargs.setdefault("env", None)
        if kwargs["env"] is not None:
            raise RuntimeError(
                "The `env` keyword should always be set to None.")

        with ReplaceEnvironment(command.env):
            try:
                reactor.spawnProcess(process_protocol, command.command, **kwargs)
            except Exception as e:
                logger.error("Exception on starting process: %s", e)
                self.processes.pop(process_protocol.uuid).stopped.callback(None)
                self.failed_processes.add((process_protocol, e))

                # If there are no processes running at this point, we assume
                # the assignment is finished
                if len(self.processes) == 0:
                    logger.error("There was at least one failed process in the "
                                 "assignment %s", self)

                for task in self.assignment["tasks"]:
                    if task["id"] not in self.finished_tasks:
                        self.set_task_state(task, WorkState.FAILED)
                    else:
                        logger.info(
                            "Task %r is already in finished tasks, not setting "
                            "state to %s", task["id"], WorkState.FAILED)
                    self.stopped_deferred.callback(None)

    def _start(self):
        """
        The internal method that gets called to start the job type.  Usually
        this calls :meth:`start` though more advanced behaviors could
        override this and :meth`start`.

        .. warning::

            Read the source code before overriding this method on your
            own.  This method sets a couple of instance variables and returns
            a tuple that is relied upon elsewhere.
        """
        # Make sure _start() is not called twice
        if self.start_called:
            raise RuntimeError("%s has already been started" % self)

        log_path = self.get_csvlog_path(self.uuid)
        logpool.open_log(self.uuid, log_path)
        self.log_identifier = basename(log_path)

        self._register_logfile_on_master(self.log_identifier)

        logpool.log(self.uuid, "internal",
                    "Starting work on job %s, assignment of %s tasks." %
                    (self.assignment["job"]["title"],
                     len(self.assignment["tasks"])))

        self._before_start()
        logger.debug("%r.start()", self.__class__.__name__)
        self.start()
        self.start_called = True
        logger.debug("Collecting started deferreds from spawned processes")

        if not self.processes:
            logger.warning(
                "There are no started deferreds present, using succeed([]) for "
                "self.started_deferred")
            self.started_deferred = succeed([])
        else:
            logger.debug("Making deferred list for self.started_deferred")
            self.started_deferred = DeferredList(
                [process.started for process in self.processes.values()])

        if self.processes:
            self.stopped_deferred = Deferred()
        else:
            # Similar thing as for started, make sure the assignment is cleaned
            # up if no processes have been started
            self.stopped_deferred = succeed([])
        return self.started_deferred, self.stopped_deferred

    def _stop(self):
        if self.stop_called:
            raise RuntimeError("%s has already been stopped" % self)

        return self.stop()

    def _before_start(self):
        logger.debug("%r._before_start()", self)
        self.before_start()

    def _process_started(self, protocol):
        """
        Called by :meth:`.ProcessProtocol.connectionMade` when a process has
        started running.
        """
        logger.debug("%r._process_started(%r)", self, protocol)
        logpool.log(self.uuid, "internal", "Started %r" % protocol,
                    protocol.pid)
        process_data = self.processes[protocol.uuid]
        process_data.started.callback(protocol)
        if not self.stop_called:
            self.process_started(protocol)
        else:
            self.stop()

    def _process_stopped(self, protocol, reason):
        """
        Internal implementation for :meth:`process_stopped`.

        If ``--capture-process-output`` was set when the agent was launched
        all standard output from the process will be sent to the stdout
        of the agent itself.  In all other cases we send the data to the
        logger pool so it can be stored in a file without blocking the
        event loop.
        """
        logger.info("%r stopped (code: %r)", protocol, reason.value.exitCode)
        process_data = self.processes.pop(protocol.uuid)

        if self.is_successful(reason):
            logpool.log(
                self.uuid, "internal",
                "Process has terminated successfully, code %s" %
                reason.value.exitCode, protocol.pid)
        else:
            self.failed_processes.add((protocol, reason))
            logpool.log(
                self.uuid, "internal",
                "Process has not terminated successfully, code %s" %
                reason.value.exitCode, protocol.pid)

        try:
            self.process_stopped(protocol, reason)
        except Exception as e:
            logger.error("Exception caught from process_stopped: %s", e)
        process_data.stopped.callback(reason)

        # If there are no processes running at this point, we assume
        # the assignment is finished
        if len(self.processes) == 0:
            self.stopped_deferred.callback(None)
        return succeed([])

    def _spawn_process(self, command):
        """
        Starts one child process using input from :meth:`command_data`.
        Job types should never start child processes through any other
        means.  The only exception to this rule is code that resides in
        :meth:`prepare_for_job`, which should use
        :meth:`spawn_persistent_job_process` instead.

        :raises OSError:
            Raised if `working_dir` was provided but the provided
            path does not exist

        :raises EnvironmentError:
            Raised if an attempt is made to change the user or
            group without root access.  This error will only occur on
            Linux or Unix platforms.
        """
        process_protocol = self.PROCESS_PROTOCOL(self)

        process_protocol.id = getattr(command, "id", None)

        if not isinstance(process_protocol, ProcessProtocol):
            raise TypeError("Expected ProcessProtocol for `protocol`")

        # The first argument should always be the command name by convention.
        # Under Windows, this needs to be the whole path, under POSIX only the
        # basename.
        if WINDOWS:
            arguments = [command.command] + list(command.arguments)
        else:
            arguments = [basename(command.command)] + list(command.arguments)

        # WARNING: `env` should always be None to ensure the same operation
        # of the environment setup across platforms.  See Twisted's
        # documentation for more information on why `env` should be None:
        #    http://twistedmatrix.com/documents/current/api/
        #    twisted.internet.interfaces.IReactorProcess.spawnProcess.html
        kwargs = {"args": arguments, "env": None}
        uid, gid = self.get_uid_gid(command.user, command.group)

        if uid is not None:
            kwargs.update(uid=uid)

        if gid is not None:
            kwargs.update(gid=gid)

        # Capture the protocol instance so we can keep track
        # of the process we're about to spawn.
        self.processes[process_protocol.uuid] = ProcessData(
            protocol=process_protocol, started=Deferred(), stopped=Deferred())

        return self._spawn_twisted_process(command, process_protocol, kwargs)

    def _process_output(self, protocol, output, stream):
        """
        Called by :meth:`.ProcessProtocol.outReceived` and
        :meth:`.ProcessProtocol.errReceived` whenever output is produced
        by a process.  This method will wire up the proper calls under the
        hood to process the output.
        """
        if stream == STDOUT:
            line_fragments = self._stdout_line_fragments
            line_handler = self.handle_stdout_line

        elif stream == STDERR:
            line_fragments = self._stderr_line_fragments
            line_handler = self.handle_stderr_line

        else:
            raise ValueError("Expected STDOUT or STDERR for `stream`")

        self.process_output(protocol, output, line_fragments, line_handler)

    def _has_running_processes(self):
        """
        Internal functionto determine whether the batch represented by this
        instance still has running child processes.
        """
        for process in self.processes.values():
            if process.protocol.running():
                return True

        return False

    def _register_logfile_on_master(self, log_path):
        def post_logfile(task, log_path, delay=0):
            url = "%s/jobs/%s/tasks/%s/attempts/%s/logs/" % (
                config["master_api"], self.assignment["job"]["id"], task["id"],
                task["attempt"])
            data = {"identifier": log_path,
                    "agent_id": self.node()["id"]}
            post_func = partial(
                post, url, data=data,
                callback=lambda x: result_callback(task, log_path, x),
                errback=lambda x: error_callback(task, log_path, x))
            reactor.callLater(delay, post_func)

        def result_callback(task, log_path, response):
            if 500 <= response.code < 600:
                delay = http_retry_delay()
                logger.error(
                    "Server side error while registering log file %s for "
                    "task %s (frame %s) in job %s (id %s), status code: %s. "
                    "Retrying. in %s seconds",
                    log_path, task["id"], task["frame"],
                    self.assignment["job"]["title"],
                    self.assignment["job"]["id"], response.code, delay)
                post_logfile(task, log_path, delay=delay)

            # The server will return CONFLICT if we try to register a logfile
            # twice
            elif response.code not in [OK, CONFLICT, CREATED]:
                # Nothing else we could do about that, this is
                # a problem on our end.
                logger.error(
                    "Could not register logfile %s for task %s (frame %s) in "
                    "job %s (id %s), status code: %s. This is a client side "
                    "error, giving up.",
                    log_path, task["id"], task["frame"],
                    self.assignment["job"]["title"],
                    self.assignment["job"]["id"], response.code)

            else:
                logger.info("Registered logfile %s for task %s on master",
                            log_path, task["id"])

        def error_callback(task, log_path, failure_reason):
            delay = http_retry_delay()
            logger.error(
                "Error while registering logfile %s for task %s on master: "
                "\"%s\", retrying in %s seconds.",
                log_path, task["id"], failure_reason, delay)
            post_logfile(task, log_path, delay=delay)

        for task in self.assignment["tasks"]:
            post_logfile(task, log_path)

    def _upload_logfile(self):
        path = join(config["jobtype_task_logs"], self.log_identifier)
        url = "%s/jobs/%s/tasks/%s/attempts/%s/logs/%s/logfile" % (
                config["master_api"], self.assignment["job"]["id"],
                self.assignment["tasks"][0]["id"],
                self.assignment["tasks"][0]["attempt"],
                self.log_identifier)
        upload_deferred = Deferred()

        def upload(url, log_identifier, delay=0):
            logfile = open(path, "rb")
            if delay != 0:
                reactor.callLater(delay, upload, url,
                                  log_identifier=log_identifier)
            else:
                # FIXME persistent=False is a workaround to help with some
                # problems in unit testing.
                deferred = treq.put(url=url, data=logfile,
                                    headers={"Content-Type": ["text/csv"]},
                                    persistent=False)
                deferred.addCallback(lambda x: result_callback(
                    url, log_identifier, x))
                deferred.addErrback(lambda x: error_callback(
                    url, log_identifier, x))

        def result_callback(url, log_identifier, response):
            if 500 <= response.code < 600:
                delay = http_retry_delay()
                logger.error(
                    "Server side error while uploading log file %s, "
                    "status code: %s. Retrying. in %s seconds",
                    log_identifier, response.code, delay)
                upload(url, log_identifier, delay=delay)

            elif response.code not in [OK, CREATED, ACCEPTED]:
                # Nothing else we could do about that, this is
                # a problem on our end.
                logger.error(
                    "Could not upload logfile %s status code: %s. "
                    "This is a client side error, giving up.",
                    log_identifier, response.code)
                try:
                    upload_deferred.errback(ValueError(
                        "Bad return code on uploading logfile: %s"
                        % response.code))
                except Exception as e:
                    logger.error(
                        "Caught exception calling upload_deferred.errback: %s",
                        e)

            else:
                logger.info("Uploaded logfile %s for to master",
                            log_identifier)
                try:
                    upload_deferred.callback(None)
                except Exception as e:
                    logger.error(
                        "Caught exception calling upload_deferred.callback: %s",
                        e)

        def error_callback(url, log_identifier, failure_reason):
            delay = http_retry_delay()
            logger.error(
                "Error while uploading logfile %s to master: "
                "%r, retrying in %s seconds.",
                log_identifier, failure_reason, delay)
            upload(url, log_identifier, delay=delay)

        logger.info("Uploading log file %s to master, URL %r",
                    self.log_identifier, url)
        upload(url, self.log_identifier)
        return upload_deferred



[docs]class System(object):
    # complete coverage provided by other tests
    def _get_uid_gid_value(self, value, value_name, func_name,
                           module, module_name):  # pragma: no cover
        """
        Internal function which handles both user name and group conversion.
        """
        if not isinstance(value, STRING_TYPES):
            raise TypeError("Expected string for `value`")

        # This platform does not implement the module
        if module is NotImplemented:
            logger.warning(
                "This platform does not implement the %r module, skipping "
                "%s()", module_name, func_name)

        # Convert a user/group string to an integer
        elif isinstance(value, STRING_TYPES):
            try:
                if module_name == "pwd":
                    return pwd.getpwnam(value).pw_uid
                elif module_name == "grp":
                    return grp.getgrnam(value).gr_gid
                else:
                    raise ValueError(
                        "Internal error, failed to get module to use for "
                        "conversion.  Was given %r" % module)
            except KeyError:
                logger.error(
                    "Failed to convert %s to a %s",
                    value, func_name.split("_")[1])

                if not config.get("jobtype_ignore_id_mapping_errors"):
                    raise

        # Verify that the provided user/group string is real
        elif isinstance(value, INTEGER_TYPES):
            try:
                if module_name == "pwd":
                    pass
                elif module_name == "grp":
                    pass
                else:
                    raise ValueError(
                        "Internal error, failed to get module to use for "
                        "conversion.  Was given %r" % module)

                # Seems to check out, return the original value
                return value
            except KeyError:
                logger.error(
                    "%s %s does not seem to exist", value_name, value)

                if not config.get("jobtype_ignore_id_mapping_errors"):
                    raise
        else:
            raise ValueError(
                "Expected an integer or string for `%s`" % value_name)

    def _remove_directories(self, directories, retry_on_exit=True):
        """
        Removes multiple multiple directories at once, retrying on exit
        for each failure.
        """
        assert isinstance(directories, (list, tuple, set))

        for directory in directories:
            remove_directory(
                directory, raise_=False, retry_on_exit=retry_on_exit)

    def _remove_tempdirs(self):
        """
        Iterates over all temporary directories in ``_tempdirs`` and removes
        them from disk.  This work will be done in a thread so it does not
        block the reactor.
        """
        reactor.callInThread(self._remove_directories, self._tempdirs)

    def _ensure_free_space_in_temp_dir(self, tempdir, space, minimum_age=None):
        """
        Ensures that at least space bytes of data can be stored on the volume
        on which tempdir is located, deleting files from tempdir if necessary.

        WARNING: Will delete files in tempdir to reclaim storage space.

        Will raise InsufficientSpaceError if enough space cannot be claimed.
        """
        try:
            os.makedirs(tempdir)
        except OSError as e:
            if e.errno != EEXIST:
                raise

        if disk_usage(tempdir).free >= space:
            return

        tempfiles = []
        # followlinks=False is the default for os.walk.  I am specifying it
        # explicitly here to make it more obvious.  Setting this to True
        # instead might make us delete files outside of tempdir, if there is
        # a symlink in there somewhere.
        for root, dirs, files in os.walk(tempdir, followlinks=False):
            for filename in files:
                fullpath = join(root, filename)
                atime = os.stat(fullpath).st_atime
                tempfiles.append({ "filepath": fullpath, "atime": atime })

        tempfiles.sort(key=lambda x: x["atime"])

        while disk_usage(tempdir).free < space:
            if not tempfiles:
                raise InsufficientSpaceError("Cannot free enough space in temp "
                                             "directory %s" % tempdir)
            element = tempfiles.pop(0)
            if (not minimum_age or
                os.stat(element["filepath"]).st_mtime + minimum_age <
                    time.time()):
                logger.debug("Deleting tempfile %s", element["filepath"])
                remove_file(
                    element["filepath"], retry_on_exit=False, raise_=False)
            else:
                logger.debug("Not deleting tempfile %s, it is newer than %s "
                             "seconds", element["filepath"], minimum_age)

    def _log(self, message):
        """
        Log a message from the jobtype itself to the process' log file.
        Useful for debugging jobtypes.
        """
        logpool.log(self.uuid, "jobtype", message)


[docs]class TypeChecks(object):
    def _check_expandvars_inputs(self, value, environment):
        """Checks input arguments for :meth:`expandvars`"""
        if not isinstance(value, STRING_TYPES):
            raise TypeError("Expected a string for `value`")

        if environment is not None and not isinstance(environment, dict):
            raise TypeError("Expected None or a dictionary for `environment`")

    def _check_map_path_inputs(self, path):
        """Checks input arguments for :meth:`map_path`"""
        if not isinstance(path, STRING_TYPES):
            raise TypeError("Expected string for `path`")

    def _check_csvlog_path_inputs(self, protocol_uuid, now):
        """Checks input arguments for :meth:`get_csvlog_path`"""
        if not isinstance(protocol_uuid, UUID):
            raise TypeError("Expected UUID for `protocol_uuid`")

        if now is not None and not isinstance(now, datetime):
            raise TypeError("Expected None or datetime for `now`")

    def _check_command_list_inputs(self, cmdlist):
        """Checks input arguments for :meth:`get_command_list`"""
        if not isinstance(cmdlist, (tuple, list)):
            raise TypeError("Expected tuple or list for `cmdlist`")

    def _check_set_states_inputs(self, tasks, state):
        """Checks input arguments for :meth:`set_states`"""
        if not isinstance(tasks, ITERABLE_CONTAINERS):
            raise TypeError("Expected tuple, list or set for `tasks`")

        if state not in WorkState:
            raise ValueError("Expected `state` to be in %s" % list(WorkState))
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